
Tier-1 Quarterly Report January – March 2004
1 Production Linux Service

	Primary Sysadmin
	Martin Bly

	User Support
	Jonathan Wheeler

	Hardware Support
	George Prassas

	Tender
	Andrew Sansum
M Bly


During the period, no major changes were introduced on the service, except for the removal in February of the 2.66GHz CPUs to bolster the LCG farm. 
A tender for CPU capacity was completed and an order placed in March for 256 dual processor Xeon systems. The tender met its objectives in terms of price and number of CPUs (as stated as needed by the experiments), although it was disappointing that performance of affordable CPUs had not improved substantially in the 12 months since the last order.
A new member of Staff (George Prassas) joined the team in January. George was employed to provide hardware support (both repair and operating system). Over the following 6 months, we expect George to take charge of a wide range of hardware concerns such as hardware installation, acceptance, repair, engineer callout and so forth. George will also be expect to support benchmarking and evaluation and provide support for kernel driver and other similar issues.

 CPUs are currently deployed as follows:

	
	P600
	1GHz
	1.4GHz
	2.66GHz
	KSI2000

	Babar Tier A
	0
	0
	292
	0
	189

	LCG-CORE
	0
	0
	0
	140
	140

	Legacy service, EDG/EGEE and Servers
	80
	120
	0
	20
	


The Babar Tier-A and Legacy service share the same cluster infrastructure, however Babar are guaranteed at least 189 KSI2K of capacity. Use during the period continued to be strong by Babar:
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2 LCG Service 

	Primary Sysadmin
	Martin Bly

	Technical Support
	Steve Traylen

	DCACHE development
	Derek Ross


The RAL LCG cluster is configured entirely independent of the main production farm service. The only access routes into the cluster are via the normal LCG GRID interfaces. The cluster is an almost vanilla example of the LCG distribution. This configuration has the dual benefits that it both acts as an incentive to use the GRID tools and simplifies the management of the service.

Up until Christmas, RAL was a member of LCG 1. In mid January, RAL joined the LCG-CORE service. Initially the cluster consisted of the main core components (CE, SE, BDII, RB  plus a MyProxy + a west regional MDS + a UI) and about 5 worker nodes, however in mid-February an additional 140 2.66 GHz Xeon CPUs were added to the cluster (approximately 40% of total Tier 1 CPU capacity). During January and February only light use took place as interfaces were tested and gremlins shaken out of the system, however in March, ALICE began running their data challenge, at times fully loading the farm for hours at a time. This is a significant achievement for RAL and LCG, being a major step up in scale of workload making use of the full LCG infrastructure.
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 Figure 1: GRIDPP Tier1 LCG-CORE utilisation (March/April 2004)

As can be seen, at times load reached 100% but with significant idle periods between runs. The idle periods were times when ALICE was not active rather than reflecting any faults on the Tier1. It is likely that the LCG service will continue running in this mode for some time yet. However we expect this service to grow substantially over 2004, eventually becoming the main CPU/disk resource for the farm.
The team also carried out tests and packaging  (into LCFGng) of DCACHE, liasing with DESY and FERMILAB to provided a packaged object allowing the SRM interface to be tested at CERN. 

3 Disk Service

	Primary Sysadmin
	Nick White

	Hardware Support
	George Prassas

	Tender
	Andrew Sansum

Nick White


No development and only limited maintenance took place on the service during the period as Nick White became increasingly committed (eventually almost entirely committed) to the support of CMS during DC04. Nick was the main liaison point between CMS and the Tier1 service. Although initially support was needed from Nick for CMS work actually taking place on the disk servers, eventually the focus of attention shifted to the interaction between the MCAT and ORACLE service. Pressure was increased still further when CMS extended their data challenge by a month as it was extended into April (next reporting period).  This shortfall in maintenance effort will lead to additional work required during the next reporting period.

A tender for disk capacity was prepared, run to successful completion and an order placed in March for 140TB of (available) disk capacity, based on SATA drives in external Infortrend RAID arrays hosted on 20 disk servers. 

Deployed capacity is as follows.
	
	Deployed Old Servers
	Deployed New Servers

	Atlas
	1   (1.6TB)
	

	Babar
	14 (22.4TB)
	5 (18TB)

	CMS
	2   (3.2TB)
	5 (18TB)

	DZERO
	2   (3.2TB)
	

	Other
	0.4  (0.6TB)
	

	LC
	0.6 (1TB)
	

	LHCB
	2  (3.2TB)
	

	UKQCD
	1  (1.6TB)
	

	Under Repair/Spare
	3  (4.8TB)
	1 (3.6TB)


4 The EDG Testbeds and UK GRID  Deployment
	Primary Sysadmin
	Steve Traylen


1 This was a critical period for EDG, with the EU review scheduled for February. Steve Traylen was involved, not only as principle manager for the RAL EDG testbeds which ran flawlessly during the review, but also:

· Provided GRID deployment support in the UK, assisting the UK universities were able to join the testbed in time for the review. By the time of the review the UK had the largest number of sites (7?) of any member country.

· Steve also made an important contribution directly into the WP6, deputising for the ITEAM leader. He had considerable day to day involvement controlling software releases onto the whole testbed.
5 ATLAS Datastore
	Manager
	David Corney

	System Admin
	Tim Folkes

	Software Development
	Bonny Strong

	Storage Management
	Jens Jensen


During the period, no significant changes were made to the hardware configuration. The worked on testing and developing their disaster recovery processes, demonstrating that they could recover the service following the loss of the master catalogue. They have also set up arrangements for offsite backup to another site some miles away.  Work was also carried out developing and maintaining the SRB-ADS interface in support of the CMS data challenge DC04. This showed up performance failings in the Datastore catalogue  (PATHTAPE) used to map logical tape names to local file names. Work commenced to address these issues and also extend the length of filename that could be stored. Work on an SRM interface into the ADS also took place although this was not available for deployment by the end of the quarter.

6 CORE Services

	Sysadmin
	Derek Ross

	Sysadmin
	Jonathan Wheeler

	Technical Support
	Steve Traylen

	SRB Support
	Nick White

Mike Doherty, plus other Data Management Group Staff


The core services are a diverse range of systems and services such as helpdesks, password crackers, security monitors system consoles, performance monitors and so forth. Most of the work taking place during the period was of a housekeeping nature, maintaining O/S and carrying out routine upgrades.

Work continued in improving the AFS infrastructure, placing it on a better managed footing, ready for upgrades in software release in the next quarter. Jonathan Wheeler also attended an AFS workshop in SLAC in order to broaden his knowledge and put in place plans for migration to OpenAFS server, migration to Linux and upgrade to Kerberos 5.  AFS remains a weak point in the service being of crucial importance to Babar but with only one trained system admin.

CMS began to exercise their SRB infrastructure over January and February for the scheduled start of their data challenge in March. SRB support was originally provided by Mike Doherty (from data management Group) who set up the CMS central MCAT last summer. Reliability was not good and Nick White became heavily involved,  providing kernel/socket level debugging and operational control of the MCAT server after Mike left the organisation in February. Data management group increased their   effort committed to the project in March (not funded by GRIDPP) as continuing difficulties were encountered and also by the end of March had two additional staff recruited at RAL (one Oracle and one SRB support). By the end of the period, problems were beginning to be resolved, with changes introduced on the Oracle servers to deal with the increase in load and downgrading glibc (C runtime library) on the MCAT back to prior to a (critical) security update in March. The Data challenge continued through April.
Redhat ceased support in January for Redhat 7.3 (run on nearly all hosts on the cluster), this has lead to an increase in effort needed to monitor and maintain a secure system as patches have ceased to be a matter of routine download from Redhat. Additional management structures were put in place to carry out routine monthly review of the security situation as a “belt and braces” approach, backing up the daily work of the systems staff. By the end of the period the system was working well, but the team remained concerned that their sources of security updates may not address urgent concerns that may appear in the future. A dialogue was opened with CERN and SLAC in order to obtain access to licences for Redhat Enteprise or to “free” binaries providing a similar solution. 
7 Machine room Operations

	Group Leader
	Graham Robinson

	Operations manager
	Adrian Webber

	
	Other BITD staff


The BITD operations group continued to provide machine room support for the Tier1 service.

 During the period work commenced to review the machine room infrastructure (power, cooling and floor loading being the main areas under investigation. This work had not been completed by the end of the period. Work also began to overhaul the safety and general working procedures within the machine rooms.
8 Networking

There were no significant changes during the period.


























































































































































