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1. Circulation

General

2. Introduction

This summarises key Tier-1 Operating issues during 05Q1. Recent events beyond the end of 05Q1 may also be documented (indicated as 05Q2). 

2.1 Hardware Status

· Hardware status is generally good with only normal operational issues and the “usual” peak of failures associated with the power failure in March.

· One outstanding issue is that we are not at full complement on the Accusys RAID array PSUs.  6 broken units have not yet been replaced/repaired by Compusys. We are seeking a company who could repair them (no one on site can do this). 

2.2 Utilisation and Grid Activity

CPU Utilisation substantially increased in Q1 and now looks much healthier (see logbook).  Disk utilisation is still low.

2.3 Scheduling

Further progress on scheduling has been made. Tier-A jobs can now migrate onto the Tier-1 infrastructure (and visa-versa) at times of peak load. Tuning of this arrangement has not yet taken place. 

We are finding it difficult to allocate disk in the (monthly) manner requested by the UB. The process is ill defined and usually depends on clawing back capacity from some other experiment – needing dialogue and often data tidying by the experiment. We are considering how to streamline the process. Worse – the majority of the disk capacity remains either empty or recently unused and we must find a better way of allowing active experiments to make use of this.

2.4 SRM Deployment

During the period the SRM finally became of production quality and reliability (insofar as one can say that of Grid software). Development and management of the SRM is taking 1 full staff member – some cause for concern.

2.4.1 SRM access to disk


After problems early in the period (made much worse by Linux kernel issues – see below) the dCache SRM began to provide a production quality service. Several experiments now use it. A further dCache was also deployed for Service Challenge 2.

2.4.2  SRM access to tape

The dCache SRM was interfaced to the ADS and has been tested and appears to work well. Further testing will take place shortly under SC2. 

2.5 Operating Systems

· Most production systems are now on Scientific Linux 3. the main exception being the disk servers. The migration of which (SL3 or SL4) is a major undertaking. The continued operation of Redhat 7.2/7.3 on the disk servers is a moderate security hazard and a calculated risk that is kept under montly review.

· During the period major instabilities were encountered with SL3 NFS lock-ups. This has a considerable impact on the service. Under high load, access to NFS data would hang permanently, eventually causing systems to become completely unusable, requiring a reboot. Particularly impacted were the front end hosts, LCG UI nodes, file mover hosts and worst of all the dCache service. Most other HEP sites were impacted to a greater or lesser extent. This was identified at the weekly Tier-1 operations meeting as a critical problem needing fixing at any cost. Eventually after input from SLAC, this problem was traced by the Tier-1 team to a patch introduced by Redhat. Removal of this patch eliminated the problem. We have made the patched kernel available and it is distributed along with SL3. At least one UK site (Bristol) has benefited from our work.

2.6 Service Terminations
We are working to reduce infrastructure overheads:

· Babar Sun service is now ended. We have yet to sell the equipment.

· We continue to depend on a Compaq server which is off maintenance.

· The CMS SRB service was closed; catalogues and remaining data were dropped.

2.7 Unscheduled Power Failure

There was an unscheduled full service outage when routine work near to an emergency power off (EPO) switch triggered a full power off. The majority of the power in the Atlas computer rooms failed at approx 11:30 on Thursday March 17. Power was restored at approximately 12:10. Restart was quicker than the previous incident (luck WRT what broke), some service was re-established later on Thursday and the remainder on Friday. We suspect a fault in the EPO system and investigations will be carried out at the next scheduled downtime. There is some risk of a recurrence.

We are considering the possibility of buying UPS for critical nodes and delicate disk servers. Also of moving from ext2 to journaled filesystems. This may raise GRIDPP hardware costs.

2.8 Security Incidents

There were none

2.9 Service Challenges

· We successfully took part in service challenge 2 (SC2), sustaining 75MB/s for 2 weeks over UKLIGHT. Overall this was a considerable success, but data rate was somewhat disappointing (we intended to achieve 100MB/s). Investigations are underway to understand the cause of the low rate. Further peak rate tests are scheduled and a tape component is also likely shortly.

· Details of SC3 are not yet complete, however unexpectedly a disk-disk component of 150MB/s has appeared and tape rate has been increased from 50-60MB/s. Our infrastructure should be able to sustain both these rates if the current low performance is understood shortly. Work to get the ADS ready are underway (additional hardware required). We do not yet understand the Tier-2 involvement in SC3.

· The service challenges are increasingly influencing team priorities and both staff and hardware resources. 

· We are growing increasingly concerned that the existing 2*1Gb/s UKLIGHT connection may not be adequate for the service phase of SC3 and certainly will not be adequate for SC4 (April 2006).  A further consideration is that the experiments plan to use SC3 service phase  (Sept-December) as a “production” environment and it is unclear how suitable UKLIGHT will be for production operation. A meeting with the GRIDPP network team is scheduled shortly.

· We remain unclear about the role and size of the database service (3D). Cost of operation of the service will vary substantially depending on the quality of the hardware required (resilience), the amount of data to be stored (capacity) and the overall support of the service (D/B admin effort). This may become more clear over Q2.

2.10 Hardware Tenders

Tenders have not yet started, but effort is now available (after the SC2 wind down), requirements are better defined (from the resource allocation work for the RRB) and utilisation is healthier.

2.11 Recruitment

We expect advertisements to be placed shortly (web based vacancy notices will be sooner).
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