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1. Introduction

We will detail the use of CPU, disk and tape resources at RAL for 2006.  Our monitoring of these resources has improved during this period due to the implementation of new systems to account deployment and usage for both CPU and disk.  For CPU, the farm has had very high occupancy over this period, and we routinely review the job efficiencies (CPU time / wall time) for each experiment.  For disk, a new accounting system has been available for H2/06 that integrates the different storage systems (NFS, dCache and more recently CASTOR).  This facilitates the reporting of disk deployment/usage figures to the GridPP User Board, and the data are visible to the experiments enabling them to quickly review what resources are used by and available to them.

2. CPU 

2.1 CPU Utilisation

By CPU utilisation of a batch job we mean the amount of CPU time (normalised between hardware generations to KiloSpecInt (KSI2K) months) accounted to the job. This does not include system overheads such as I/O which are not accounted by the batch system. Nor does CPU time include time that a process spends in I/O wait waiting on network I/O. The farm capacity increased from 830KSI2K to 1030KSI2K in May.
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Figure 1: CPU Utilisation

2.2 Job Occupancy

We also account the total wall time of each job including system overheads and I/O waits.  This gives a measure of the occupancy of the farm (although due to the heterogeneity of the farm, not the number of occupied job slots).

The utilised KSI2K wall times can be compared directly with the nominal capacities of 830KSI2K (January to April) and 1030KSI2K (May to December). 
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Figure 2: Wall Time Utilisation

The per-month occupancy has varied from between about 80% and 98% over the course of the year.

2.3 Efficiency

The efficiency of a batch job is the ratio of CPU time to elapsed time. A highly CPU intensive batch job can achieve 95-98% utilisation of a CPU, an I/O intensive job is more likely to be around 85-95% utilisation of a CPU, and jobs stuck on busy resources can vary from 0-100%. It is possible for a job to have an efficiency greater than 1.0 if it runs more than 1 CPU intensive process - few jobs are in this category. The global efficiency of the farm is defined as the ratio of the overall elapsed CPU time to wall clock time for all experiments.

Per-month job efficiencies have varied from between about 75% to 91% over the course of the year.
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Figure 3: Overall Job Efficiency

Most of the efficiency problems were related to global performance problems on LCG storage elements.  Local I/O bottlenecks can also contribute to low efficiencies.

2.4 Grid v.s Non-Grid Usage

The per-month amount of Grid work has fluctuated about the 60% mark throughout 2006.  About two thirds of the non-Grid work can be accounted to BaBar.  In December, for example, BaBar ran a large amount of work (all non-Grid), utilising about 30% of the farm.

There has been a general decrease in the amount of non-Grid work from the LHC experiments during 2006; about 28 K2I2K years in total, compared with about 366 KSI2K years of Grid work.  The residual non-Grid work can be attributed to a small group of users.
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Figure 4: Grid vs. Non-Grid CPU Utilisation

3. Disk capacity

Deployed disk capacity remained at the 2005 level of about 180TB for most of 2006 due to problems with the 2005 ClusterVision procurement of disk (an additional 180TB).  Two servers from this, plus five loaned from RAL PPD (45TB) were deployed into the pre-production CASTOR service in October to enable CMS to fully participate in their CSA06 service challenge (which was deemed to have been very successful, meeting all the goals set).

The lack of disk caused problems for several experiments, particularly ATLAS whose dCache pools had to be made read only for several weeks, severely limiting their ongoing data challenge activities.
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Figure 5: Used Disk Capacity (TB)

Note that in Figure 6 below, 10TB of the unused capacity for DTeam was disk deployed in CASTOR for testing purposes.  Also, from August, 6TB of the apparently unused LHCb disk was dedicated disk/tape cache in dCache.  In December, therefore, the amount of disk unused by the experiments was about 35TB.
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Figure 6: Unused Disk Capacity (TB)

4. TAPE CAPACITY

Tape capacity increased by about 200TB to 530TB in June after the delivery of a new tape robot and media.  BaBar remain the biggest users of tape, currently at about 275TB.

5. CONCLUSIONS

We continue to see a diverse mix of work flowing through the farm, and the commitment of our CPU resources to the LCG experiments has increased through the year from about 22% to about 56%.  Conversely, the commitment to BaBar has decreased from about 50% to about 17%.  Occupancy has been very high throughout the year, and job efficiencies have been satisfactory.

A large fraction of the disk available to the experiments was utilised, but shortage of  disk has caused problems for several experiments.  The issues with the 2005 procurement of disk were resolved at the end of the year, and the disks were successfully  load tested over the Christmas period.  A test CASTOR service was used by CMS during their successful CSA06 service challenge.
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