
Proforma-3: CCLRC bid for Tier-1

This bid is submitted on behalf of CCLRC against all 13.5 posts allocated to Tier-1 related activities. The document provides an overview of the Tier-1 service as a whole and then provides individual sections (one for each staffing line item in the original GRIDPP2 proposal) conforming to GRIDPP2 proforma 3. The individual sections are submitted together as there are considerable interdependencies between the sections and the bid needs to be considered in its entirety.  

1 Overview

The  Tier-1 Centre will provide GRIDPP2 with a large computing resource of a scale and quality that can be categorised as an LCG Regional Computing Centre. This facility will enable the UK Particle Physics community to meet large scale international commitments, supporting its involvement in LCG and EGEE allowing the UK to commit reliable, high volume resource to: data challenges, production data processing and physics analysis. It will be able to deploy new tools and technologies to meet the rapidly changing technical requirements from the experiments. The Tier-1 Centre will  take a leading role in the deployment of  LCG and EGEE testbeds within the UK. 

The Tier-1 will also be the sole resource for supporting Central Computing for UK HEP and will allow GRIDPP2 to be able to provide resources to non LHC projects such as Babar should they wish to do so.

The Tier-1 Centre will differentiate itself  from “Tier-2” facilities by a:

· Commitment to guarantee data management at a high QoS. It will be able to host primary/master copies of data.

· Commitment to guarantee state-of-the-art network bandwidth to ensure efficient inter-operation.
· Commitment to contribute to collaborative services.
· Commitment to provide high quality technical support, able not only to provide user support to an international community of end users but also able to provide detailed technical assistance for non experiment software components (such as GRID middleware) to experiment experts.

· Capability to respond rapidly to service faults and be able to make long term service commitments. 

The Tier-1 Centre for GridPP2 will develop from a base of the prototype centre developed at RAL as part of the GridPP1 Project. The main services offered can be categorised into: 

· A large cluster of commodity disk servers,  and a smaller high integrity file service for more valuable data.

· A tape store with a potential capacity of at least 1 Petabyte, able to provide fast access to near-line  data and for small critical datasets able to provide multiple and  offsite backup of data.

· A resilient high integrity SQL database service able to host key critical experiment databases. 

·  CPU – a large cluster of commodity PCs that will be incrementally grown at least annually.

· Network – a high-speed network between components and an excellent connection to SuperJANET.
The quantity of resource offered and the corresponding service level will be progressively increased between now and 2007 in preparation for the start of LHC. The service level will be specified in terms of a MoU between the Tier-1 and the GridPP management.

2 Overall Service

CCLRC has a long history in large scale computing and data storage for all disciplines including particle physics. For many years, the UK HEP Central Computing Service has been sited at RAL. This has developed over the last ten years from a large IBM service into a cost-effective set of distributed RISC and PC-based services. The co-location of the central computing with RAL’s large and active Particle Physics Department has proved invaluable in providing experimental software support and advice. 

During GridPP, RAL continued to provide a service to existing experiments, developed a TierA Centre for BaBar’s distributed computing model, and participated in a range of grid work including EDG, DataTAG, LCG, BaBar Grid, UK ETF Level2 Grid. 

RAL’s computing departments have a long history of collaboration with CERN from when CERN first installed IBM systems, through HEPVM, EARN, and HEPix. The personal relationships formed have already proven invaluable in the development of the EDG and LCG testbeds.

2.1 The Hardware Proposal

At the time of submission, the RAL Centre operates an integrated service both for a prototype LHC Tier-1 Centre and a TierA Centre as part of the BaBar experiment’s international distributed computing model. The Atlas Centre has 1100m2 of  secure, air-conditioned, machine room space with a power distribution system and a connection direct to a local sub-station ensuring reliable power.
This service consists of

· A 472 cpu cluster providing roughly 400K SpecInt2000 controlled by the PBS scheduler.  

· 80TeraByte(TB) of usable disk (after formatting and RAID overheads)

· The Atlas Datastore. A network storage management system backed by an STK Powderhorn robot and IBM 3590, STK 9940A and 9940B tape drives. Particle physics currently has existing capacity to store a total of 180TB, but If all spare slots in the robot were populated, this share would rise to 550TB out of a total of over 1Petabyte. If (as is likely) higher density tapes became available this figure could rise still further. 

· An AFS cell available for use by all UK particle physicists

· About 50 other systems which provides various services from Network Monitoring and the UK VRVS reflector through to testbeds for the European DataGrid (EDG) and LCG, the prototype being developed for the LCG1 testbed

By the start of the GridPP2 project the RAL Centre should have grown to 

· A 1000 cpu cluster providing 950 KSpecInt2000 controlled by the PBS scheduler.  

· 150 TeraByte(TB) of usable disk

The Tier-1 Centre will build upon this base.

The following table shows the spend planned for each year of GridPP2 with the integrated capacity available at the start of the same year (purchased late in the preceding year). It should be considered only as an illustration of possibilities and final decisions about the exact split between disk, CPU and tape can be made by GRIDPP2 management during each tender exercise.
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2.2 Overview of Staffing

The table below is as described in the GRIDPP2  proposal updated with the changes introduced by the “Regained Programme” presented to the Science Committee. They show the teams that will work on specific high level services plus a common  layer of support staff who provide services to all of the higher level services. 

	Management [1.5]

	Data 
	CPU
	UK 
	Experiment 

	Disk
	Tape
	
	
	Deployment
	Support

	[1.5]
	[2.5]
	
	[2.0]
	[2.0]
	[2.0]

	Core Services [2.0]
	Operations [2.5]

	
	Networking [0.5]


The total effort required to run a viable Tier-1 Centre, together with the appropriate support for deployment and the experiments is 15 FTE plus an additional 1.5 FTE for management. The CCLRC eSC agrees to fund 3 FTE towards this total assuming that GRIDPP2 funds 13.5 FTE.  CCLRC also notes that the Tier-1 will need substantial direct support from the Deployment and Experiment Support staff and does not believe the service will be viable without this effort. 

CCLRC will contribute to the project in the following areas:-

· Machine room environment. The Atlas Centre has 1100m2 of  secure, air-conditioned, machine room space with a power distribution system and a connection direct to a local sub-station ensuring reliable power.
· Capital investment in the Atlas DataStore

· 3 FTE of staff effort

· Upgrade to WAN connection during GridPP2

· Backup effort and advice from skilled staff on other projects (both similar and complementary skill-sets)

The costs above are guaranteed for the duration of CCLRC’s SR2002 funding and at best efforts beyond then.

2.2.1 Staff Cover
The staff cover provided for the service described above is as follows. 

· Most staff will work 0830-1700, Monday to Friday. By using flexible time working, there will be physical staff cover from 0800 -1900 Mon-Fri excluding UK public holidays. 

· By suitable automation it is expected that the services will be kept running 24x365 but the automation will call out staff during the period 0700-2100 every day including weekends and public holidays to diagnose problems that cannot be fixed automatically. CCLRC already has such monitoring and call-out procedures in place for other services but currently the DataStore and external network are the only particle physics services so covered.  This is subject to the continued willingness of staff to provide cover outside normal working hours.

Higher levels of cover could be provided at additional cost if required.

2.3 Other Supporting Projects

CCLRC is involved in a number of other projects which will provide benefits to the Tier-1

2.4 CCLRC eScience Centre

The CCLRC eScience Centre participates in e-science projects of all Research Councils  providing management, services and middleware development. The eSC provides a bigger pool of expertise to share with Tier-1 than a PP-only service. The eSC also manages the Core Programme Level 2 Grid which connects all the UK eScience Centres and coordinates the 4 JISC Grid clusters which will form the core UK GRID..

2.5 UK Grid Support Centre

Funded by DTI through the Core UK eScience programme, the UK Grid Support Centre provides expertise in core grid technologies for the benefit of all UK grid projects. The GSC runs the Certificate Authority for the UK eScience Programme. The GSC also participates in the nascent European Grid Support Centre which has already established close contacts with Globus.

2.6 EGEE

The EGEE project SA1 area of work will be closely integrated with the GridPP2 production UK grid but it is not addressed here as it also interacts with a number of other UK Grid initiatives  There will be a Core Infrastructure Centre (CIC) located at RAL which will work closely with some of the Tier1 functions (mainly deployment) and a distributed Regional Operations Centre (ROC) for the UK/Ireland Region, lead by RAL. Both of these will build on the LCG Operations Centre work currently being developed under GridPP1. They will work closely with the GridPP2 production grid team (and Production Manager) but also with the UK Core Grid under its Grid Operations Centre Director. The objectives and deliverables of this programme are not yet well developed so cannot be included in this proposal but they are changing rapidly so the relationship between EGEE, LCG, GridPP and other projects should be understood before the start of the GridPP2 project in time to form meaningful objectives for the GridPP2 .  

2.7 Deliverables

Deliverables described in the Tier 1 Proforma 2 are high level deliverables. Most of these are not under the direct control of any one component described in the proforma 3  provided below but are rather the consequence of the successful operation of the service as a whole based both on a number of low level deliverables (in some cases) and simply reliable operation of the service as a whole. 

The high level deliverables are defined for the service as a whole and are listed (with a prefix of “D”) below. Low level deliverables are listed under the individual proformas with a prefix of LD. There is not necessarily any one to one mapping between high and low level deliverables, but where the mapping is straightforward it is identified in the document.

The Tier-1 service has to meet the rapidly and often unexpectedly changing needs, both of the experiments and wider projects (such as LCG and EGEE). The IT hardware and software sectors are also rapidly changing and hard to predict in the mid to long term. Too rigid adherence to a fixed set of deliverables defined long in advance may jeopardise the success of the Service. Wherever possible we have identified low level deliverables with as long a lead time as possible –  however they are likely to change as time goes on and requirements change and are better understood. They  will be agreed on an ongoing basis by the Tier1A Management Board, chaired by the GRIDPP project leader.

2.7.1 Deploy Hardware

The Tier-1 Centre will deploy hardware according to a plan agreed with the GRIDPP2 Project Management Board. This plan will be informed by the needs of the experiments and the necessity to meet other project commitments. 

· D1: Procure 2004 hardware, install and put into production (PM6)

· D2: Procure 2005 hardware, install and put into production  (PM18)

· D3: Procure 2006 hardware, install and put into production (PM30)

2.7.2 Reporting 

2.7.2.1 Resource Use

Resource usage data is needed to assist the PMB in the assessment of future hardware requirements and to allow the Experiment Board to make resource allocations. Resource usage will be published every 6 months aligned with the needs of the PMB and EB.

· D4: Publish resource usage (PM0)

· D5: Publish resource usage (PM6)

· D6: Publish resource usage (PM12)

· D7: Publish resource usage (PM18)

· D8: Publish resource usage (PM24)

· D9: Publish resource usage (PM30)

· D10: Publish resource usage (PM36)

2.7.2.2 Technology Review  

· D11: The Tier-1 will provide a review of hardware and software technology deployed or tested during the year (subject to vendor confidentiality constraints).  (PM12)

· D12: The Tier-1 will provide a review of hardware and software technology deployed or tested during the year (subject to vendor confidentiality constraints).  (PM24)

· D13: The Tier-1 will provide a review of hardware and software technology deployed or tested during the year (subject to vendor confidentiality constraints).  (PM36)

2.7.3 GRIDPP Production GRID

The Tier-1 will be a member of the GRIDPP2 production Grid, assisting GRIDPP2 to meet its Production Goals as documented in Table 1 of the GRIDPP2 proposal to PPARC. The Tier-1 will provide resources to the Production GRID  as agreed with the GRIDPP2 Production Manager.

· D14: Full Tier-1 functionality established (September 2004) (PM1)

· D15: Production Phase I (April 2005). The Tier-1 will be a member of the GRIDPP2 production GRID [documented in Table 1 of GRIDPP2 proposal] (PM8)

· D16: Production Phase II (April 2006). The Tier-1 will be a member of the GRIDPP2 production GRID [documented in Table 1 of GRIDPP2 proposal (PM20)

· D17: Production Phase III (April 2007). The Tier-1 will be a member of the GRIDPP2 production GRID [documented in Table 1 of GRIDPP2 proposal (PM32)

2.7.4 Tier A Centre 

Subject to UK participation as a Babar Tier-A, the Tier-1 will deliver resources to Babar according to those laid out in any Memoranda of Understanding agreed between PPARC and SLAC/Babar.

· D18: Tier-A demonstrates it can meet the needs of the 2005 Babar MOU (PM6)

· D19: Tier-A demonstrates it can meet the needs of the 2006 Babar MOU (PM18)

· D20: Tier-A demonstrates it can meet the needs of the 2007 Babar MOU (PM30)

2.7.5 LCG 

The Tier-1 will participate fully in LCG. Detailed plans for LCG only exist for 2004, therefore the Tier-1 will agree detailed deliverables with the GRIDPP2 Project Manager one year in advance until a clear roadmap becomes available 

· D21: The Tier-1 will be a full participant of LCG Phase 1 (September 2004). The Tier-1 will deliver resource agreed with LCG. Resilient hardware will be in place  on all LCG nodes that provide critical functions. Local Monitoring and automation system will be operational. The Tier-1 will attract work in proportion to our committed resource. (PM1)

· D22: LCG Phase 2 (2H06). The Tier-1 will be a full participant of LCG phase 2 (PM28)

2.7.6 EGEE

The Tier-1 will act as a Resource Centre for EGEE and will take part fully in all releases of the EGEE GRID. 

· D23: The Tier-1 will be a Resource Centre for the EGEE pilot production GRID (PM1)

· D24: The Tier-1 will be a Resource Centre for the first EGEE full production GRID (PM13)

· D25: The Tier-1 will be a Resource Centre for the second EGEE full production GRID (PM25)

3 Proformas

The Tier-1 Centre will be a production service, carrying out a deployment role rather than a development role.  When considering the proposed deliverables it should be kept in mind that much of the effort deployed in a production service is expended in the maintenance of the service rather than delivery of new products or enhancements. It is CCLRC’s experience that on average over a period of 12 months only about 33% of available effort can be used to do new things – for example carry out tests of a new operating system release. 

The success or failure of a service such as the Tier-1 Centre depends very much on the close integration and mutual support of the entire team. There are a number of reasons why it is important to have some fluidity of staff between the different major components of the service described below:

· It is important to ensure adequate operational expertise in a number of people (usually at least 3) for each component of the service. This ensures business continuity in the event of staff being absent from site.

· Additional cover is also needed to provide cover throughout the whole extended business day (08:00-19:00), and potentially allow out of hours fixes also.

· Some staff have specialist skills that need to be more widely deployed than the one component they are nominally responsible for.

Such fluidity needs to fluctuate at short notice as service requirements vary and staff circumstances change.

CCLRC will maintain the agreed staffing levels for the  service as a whole at 16.5 staff, but believes that the detailed breakdown between the areas of work described here will vary throughout the life of the project in the light of experience, changing priorities and  experiment requirements. 

CCLRC requests that the GridPP2 project management procedures should be lightweight and flexible enough to reflect this otherwise there is a risk of the management overhead on both sides affecting the delivery of the service. One example would be to allow staff flexibility at the 20% level to move between components (such as CPU and Disk) between reporting quarters without a formal procedure. The Tier1A Management Board, chaired by the GRIDPP project leader will monitor the staff effort used to run the service.

3.1 CPU Farm

The CPU farm is the main CPU resource of the Tier-1. The effort described here is sufficient to manage the basic CPU fabric (the hardware, installation environment, operating system etc) but cannot be taken in isolation from the experiment support and deployment staff who will provide the detailed technical support of the specialist GRID interfaces, provide experiment support and manage resources (such as the PBS scheduler).

	Source
	Effort

	GRIDPP
	2.0

	CCLRC
	0.0


3.1.1 Objectives.

· Maintain secure and reliable CPU service. This will initially number 500-600 systems (1000-1200 processors) by the start of the project and will increase further over the life of the project.

· Test and evaluate new technologies (both hardware and operating system)

· Carry out system upgrades as required.

· Provide and maintain Fabric Management Infrastructure (Installation, exception monitoring and automation).

3.1.2 Abstract

Staff working on this component will be responsible for all “low level” operation of the CPU Fabric. This will include the evaluation of new technology and specification of new systems. There will be substantial involvement in the tender process, delivery and subsequent commissioning. Staff will be responsible for the security, integrity and performance of the operating system, ensuring the service is well managed and maintained.

Staff will deploy new exception monitoring, management and automation tools as these become available from projects such as EDG.  Such new tools will be essential in order to minimise staff costs associated with system management, maximise service availability and ensure prompt response to security advisories and meet the changing operating system needs of the experiment community.

A large cpu cluster will be built incrementally to meet the experiments requirements for cpu. The cluster will be developed in stages adding new nodes at least annually. This will result in a variety of nodes, differing in power, memory, disk, bus speeds, and architecture. It has already been demonstrated in GridPP that resource schedulers (eg PBS) are sufficiently flexible to cope with such mixtures efficiently.  

At the hardware level the CPU resources will be run as a single large cluster with a single infrastructure for operations, installation, monitoring, and resource scheduling. At the resource scheduling level the cluster can be subdivided for periods of time to provide the flexibility to meet differing requirements of different experiments where these cannot yet be reconciled. As an example, the cluster could be split between BaBar and LHC by either: scheduling shares; scheduler queues sharing all nodes; scheduler queues with dedicated nodes; separate scheduling services; separate clusters. The intention is to implement sharing at the highest level and only take the lower level options temporarily when forced by circumstances.

The cluster will be visible to one or more grids as one or more cpu services. At the time of writing a cpu service (or Compute Element) corresponds to a batch queue. In GridPP2 this concept will translate into an instance of a ‘grid service’ for cpu. 

3.1.3 Principle and Co Investigators

Principle Investigator: Andrew Sansum  (Tier-1 Manager)

Co. Investigator: John Gordon (Head of Operations and Deputy Director of the e-Science Centre)

Co. Investigator: David Kelsey (Budget Holder)

Co. Investigator: David Corney (Datastore Manager)

3.1.4 Deliverables

· LD1.1 – Procure 2004 hardware and deploy  (PM6)

· LD1.2  - Deploy new event monitoring system (replacing old SURE) system, incorporate automated escalation, response and callout (PM3)

· LD1.3  - Select suitable installation management technology to replace existing Kickstart infrastructure (PM6)

· LD1.4 – Deploy new installation management infrastructure (PM9) 

· LD1.5 – Provide review document of operating experience (PM12)

· LD1.6 – Procure 2005 hardware and deploy  (PM18)

· LD1.7 – Provide review document of operating experience (PM24)

· LD1.8 – Procure 2006 hardware and deploy  (PM30) 

· LD1.9 – Provide review document of operating experience (PM36)

3.1.5 Identified Individuals

CCLRC expect to recruit 2 new staff to these posts.

3.1.6 Skills

Although new staff will be recruited to these posts, several of the existing CCLRC staff (Bly, Sansum, Wheeler, Traylen) have carried out a system admin role on the CPU farm. There is therefore substantial expertise within the existing Tier-1 team to maintain continuity of knowledge.  

3.1.7 Group Engaged with GRIDPP

The group is already fully engaged with GRIDPP. The CPU service is a core component of the existing Prototype Tier-1 service.

3.1.8 Other Effort Supporting Program of Work

· The CCLRC E-Science Centre HPC group at RAL manages a further eight Beowulf  clusters and the team have excellent links with processor vendors such as AMD and Intel. The HPC team specialise in parallel code optimisation and high performance interconnects. There are close ties between the Tier-1 and HPC groups with a shared training program and considerable sharing of ideas and experience. The HPC group will provide consultancy in the event that we need to carry out code/processor optimisation or deploy low latency interconnects.  The team provided access to expertise in support of CMS DC03 when Pentium 4 performance was found to be disappointing. 

· CCLRC hosts the HPCx Service at Daresbury Laboratory. HPCx is currently the 16th largest supercomputer in to World Top 500 list and was connected by CCLRC to the UK level 2 GRID testbed.

3.2 Disk Services

The Disk Service is the main disk resource of the Tier-1. The effort described here is sufficient to manage the basic fabric (the hardware, installation environment, operating system etc) but cannot be taken in isolation from the experiment support and deployment staff who will provide the detailed technical support of the specialist GRID interfaces.

	Source
	Effort

	GRIDPP
	1.5

	CCLRC
	0.0


3.2.1 Objectives.

· Maintain secure and reliable Disk service. This presently consists of approximately 50 disk servers of varying sizes and roles. About 1500 spinning disks and over 100TB of available capacity. The disk service is expected to approximately double in number of systems over the life of the project.

· Deploy new systems as required.

· Test and evaluate new technologies (both hardware and operating system)

3.2.2 Abstract

High quality data services are the foremost requirement of a Tier-1 Centre. As well as large capacity, the service must be reliable, robust, well-managed and guarantee the integrity of the data. The particle physics communities requirement that a disk service simultaneously provides: high capacity, high performance, high reliability at low cost is extremely challenging. CCLRC has a proven track record in successfully running such data services over many years for Particle Physics,  often working at the leading (sometimes bleeding) edge of the commodity storage sector.

Staff working on this component will be responsible for all “low level” operation of the Disk Service fabric. This will include the evaluation of new technology and specification of new systems. There will be substantial involvement in the tender process, delivery and subsequent commissioning. Staff will be responsible for the security, integrity and performance of the operating system, ensuring the service is well managed and maintained.

Ideally the disk service would be presented to users of the Tier-1 seamlessly as a single entity. Storage Area Networks exist with this functionality but the cost per TeraByte(TB) of disk is several times higher than well-managed commodity disk. The model proposed for the initial deployment is the one already developed at RAL for the prototype Tier-1. Namely, a number of independent computers, each with hardware RAID controllers. Since each computer has its own network interface, the total bandwidth to the network can be high. The amount of disk per computer can be varied to balance the network bandwidth per TB of disk against the overhead costs of multiple computers.  The higher levels of grid middleware including the Storage Element(SE) and the Replica Location Service(RLS)  can be used to hide the explicit host naming from the users 

The model described above has been successfully deployed over the life of the prototype Tier-1 however it may well not prove to be as successful during the later part of GRIDPP2 or the LHC exploitation phase:

· Reliability of commodity hardware gives cause for concern

· I/O rates of RAID controllers and disk interfaces is not rising as fast as disk capacity

· File-system management is becoming increasingly complex and labour intensive  

In order to ensure that the Tier-1 is well placed as we move towards LHC exploitation, CCLRC proposes that effort is committed to a program of R&D to evaluate alternative technical solution. Where possible limited hardware deployment should be carried out in order to inform future purchasing decisions. 

In order to ensure that system staff on the disk service are able to concentrate on system management issues, CCLRC has specified 1 FTE of effort (shared with the CPU farm and to a lesser extent with other components) within the Operations section of this bid to respond directly to disk server faults, carrying out routine data migration, hardware diagnosis, engineer callout and where necessary repair, followed by re-certification. 

3.2.3 Principle and Co Investigators

Principle Investigator: Andrew Sansum  (Tier-1 Manager)

Co. Investigator: John Gordon (Head of Operations and Deputy Director of the e-Science Centre)

Co. Investigator: David Kelsey (Budget Holder)

Co. Investigator: David Corney (Datastore Manager)

3.2.4 Deliverables

· LD2.1 – Procure 2004 hardware and deploy  (PM6)

· LD2.2 – Provide review document of operating experience (PM12)

· LD2.3 – Complete review of new hardware and software technology options for future Tier-1 disk operation (PM12)

· LD2.4 – Procure 2005 hardware and deploy  (PM18)

· LD2.5 – If suitable products are identified in LD2.3 then complete limited trials in collaboration with the experiments of alternative storage solutions and evaluate results (Subject to finance being available to invest in hardware and software) (PM24)

· LD2.6 – Provide review document of operating experience (PM24)

· LD2.7 – Procure 2006 hardware and deploy  (PM30) 

· LD2.8 – Provide review document of operating experience (PM36)

· LD2.9 – If LDx2.5 is successful then deploy medium scale trial and evaluate results (PM36) 

3.2.5 Identified Individuals

· Nick White

· An additional 0.5 FTE will be recruited.

3.2.6 Skills

	Nick White
	Bsc Hons in Electrical Engineering and Electronics from UMIST and has worked for hardware, operating system and communications vendors for 30 years. Previously worked at SCO resolving IBM SCSI driver isses as well as providing technical vendor management and technical support.  A member of the BCS, IEE, IEEE and ACM as well as CEng and Euro Ing(FEANI) and Affiliate of the IM

Throughout the period of GRIDPP1, Nick has been responsible for the prototype Tier-1 disk service and has dealt with challenging technical and service related issues. Nick specializes in low level debugging and system analysis at the device driver level. He worked with CMS to improve data throughput between CERN, RAL and Bristol and then resolved Linux/SRB issues to enable the CMS data challenge to progress in 2003. 


3.2.7 Group Engaged with GRIDPP

The group is already fully engaged with GRIDPP. The disk service is a core component of the existing Prototype Tier-1 service. The group also supports additional disk resources for BaBar and CDF.

3.2.8 Other Effort Supporting Program of Work

· The CCLRC E-Science Centre runs a low latency storage cluster for the Level-2 GRID of the UK Core program.

	


3.3 Tape Service

CCLRC propose that the tape service is based on the existing Atlas Datastore service which provides tape services to many different scientific communities. The Tape Service will provide GRIDPP2 with near-line access to more than half a PetaByte of tape storage.  

	Source
	Effort

	GRIDPP
	1.5

	CCLRC
	1.0


The total Atlas Datastore service team is 4 staff (not including operations staff). When considered in relation to the total cost of data storage management for the whole Atlas Datastore service, the GRIDPP data stored on the ADS is significantly more than 5/8 of the total data stored. Thus, the GRIDPP staff support to the ADS (of 2.5) is significantly smaller than the fraction of overall ADS service received by GRIDPP. 
3.3.1 Main Objectives.
· To provide reliable, high performance near-line access to a high volume mass storage system

· To provide GRID interfaces between the tape service and developing GRID storage technologies (such as RLS and SRB) as required by the experiments. 

· To put in place plans for the deployment of new technology towards the end of the project. 

3.3.2 Abstract
Despite predictions (for some time) that disk will soon be cheaper than tape, this has not happened yet and is unlikely to happen during GridPP2.  More importantly, (and especially for irreplaceable data), tape offers significantly greater robustness over disc, against file system corruption and other failures.  Consequently to meet the experiment requirements for data at the Tier-1 Centre the Atlas DataStore (ADS) will be used for data storage. The proposal is to:

· Provide a reliable and robust data storage service capable of meeting the data storage and transfer requirements of the component projects

· Utilise the existing ADS fully thus minimising capital investment in robots and storage technologies

The ADS is currently configured with a mixture of IBM 3590 and STK 9940 tape drives. If its 6000 slots were filled with the bigger tapes (200GB) then it could currently hold more than 1PetaByte, up to 550TB of which could be allocated to the Tier-1
. During the project it is likely that bigger and faster tape drives will become available but these have not been assumed. The proposal is to purchase sufficient tapes and drives to meet the experiments’ requirements for capacity and bandwidth. UK requirements until 2006 (see Hardware planning document) can be met by fully utilising the existing robot.

The STK Powderhorn robot can mount 450 tapes/hour. The current 9940B tape drives have a throughput of 30MB/s. The current 8 drives can be easily increased to 20 and then beyond 20 with a loss of tape slots if necessary.  

The ADS fronts the robot with a series of servers which cache data on disk allowing multiple access to a single file and removing the bottleneck of a finite number of tape drives. Data is cached at tape streaming speed and then read on demand across the network by the user application. This system has its own private protocol and client software but interfaces have also been developed for the EDG SE and for SRB.

Some data are unique and  must be stored very securely .  The ADS has the capability to flag different levels of service for certain datasets. One service option  allows a  second copy of all new and modified data to be automatically saved on a separate tape for storing in a firesafe. A second service option (currently under trial) allows users the option of storing a copy of their data in a secure and air conditioned off-site location.

Some of the very long-term experiments at CCLRC have been storing their data for twenty years. This has involved migrating their data sets through several new technologies as upgrades are performed.  The ADS team has considerable experience of storage technology, technology upgrades and migration, and ensuring the integrity and security of vital data sets for hundreds of users for many years.  

CCLRC has a role as a data archive for its own facilities and a growing role as a national archive for the  wider scientific community. CCLRC plans to invest in the archive during the lifetime of GridPP2. The PP community can benefit from this investment. While there is no great requirement during GridPP2 beyond that proposed above, such an investment would leave the Tier-1 Centre well equipped for the exploitation phase of LHC and the subsequent new requirements that will follow GridPP2.

3.3.3 Principle and Co Investigators
 Principle Investigator: Andrew Sansum  (Tier-1 Manager)

Co. Investigator: John Gordon (Head of Operations and Deputy Director of the e-Science Centre)

Co. Investigator: David Kelsey (Budget Holder)

Co. Investigator: David Corney (Datastore Manager)

3.3.4 Deliverables
· LD3.1 Research, procure and install hardware (Supporting D1 PM6)

· LD3.2 Research, procure and install hardware (Supporting D2 PM18)

· LD3.3 Research, procure and install hardware (Supporting D3 PM30)

· LD3.4 Provide routine resource utilisation data (Supporting D4-D10 PM 6)

· LD3.5 Provide review of hardware and software technology tested or deployed (PM12, PM24, PM36)

· LD3.6 Provide proposal document describing possible upgrade paths for ADS (PM12)  

· LD3.7 Assuming finance / support available (GRIDPP are not currently committed to support future upgrades) – put in place hardware upgrade (PM30) 

· LD3.8 Provide a review of Grid interfaces to the Atlas Data Store,  including SRM V1 and SRB. (PM 4)

3.3.5 Identified Individuals
· David Corney (Group Leader)

· Tim Folkes (Systems Manager)

· Bonny Strong (Software Engineer)

· Jens Jensen (GRID Interfaces)

3.3.6 Skills
	David Corney
	Software project management; Strategic Planning; Requirements capture; specification and analysis; Test design and Test specification.

	Tim Folkes
	ADS system expertise; Systems Programming; Hardware specification, configuration and test; ADS software development and test. 

	Bonny Strong
	ADS software interface specification, development and test; SRB expertise; Software quality management

	Jens Jensen
	SE/SRM expert – esp. wrt design and development expertise; GRID technologies expert; Very experienced software engineer and team leader


3.3.7 Group Engaged with GRIDPP
The group is already fully engaged with GRIDPP.

3.3.8 Other Effort Supporting Program of Work
· There are clearly benefits to this project from a separate GRIDPP2 proposal aimed at ensuring that mass storage at the UK PP sites are Grid enabled, and in particular that there is a fully tested Grid interface to the Atlas DataStore. Relevant technical expertise will be available to support all aspects of the GRID access to the ADS and the SE GRID interfaces in particular. 
· The ADS is a resource that is being widely used by many other scientific communities. An Atlas DataStore User group is currently being established as a forum to improve the sharing of ideas, to identify common problems, and discuss possible solutions. GRIDPP users of the ADS will have access to this forum, and thus to all other users of the ADS.

· CCLRC has been bidding as one of a consortium (of four) for the UK National Data Curation Centre. If successful, this work will be funded initially from January 2004 for three years, during which time the NDCC will be (amongst other things) developing standards for mass storage and scientific archives via the OAIS (and other suitable models). Given the time scales of this development, GRID PP stands to benefit from this parallel and complimentary work, which is likely to lead to further improvements in the Atlas DataStore service.
3.4 Experiment Support

This is outward-looking Tier-1 effort that is intended to complement dedicated experiment software support that the experiments have bid for. The staff will help meet the special needs of individual experiments and provide wider UK support where possible.

	Source
	Effort

	GRIDPP
	2.0

	CCLRC
	0.0


3.4.1 Objectives.

· Act as liaison between Tier-1 and experiments

· Install, maintain and debug experiment specific GRID interfaces at the Tier-1.

· Provide user support at Tier-1 and to GRIDPP more widely

· Manage Tier-1 job scheduling and data flows

· Carry out resource monitoring and reporting.

3.4.2 Abstract

The software frameworks of the LHC experiments are more complicated than previous ones. Instead of being simply programs with associated databases, they now resemble a separate layer of middleware with portals, catalogues, metadata, and data interfaces. In the prototype Tier-1 Centre this has been done ad hoc and the experiments who have devoted effort have been most successful. Whilst this software is still under development (until the LHC exploitation phase) a Tier-1 Centre will need dedicated effort to keep the centre (and the rest of the UK Grid) engaged with the succession of data challenges. The duties of such staff will be to work with both the local architects to tailor the experiment software to individual sites and with the experiments to ensure they fit within the UK GRID environment.

A recent example that illustrates this requirement very well was the CMS DC03 data challenge. The prototype Tier-1 had to provide considerable, specialist and expert assistance to CMS (documented in Proforma 1 submission):

· Ensure network bandwidth available between CERN and RAL.

· Deploy and support SRB Infrastructure – including the MCAT for the whole CMS experiment (the master catalogue requiring high availability and integrity).

· Deploy DCACHE for high speed file serving

· Understand CMS code performance issues in Pentium 4 hardware

· Ensure smooth flow of CMS work through the farms and understand load related issues.

Each of these tasks needed different skill sets and in several cases considerable staff effort. The SRB work in particular was a substantial effort involving at least 1 FTE for several months. Experience with SRB indicates that the transition between testbed quality software and production deployment will be hard with many difficult problems needing resolution with analysis and debugging often having to be carried out by Tier-1 specialists before referring faults back to middleware support teams.

Over the period of GRIDPP2  non specialist users will gradually transition from traditional modes of working to make use of the provided GRID interfaces. Additional support effort will be needed at the Tier-1 and more widely within the UK in support.

3.4.3 Principle and Co Investigators

Principle Investigator: Andrew Sansum  (Tier-1 Manager)

Co. Investigator: John Gordon (Head of Operations and Deputy Director of the e-Science Centre)

Co. Investigator: David Kelsey (Budget Holder)

Co. Investigator: David Corney (Datastore Manager)

3.4.4 Deliverables

· LD4.1 – Provide Reports on resource usage, aligned to meetings of the GRIDPP EB (or successor)

· LD4.2 - Provide technical review of experience operating GRID middleware (PM12)

· LD4.3 - Provide technical review of experience operating GRID middleware (PM12)

· LD4.4 - Provide technical review of experience operating GRID middleware (PM12)

Further Low Level deliverables will be agreed with the Experiments, overseen by the Tier1A management Board.

3.4.5 Identified Individuals

· Martin Bly (1 FTE)

· One FTE to be recruited.

3.4.6 Skills

	Martin Bly
	Martin has a degree in Applied Physics at the University of London (1985).  Martin has scientific experience working on neutron transport codes (Fortran) for target modules studies. He was on the Starlink Project for about 10 years  working on software distribution and user support on VMS, moving on to Unix (SunOS, Ultrix, Solaris, Tru64 Unix, Linux).  Acquired experience of running systems and services and then systems administration.  Designed and implemented Starlink CD distribution systems and tools.  

Since January 2003 he has worked as a systems administrator on Tier-1/A service and since April 2003 has been the principle system administrator of the CPU service. He  has experience of Unix shell scripting, Perl, Linux (Solaris, Tru64 Unix), systems and applications software installation, user and systems documentation, HTML etc.  

Martin installed and continues to operate the LCG1 testbed at RAL and has been closely involved in experiment production work on the Tier-1.


3.4.7 Group Engaged with GRIDPP

The group is already fully engaged with GRIDPP

3.4.8 Other Effort Supporting Program of Work

· The CCLRC Particle Physics Department is involved in most of the major particle Physics projects within the UK. PPD staff at RAL have a long history of supporting computing on the Central Services and many remain major players today. The Tier-1 management team are all ex particle Physicists and have long standing contacts with many PP teams in the UK community and beyond. These close relationships have been significant in the development and responsiveness of the HEP services provided by CCLRC over the last 20 years or more and we believe will continue to do so throughout the GRIDPP2 project.   

3.5 Core Services

These are the underlying systems and utilities such as system consoles, monitoring, high availability file systems, security tools and user registration systems used by most of the other components of the Tier-1.

	Source
	Effort

	GRIDPP
	1.5

	CCLRC
	0.5


3.5.1 Objectives.

· Maintain business critical file-systems, servers and services.

· Carry out user registration and maintain user database

· Provide resilient Oracle database service

3.5.2 Abstract

A  number of systems and services either provide critical services to the whole Tier 1 user community without which the Tier-1 service cannot operate (examples are things such as the home filesystem or the NIS user database or MYSQL service). Other systems provide an auxiliary service used mainly by system staff managing many of the components – the service can operate without these for some time but nevertheless they provide important functions – examples of these services are systems such as password crackers, security scanners, performance monitors (eg ganglia, MRTG or NTOP), CVS repository, Web services, System consoles and so forth. Although individually these are relatively simple, the number and diversity needed by the service require substantial support effort.

Direct user registration continues to be an important business process within the Tier-1. The current prototype service has over 1000 users registered and even with the deployment of the existing GRID infrastructure we find many members of the EDG collaboration choose to register to gain access to the prototype Tier-1 user Interface node. Gradually CCLRC expect this work to be reduced as Grid based registration begins to dominate, however we believe that the effort freed up by this change is likely to be absorbed by additional work required to manage complex access control and audit, and possibly virtual organisation management. 

The availability of  resilient high reliability transaction based database services are becoming an increasingly important requirement of the experiments and the GRID middleware. CCLRC will provide access to its existing Oracle database service and provide 0.5 FTE of effort to support the service and provide additional Oracle D/B support to the Tier-1. The ORACLE service is  based on two coupled pairs of IBM xSeries 440 dual processor database servers each attached to an IBM FAStT 200 Fibre channel RAID controller. One pair is sited at RAL and the other at Daresbury Laboratory, giving the possibility of high availability services independent of a single site. This resilient combination was demonstrated to be effective when the CMS MCAT service was successfully failed over from RAL to DL while system upgrades were carried out at RAL. Mike Doherty is a member of this group and was very closely involved in the CMS DC03 production providing Database and SRB advice to CMS. We also expect this group to support the Tier-1 LCG/RLS deployment. 

3.5.3 Principle and Co Investigators

Principle Investigator: Andrew Sansum  (Tier-1 Manager)

Co. Investigator: John Gordon (Head of Operations and Deputy Director of the e-Science Centre)

Co. Investigator: David Kelsey (Budget Holder)

Co. Investigator: David Corney (Datastore Manager)

3.5.4 Deliverables

· LD5.1 Deploy new server to host critical filesystems (PM0)
· LD5.1 Complete deployment of fault tolerant hardware on critical servers (PM3)

Much of the work of this team is of a service maintenance role

3.5.5 Identified Individuals

· Derek Ross

· Jonathan Wheeler

· Resource Management Section of BITD Operations Group – This group works as a team and charges the Tier-1 for the service delivered. It will not be possible to report effort of individual staff members, but based on existing workload, we expect this role to take approximately 0.3 FTE. The Tier-1 Centre manager will manage a Service Level agreement with the group, specifying type and level of service required.  

· Data Management Group - provide 0.5 FTE of effort spread over a number of staff in support of the ORACLE service. This group works as a team and charges the Tier-1 for the service delivered. It will not be possible to report effort of individual staff members, the team will deliver 0.5 FTE of effort part in support of the Oracle Service and part providing more direct support. The Tier-1 Centre manager will manage a Service Level agreement with the group, specifying type and level of service required.  
3.5.6 Skills

	Derek Ross
	Derek is a Graduate of Edinburgh University. He worked as a C programmer for a small company before coming to RAL. For the last 18 months he has worked on the Tier-1 service as a system administrator,  managing many of the core and auxillary components of the service. For example Derek wrote the automated PBS account processing packages, password  cracking service and installed and configured products such as the helpdesk, CVS repository and so forth.

	Jonathan Wheeler
	Jonathan has many years experience working in large scale “production” level services. Jonathan is the system manager on a diverse range of Unix services (Solaris, True64, AIX and Linux) for the prototype Tier-1. Jonathan manages the AFS service and supports a number of the core systems. 


3.5.7 Group Engaged with GRIDPP

The group is already fully engaged with GRIDPP

3.5.8 Other Effort Supporting Program of Work

· Resource management section provide infrastructure support for a number of other E-Science Centre services and also for CCLRC corporate userid registration. This additional work ensures that sufficient staff are funded in the section to maintain continuity of service in the event of staff absence. 

· The E-Science Centre will provide access to (and support of) its web based helpdesk   

3.6 Operations

The CCLRC Operations group manages the Atlas Centre machine rooms and routine tasks (such as daily physical inspection of equipment) taking place within them. Dedicated Tier-1 staff (with system administration experience) are also identified under this section to manage hardware failures (which are frequent in a facility the size of the Tier-1) and provide detailed hardware diagnostic expertise at the kernel/device driver level. 

	Source
	Effort

	GRIDPP
	2.0

	CCLRC
	0.5


3.6.1 Objectives.

· Securely maintain machine room environment (safety, power, cooling) 

· Manage hardware deliveries and installation

· Carry out diagnosis and repair of faulty hardware.

· Manage callout of hardware engineers 

· Manage tape movement and robot intervention.

3.6.2 Abstract

The CCLRC Operations group will provide a range of routine support duties for the Tier-1 service:

· Maintain a continuous presence in the machine rooms, being responsible for the machine room environment, liasing with CCLRC site services to manage power, cooling, safety, physical security and access control and many other routine day to day tasks needed.

· Responsible for the physical installation of delivered equipment, liasing with suppliers and systems engineers . Staff also deal with the routine arrival of system engineers in response to hardware failures –  ensuring there is always someone available to meet the engineer and provide access to equipment.

· Carry out routine daily inspection of all Tier-1 equipment, checking for any failures not detectable by software monitoring. It is quite common to be alerted by audible or visual alarm only.

·  Manage tape movements and robot intervention

· Carry out a number of routine tasks on the Tier-1 not easily automated. 

· Act as final point of system monitoring escalation in the event that neither automated processes nor Tier-1 staff respond to an alarm event. 

Experience during the operation of the prototype Tier-1 has shown that as the number of servers (disk or CPU) increases, system managers begin to suffer increasing disruption to their program of work and ability to support users while they respond to high priority hardware failures (particularly common in commodity equipment). Disk faults in particular can be extremely difficult to track down and require much time consuming data moving – hardware re-certification and so forth. 

In order to ensure that Tier-1 system admin staff, are able to concentrate on system management issues, 1 FTE of effort (shared with the CPU farm and to a lesser extent with other components) will be dedicated to providing a rapid response to hardware faults, carrying out routine data migration, hardware diagnosis, engineer callout and where necessary repair, followed by re-certification.  During periods when hardware failure rates are low (and it is quite common for the incident rate to fluctuate considerably), effort will be delivered into benchmarking, hardware optimisation and other similar activities. 

3.6.3 Principle and Co Investigators

Principle Investigator: Andrew Sansum  (Tier-1 Manager)

Co. Investigator: John Gordon (Head of Operations and Deputy Director of the e-Science Centre)

Co. Investigator: David Kelsey (Budget Holder)

Co. Investigator: David Corney (Datastore Manager)

3.6.4 Deliverables

Operations staff provide service delivery based on well documented procedures and systems of work. There are no deliverables associated with this component.

3.6.5 Identified Individuals

· G. Prassas (Tier-1 Group)  - Direct Tier-1 Hardware Support (1 FTE)

· Operations Group (Managed by Graham Robinson BITD) – Machine Room environment and operation (1.5FTE spread across a team of staff) 

Many operations staff contribute to Atlas Centre Machine room operations, who’s service is delivered as a whole product. CCLRC will not be able to attribute individual items of work to individual staff within operations group, however, the Tier-1 Centre manager will manage a Service Level agreement with the group, specifying type and level of service required. This SLA will be based upon the requirements as stated in the abstract above.

3.6.6 Skills

	G Prassas
	Mr Prassas is a recently recruited IT graduate. By the start of GRIDPP2 he will have been in post 6 months and will have received both formal commercial IT training and informal training  from existing Tier-1 staff. 


3.6.7 Group Engaged with GRIDPP

The group is already fully engaged with GRIDPP. Operations group (in various guises) have been managing machine room operations for particle physics since the earliest mainframes were deployed at RAL. Tier-1 centre staff have considerable hardware diagnosis expertise.

3.6.8 Other Effort Supporting the Service

· The operations team manage a large number of services for CCLRC departments. This diverse funding helps to ensure that a critical mass of staff are employed within the team. It would probably not otherwise be possible to ensure a continues machine room presence at the staffing levels proposed to GRIDPP.

3.7 Networking

The Tier-1 service relies on a site wide network infrastructure provided by CCLRC. Effort described here will fund both the management and maintenance of the local Tier-1 subnet(s) and fund the substantial extra load placed on the CCLRC network team by the Tier-1 service.

	Source
	Effort

	GRIDPP
	0.0

	CCLRC
	0.5


3.7.1 Objectives

· Manage the local Tier-1 hardware and software network infrastructure

· Provide Tier-1 with connectivity to Wide area network,

· Provide Tier-1 system staff with networking  and security advice.

3.7.2 Abstract

Effort described here provides and supports the Tier-1 network infrastructure. No development effort is funded. Effort here:

· Provides advice on and procure suitable network equipment

· Staff to Install and configure network equipment

· Staff to Maintain network equipment.

· Connectivity to site backbone, 

· DNS service Firewall Service

The LHC experiments are engaged in a programme of high-volume data challenges to validate their computing infrastructures. When the LHC experiments become operational (within the next 5 years), the volumes of data transferred will be even higher, placing great demands on conventional packet-switched networks. For example, a 100 Terabyte dataset requires a throughput of 10Gbps for delivery within 24 hours. While this is well within the capability of future wavelength-switched networks, it is beyond what is possible today.

The Tier1 will depend on support from the GRIDPP2 Network Work Area. Tier-1 staff will collaborate with the Network Developers to deploy leading edge network technologies as they become suitable for the production environment.  

3.7.3 Principle and Co Investigators

Principle Investigator: Andrew Sansum  (Tier-1 Manager)

Co. Investigator: John Gordon (Head of Operations and Deputy Director of the e-Science Centre)

Co. Investigator: David Kelsey (Budget Holder)

Co. Investigator: David Corney (Datastore Manager)

3.7.4 Deliverables

No specific Tier-1 deliverables will exist other than hardware deployment, however staff will support the deliverables described in the Network Work Area.

· LD7.1 Research, procure and install hardware (Supporting D1 PM6)

· LD7.2 Research, procure and install hardware (Supporting D2 PM18)

· LD7.3 Research, procure and install hardware (Supporting D3 PM30)

3.7.5 Identified Individuals

Many network staff contribute to the operation of the Tier-1 and CCLRC network service which is delivered as a whole product. CCLRC will not be able to attribute individual items of work to individual staff however we would like to draw GRIDPP2’s attention to the following staff who will be managing the service:

· Robin Tasker (Head of Networking Group)

· Chris Seelig    (Responsible for networking at RAL)

The Tier-1 Centre Manager will manage a service level agreement with the team.

3.7.6 Skills

The networks group at CCLRC have made major contribution within the EU DataGrid and DataTAG projects where they lead work on high performance networks. The group works within the MB-NG project at both Daresbury and Rutherford Appleton Laboratories. Network monitoring and measurement are key areas of work which include funding from the core e-Science programme to develop a monitoring infrastructure for e-Science based upon a Grid Services architecture. This is work closely related to similar being carried out within Internet2 and the Global Grid Forum. In additon, members of the group work closely with UKERNA and other academic colleagues in all these areas.

	Robin Tasker
	Head of the Network and Communications Group of CCLRC. He has a PhD from Nottingham University and has worked in the field of data communications and networking for over 20 years. He was a voting member of the IEEE 802.1 Working Group when it developed the MAC Bridge and VLAN standards, and he now leads the UK at ISO/IEC JTC1 SC6 Data Communications meetings. Through the JISC Internet2 initiative he led a project on the use of QoS parameters across the Internet while within DataGrid he led the work to develop an integrated network monitoring architecture. He is also responsible for the development of a monitoring infrastructure for the UK e-Science and HEP communities. In DataTAG he is the work package manager responsible for high performance networking which includes high performance transport protocols, inter-domain QoS and advance reservation of network bandwidth. He has also been closely involved in the e-Science MB-NG project from its initial proposals onwards.

	Chris Seelig 
	Responsible for networking at RAL. He manages the main site routers and firewalls and is the most knowledgeable staff member at RAL in the area  of networking.  He has provided invaluable support to the prototype Tier-1 throughout the whole of GRIDPP1. 


3.7.7 Group Engaged with GRIDPP

The group is already fully engaged with GRIDPP. Tier-1 centre staff work on the same corridor as Network Group and the staff work, socialise together and share a common training program. This close relationship is of considerable value to the Tier-1 service, allowing real-time debugging of network and firewall issues and giving extremely rapid and casual access to network Group’s considerable expertise.  Access to the RAL Site Security officer is equally easy, giving the Tier-1 team rapid access to risk assessments and security advice.

3.7.8 Other Effort Supporting the Service

· Currently the RAL site is connected at 2 * 1Gbps to the SJ4 core network via the Thames Valley Network (TVN) which itself operates at 2.5Gbps. On the RAL site all traffic is routed through a NetScreen 5400 firewall which is able to operate at 4Gbps bi-directionally onto a Gigabit LAN infrastructure. The proposed Tier 1 resource will connect directly into this infrastructure.

· RAL is also on the SuperJanet development network by a separate 2.5Gb connection. This is currently for the MB-NG project but since the connections are in place, other development projects connecting the Tier-1 to special resources are possible.

· The CCLRC are a partner institute in the initial proposal to make use of the UKLight facility and of specific relevance here is integration of UKLight with  the LHC requirements. UKLight will connect the UK research network to peer projects in the USA (StarLight) and the Netherlands (NetherLight) via high-capacity optical links with onward links to CERN. Access will be through multi-Gbps channels controlled as if the entire end-to-end path were a single switched lightpath or wavelength. Access to UKLight will be provided as an extended national development network alongside the SJ4 service network.

· The Tier-1 Centre shares the same building as UKERNA , allowing easy access to UKERNA staff. This should provide some advantage to the Tier-1 as high volume wide area transfers begin to grow. Furthermore – the JANET CERT office is also co-located in the Atlas Centre, allowing the Tier-1 Centre to rapidly seek informal advice on urgent security matters – this facility has been used on a number of occasions.  

3.8 Deployment

The deployment team will manage and troubleshoot the GRID middleware layer on the Tier-1 and then use the expertise gained to support the wider UK deployment.

	Source
	Effort

	GRIDPP
	2.0

	CCLRC
	0.0


3.8.1 Objectives.

· Support the UK deployment 

· Install and troubleshoot Tier-1 GRID interfaces.

· Maintain some of the UK wide GRID services at the Tier 1

· Install, maintain and manage any specialist GRID testbed required outside the scope of the main production GRID service.

3.8.2 Abstract

The deployment staff will provide essential support for the Tier 1 GRID middleware infrastructure. This is the non experiment specific infrastructure such as storage and compute elements.  Although actual installation may be carried out by CPU and Disk service staff (where installation tools are available within the Fabric Management systems), responsibility for ensuring that these systems work correctly will be the that of staff identified here. These interfaces provide the main entry point for work into the Tier 1 and their reliable and sustained operation is vital to the success of the service. Experience deploying GRID middleware into a production environment  has shown that many problems can come to light under high load or unusual access patterns or use and debugging and rectification can be both difficult and time consuming. Insufficient effort available to the Tier-1 may lead to substantial system downtime.

Deployment staff will provide crucial support for the wider deployment of the GRID middleware within the UK. In terms of deployment response, these posts will report to the GridPP2 Production Manager, who will assign priorities in given areas and be responsible for overall deployment in the UK. 

Deployment staff will also be responsible for the full management of any specialist GRID testbeds required on the Tier 1. These may be collaborative mini-grids or local test or development infrastructures. Experience debugging SRB has shown that in the event of major problems in a production service it can become necessary to deploy entire test infrastructures configured to emulate the failing system before being able to refer faults back to middleware support teams.

Deployment staff may also be required to manage a number of Core UK Grid  services. 

3.8.3 Principle and Co Investigators

Principle Investigator: Andrew Sansum  (Tier-1 Manager)

Co. Investigator: John Gordon (Head of Operations and Deputy Director of the e-Science Centre)

Co. Investigator: David Kelsey (Budget Holder)

Co. Investigator: David Corney (Datastore Manager)

3.8.4 Deliverables

· LD8.1 - Provide technical review of experience operating GRID middleware (PM12)

· LD8.2 - Provide technical review of experience operating GRID middleware (PM12)

· LD8.3 - Provide technical review of experience operating GRID middleware (PM12)

Further Low Level deliverables will be agreed with the GridPP2 Production Manager , overseen by the Tier1A management Board.

3.8.5 Identified Individuals

· Steve Traylen  

· One FTE to be recruited.

3.8.6 Skills

	Steve Traylen
	Steve Traylen has been an active member of the Tier-1 team since the start of GRIDPP1. Steve has been responsible for all aspects of the installation, management and running of all the Tier-1 GRID testbeds. Steve has also deployed and maintained GRID interfaces into the main prototype Tier-1 production service.

Steve has been an active participant in WP6 of the EDG collaboration, and has been involved on a day to day basis in EDG’s software deployment onto the main EDG testbeds. Steve has actively supported the deployment of EDG software within the UK making site visits to a number of Universities and supporting others by phone and email. Steve is highly competent technically and most resourceful in the face of technical obstacles.  Steve manages a number of critical services for EDG on the Tier-1 at RAL.


3.8.7 Group Engaged with GRIDPP

The group is already fully engaged with GRIDPP

3.8.8 Other Effort Supporting Program of Work

· The CCLRC E-Science Centre is an active participant in the Level 2 GRID of the UK E-Science Core Program. This will be of significant benefit in the event that efforts to merge the GRIDPP and E-Science GRIDs proves to be fruitful. 

3.9 Management

The Tier-1 service is a large and complex facility. Effort is needed to manage both the internal service and also maintain high level links with peer organisations.

	Source
	Effort

	GRIDPP
	1.0

	CCLRC
	0.5


3.9.1 Objectives.

· Internal management of the Tier-1 Service its team and finances 

· Outward-facing interactions with:

·  LCG 

· EGEE

·  Other Tier Centres. 

· The UK deployment team

3.9.2 Abstract

The Tier-1 Centre Manager is responsible for the delivery and operation of the Tier-1 Centre. The manager will take responsibility for all strategic technical and operational decisions that might impact the Tier-1 Centre and will ensure that its operation meets commitments given to projects such as LCG and Babar.

The Manager is also responsible for the internal Tier-1 project management and relationship with other CCLRC service providers such as Network Group, Operations Group, Data Management Group and the Atlas Datastore Team and will manage the Tier-1 finances and staffing levels.

The manager will act as the interface between the Tier-1 and other Centres such as the Tier-0 at CERN and Tier-2 centres within the UK and elsewhere. The manager will also ensure that contacts are satisfactorily maintained between the Tier-1 and the experiments and also between the Tier-1 and the GRIDPP2 Production manager, however day to day contacts will be between the staff in the Experiment Support and Deployment components of the bid.

The  Tier-1 Service will be overseen by the Tier1A Management Board. The manager will provide a written report to each meeting of the Tier-1A management board, describing significant developments, operational issues and resource usage and future plans.

It is also important that the Tier-1 Centre maintains contacts more widely with other similar centres and projects worldwide and a significant proportion of this work will be undertaken by John Gordon who’s contacts are extensive within the field.  

3.9.3 Principle and Co Investigators

Principle Investigator: Andrew Sansum  (Tier-1 Manager)

Co. Investigator: John Gordon (Head of Operations and Deputy Director of the e-Science Centre)

Co. Investigator: David Kelsey (Budget Holder)

Co. Investigator: David Corney (Datastore Manager)

3.9.4 Deliverables

· LD9.1 – Provide written reports to each meeting of the Tier-1 management board 

3.9.5 Identified Individuals

· Andrew Sansum (1.0FTE funded by GRIDPP)

· John Gordon       (0.5FTE funded by CCLRC)

3.9.6 Skills

The existing management team has a proven record of highly efficient National and International service delivery geared to the requirements of Particle Physics.

	John Gordon
	Head of Operations and Deputy Director of the e-Science Centre.  John worked as a physicist at RAL on experiments at CERN following a BSc in Natural Philosophy and a PhD in Experimental Particle Physics, both at the University of Glasgow.

John spent the last 22 years in the IT departments at Rutherford Appleton Laboratory managing large scale scientific services and projects. The last 14 years have been as a group leader, first in User Support then including Systems - responsible for the delivery of all the scientific services. John, is Deputy Project Leader of the GRIDPP1 collaboration,   workpackage manager for the EDG WP5 project is the UK representative on the LCG Grid deployment board and is expected to lead the UK/Irelands EGEE Operations program. John is involved to a lesser extent in many other projects.

	Andrew Sansum
	Head of the Tier-1 Group of CCLRC. He has a PhD in Particle Physics from University College London and gained considerable computing experience on a range of computer hardware running (what were at the time) large scale data productions for both WA59 and the OPAL experiment. He has worked in the Atlas Centre at RAL as an IT professional since 1990, originally as coordinator for the HEPVM collaboration and since 1996 as the manager of the highly successful CSF service which has gradually metamorphosed onto the Prototype Tier-1/TierA facility.

Andrew has considerable technical experience and has been responsible for all the major technology choices and the strategy adopted by the prototype Tier-1 facility over the life of GRIDPP1.


3.9.7 Group Engaged with GRIDPP

The group is already fully engaged with GRIDPP. PPD Senior Management (Ken Peach and Dave Kelsey) management are also closely involved in the project. 


























































































































































� This figure is limited by the budget proposals shown in the introduction
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