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1. Status of CASTOR deployment and testing

We have now installed separate instances of CASTOR for each of the three experiments. A summary of the status of each follows:

ATLAS 

The ATLAS CASTOR instance is now running CASTOR V2.1.3. This is now a production system which as of 6th August 2007 is being successfully used for production data and Tier-0 to Tier-1 testing. There is some clean up continuing and a tape migration issue within the Farm service class which needs to be clarified. If not resolved this may affect the ATLAS data challenge. (Roger Jones needs to advise Shaun De-Witte who to contact
).

LHCB
The LHCB CASTOR instance is also V2.1.3. The system is now configured and is ready to go into production, once srms are reconfigured to point to the new instance. LHCB will be informed within the next few days.

CMS
CMS are also running a production instance of CASTOR V2.1.3. CMS are continuing to test the limits and capabilities of this system.  Within the last few days Phedex has been switched on, and is working well.  However the disc servers are very heavily loaded.  Tape migration is not keeping up and is not performing as well as during CSA06. PhEDEx tests ran between 2 Aug and 6 Aug at rates averaging about 60 MB/s, with peaks at 180 MB/s.  Once tests stopped, about 24 hours was needed to complete migration of these files to tape.  The tape migration issue is under investigation. A software fix was installed yesterday (6th August), and disc hardware is also being tuned for optimisation. 
2. Status/Changes in CERN relationship

The status of the RAL relationship with CERN remains good. We (RAL) continue to have exposure and input to the priorities of fixes and of new functionality.  This is demonstrated by the fact that CERN have addressed our concerns about d1 support, and we expect a new CASTOR release (V2.1.4) for testing very soon.  We are continuing to work effectively with CERN to put in place a coordinated release, test and certification system for CASTOR. Currently the requirements for the test system have been circulated for feedback to all concerned, including CERN.  We (RAL) now have a contractor in place working on the development of the test framework.  Equally CERN are focussing on an improved development and release process for CASTOR consistent with our discussions and agreed plan. CERN and RAL are planning to meet around September to review progress. The statuses of the jointly agreed actions are provided in appendix 1.
3. Status/Decisions from the CASTOR strategy meeting 

An emergency alternative solution to CASTOR (the so-called “Plan B”) has been agreed, consisting of Dcache front end, and an HPSS back end. This particular solution has been arrived at based on the essential combination of available in-house experience of Dcache and the need for fully supported tape back end.  This system is currently operated by IN2P3, who have been doing so for the past 2 years.  We have also had discussions with IN2P3 to understand the complexities and issues they faced in setting up and operating such a system.  
Discussion of how to trigger Plan B focussed on the performance requirements provided by Dave Newbold for CMS (attached as Appendix 2). Given this input, and that provided from discussion with IN2P3, it was concluded that setting up a CASTOR Plan B for 2008, following a possible decision in Oct/Nov 07, based on CASTOR's performance wrt (performance and reliability) targets was in fact unworkable on that time scale, although an alternative system may be possible by 2009.  It was agreed to continue to review and monitor CASTOR's performance closely. 
4. Robot planning update.
Given input on LHC tape requirements, and the expected growth of data storage requirements from all other areas, capacity planning has concluded that

Estimated slot count totals required are:

By 31-Mar-2008: 

TOTAL s/c = 9422 (LHC = 5672 (inc 1948 9940Bs); Non LHC = 3750 (all 9940Bs) 
By 31-Mar-2009: 

TOTAL s/c = 8390 (LHC = 5140 (no 9940Bs); Non LHC = 3250 (no 9940Bs)
By 31-Mar-2010: 

TOTAL s/c = 16376 (LHC = 9706 (all T10K); Non LHC = 6670 (all T10K)

This suggests that the 10K slot count of the current robot will be exceeded around May/June 2009, and a second robot will be needed in operation by March 09. At this time a second robot could be purchased in FY 08/09 and delivered and installed into the new computer building.
However, there are still uncertainties about the availability of a new T10KB tape technology, which will have an improved storage capacity of 1TB per tape. The release of this may be as early as mid 2008.  This is all TBC. Moving to this technology will require replacement of tape drives, but not of media.  
Overall, it is only possible to conclude with certainty that it will not be necessary to purchase a new robot this financial year.
Appendix 1. Status of RAL/CERN Action plan
1. Planning and priorities

	ID
	Description
	Target
	Responsible
	Status

	1.1
	Setup monthly deployment tracking meeting
	May/07
	CERN
	Done. 18-jun

	1.2
	Propose accounting mechanism and prioritisation procedure  to be agreed at the next monthly meeting (20/June)
	15/June/07
	CERN
	20-Jul-07 Ongoing. Keep it simple; start with consensus. Use proportional voting per site. No of votes per site are TBC. 02-Jul-07

	1.3
	Definition of, and agreement on escalation procedure (propose GDB)
	July/07
	CERN
	20-Jul-07 Ongoing. 02-Jul-07

	1.4
	Update WBS (planning) document; include developer name(s) on new/ongoing tasks and bugs into Savannah and WBS
	15/July/07
	CERN
	Done 20-Jul-07. No update needed for July

Done for June. Now needs updating for July. 02-Jul-07


2. Release schedule and process

	ID
	Description
	Target
	Responsible
	Status

	2.1 
	Definition of supported platforms and combinations
	15/June/07
	CERN
	20-Jul-07 Ongoing. SLC3 support stops end of October.  02-Jul-07

	2.2
	Definition of unique release number (RPM+SQL)
	15/June/07
	CERN
	Done 18-Jun

	2.3
	Identify first ‘current’ and ‘mature’ versions for full support (incl. lifetime definition, obsoletion plan for other versions)
	15/July/07
	CERN
	20-Jul-07 Ongoing Proposed to be 2.1.3 and 2.1.4 (incl disc1 support) as first supported versions. TBC next monthly meeting. 02-Jul-07

	2.4
	Start of regular ([bi-]monthly) generation of new releases  
	15/July/07
	CERN
	20-Jul-07 not yet bi-monthly.

Fixes identified for -18 of 2.1.3. Sebastien knows the Savanah  ids of these bugs. Will be discussed at regular external ops meeting. 02-Jul-07

	2.5
	Identification of target versions/releases for ongoing and short-to-medium tasks in the WBS
	15/July/07
	CERN
	20-Jul-07 Done. (Now part of the process) Ongoing. Items identified for 2.1.4. Discussed at monthly meetings.02-Jul-07


3. Testing and Certification 

	ID
	Description
	Target
	Responsible
	 Status

	3.1 
	Plan for building and deploying new test framework including timelines for
·  identification or implementation of a general test framework

·  integration of existing CERN integration/regression tests

·  automation of test execution

·  instructions and/or tutorial for developers
	20/July/07
	RAL
	20-Jul-07 Test requirement spec delivered. Test plan due August

12-Jul-07 Delay the issue of the test plan/infrastructure for a week to allow time for internal review
02-Jul-07 Shaun needs to discuss with Julia, and Miguel on next visit to CERN. 

	3.2
	Bug flow extension: developers to provide test cases for new test framework for new/ongoing bugs (including test execution on development/test clusters). 
	Depends on 3.1
	CERN
	Ongoing. Julia in contact with RAL test contractor. 02-Jul-07

	3.3
	Plan for distributed testbed infrastructure deployment including timelines for

·  identification of participating sites (CERN, RAL, others?) 

·  agreement on hardware contributed by sites

·  agreement on operations of testbed instances (setup of 
  distributed test/certification team)

·  schedule of testbed operational deployment at each site 
	15/Aug/07
	RAL with input from CERN
	To be discussed with Shaun. 02-Jul-07

	3.4
	Plan for defining/formalising a certification flow using the distributed testbed (depends on 3.1-3.3). Including timelines on

·  Definition of test plans (regression/integration, stress tests) for
  new versions and releases

·  Initial deployment on a single testbed instance (at RAL)

·  Deployment across all distributed testbed instances
	31/Aug/07
	RAL, with input from CERN
	To be discussed with Shaun. 02-Jul-07

	3.5
	Generation of certified (only) production versions and releases (depends on 3.4)
	Depends on 3.4
	CERN
	


4. Development activities for RAL

	ID
	Description
	Target
	Responsible
	 Status

	4.1
	Plan for SRMv2 full takeover. Including
·  Planning for functionality completion required for production
  deployment, including identification of stager developments to be
  addressed by CERN

·  Monitoring and verification of stress tests

·  Integration of current SRMv22 tests into general test
  framework

·  Ongoing maintenance, and support to CASTOR sites running
  SRMv2
	15/June/07
	RAL
	20-Jul-07. Done
Draft circulated for discussion and review by German and Sebastien. 02-Jul-07

	4.2
	Plans for LFC/SE synchronization tool

·  (To be further discussed between S. de Witt and J.P. Baud)
	15/July/07
	RAL
	20-Jul-07 Not known need to follow up.

02-Jul-07. To be discussed with Shaun.


Appendix 2. Suggested metrics for CASTOR system 
(Provided by Dave Newbold 17-Jul-07)
(Including comments from Bonny Strong (CASTOR Operations Manager at RAL)
I list some metrics that CMS could use to assess the CASTOR implementation at RAL, in order to judge whether it is acceptable for 2008 running. These metrics would presumably be applied after CSA07, in October. Some numbers need to be added to quantify all this…

Functionality

· Must support all RFIO API access methods required in 2008 correctly and without errors under load

· Must support SRMv2 with all methods required by experiment in 2008 (Bonny Strong: Possibly not available for CSA07.)
· Must support streaming of file sets onto coherent sets of tapes, based either on SRM space token or pathname

Throughput

· Must support simultaneously and continuously, the T0 -> T1, T1 < - > T1 and T1 < - > T2 WAN traffic required by the experiment in 2008, along with the local traffic for running jobs. This should be accomplished with the type and volume of hardware provided under the GridPP3 funding plan.

· An adequate safety overhead should be provided above the experiment requirements, and tested for. Any simultaneous activity requiring CASTOR resources (repacking, etc) must be accounted for.

· Outline numbers for CMS are 120MB/s T0 -> T1, 150MB/s T1 <-> T1, 80MB/s T1 -> T2 (average), 100MB/s farm traffic (average). Peaks are larger…

· Response times from CASTOR under load for both staging and file access must be acceptable such that other components do not time out. (Bonny Strong: This could be a problem.  Some timeouts within other components are quite stringent and not within our control, e.g. FTS times out before a file can be recalled from tape.)
Efficiency

· Must allow use of disk at 70% fill factor; garbage collection should be efficient enough to maintain this at the write rates specified above.

· Must allow use of tape with no more than 5% inefficiency (i.e. tape space not recuperated after deletion).

Reliability

· Must function without unplanned downtime for the month-long CSA07 challenge.
(Bonny Strong: This is not realistic.  We do not have 100% redundancy, nor do most systems.  We can minimize unplanned downtime, but will always have some probability of downtime at some level.  Some allowance for unplanned downtime should be allowed.  Is anything specified in LCG?)
· With respect to overload, etc, but in the limit of sensible use by experiments (no small files, etc)

· Planned downtime must be no greater than 5% during the CSA07 challenge

· Response time to problems must be within the agreed LCG targets for T1 centres

· No files must be lost from the system during CSA07, or rendered inaccessible for more than a day (during the working week). (Bonny Strong: Again, there should be some allowance at some low level for lost files.  Disks can fail before data has reached tape.  Absolutes are too stringent.)
· We expect disk hardware to fail, but that tape backup will be used to restore files to alternative hardware when required.

· No storage hardware must fail without replacement being available and commissioned within a day (during the working week). (Bonny Strong: Including tape drives?  Does this fit our maintenance agreements?)
� AOD2 data should not go to tape, but AODm2 should go to tape.  Can these go into different ns paths, with different file classes attached?  Who knows about this? 





