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Introduction

This document describes the inputs and current status of discussion in the EB, Tier-1/A Board and PMB with respect to signing up to anticipated Memoranda of Understanding between International Collaborations and PPARC, regarding provision of computing resources from the UK.

Current Status

Only BaBar, of the running experiments, has signed an MoU via PPARC which takes into account the UK’s commitment to provide computing resources at the Tier A centre from 2002-04. The International Finance Committee (IFC) which negotiates this is chaired by Richard Mount (SLAC Computing Director) and is attended by Ken Peach (Director of Particle Physics, CCLRC) who has voting powers on behalf of the UK to set the overall scale of resource.  The MoU itself is signed by PPARC (Head of Particle Physics, Janet Seed) and the financial return to the UK is via the CCLRC SLA.
A new MoU is due to be signed in July, for the period 2005-08. This has been discussed at Tier-1/A Board meetings. See http://www.gridpp.ac.uk/tier1a/board/ for the discussions. At the last of these meetings the Board "approved in principle" the use of Tier-1 resources as described in

http://www.gridpp.ac.uk/tier1a/board/doc/BaBar_MoU.txt as
Year     

2002
2003
2004  
2005   
2006   
2007   
2008
CPU(700 MHz)   200    
300    
450    
500    
640    
962    
996 

Disk(TB)   
  20     
  20     
  30     
  40     
  80    
116    
136
Cost($k)

 949    
569    
425    
386    
452    
434    
321
· Table 1: BaBar-UK MoU commitments for each year. Additional CPU and Disk are to be “made available” to the BaBar Collaboration for data analysis, with 50% of this additional “cost” being repaid via reduction of the BaBar common fund, subject to “acceptable availability”. The figures for 2005-08 for the new MoU are highlighted, with the final year (beyond GridPP2) in italics.
The Tier-1 Board was comfortable in doing so based on these figures, although it was noted subsequently that these are cumulative for disk and CPU. Concerns were raised by the EB in the light of forthcoming proposed MoUs with CDF and D0, as well as those from the LHC experiments, due in 2006. In addition, the estimated hardware resources that can be purchased from the GridPP2 hardware line for the Tier-1/A Centre may need to be revised downwards, based on recent International experience. The issues were discussed at the PMB meeting on 7th June where it was agreed to document the current status, prior to signing the BaBar MoU, and put forward a proposal for signing the BaBar and future MoUs, outlining the future roles of the Tier-1/A Board, PMB and UB during GridPP2.

Inputs
1. BaBar 
Figures above need to be accumulated for CPU and Disk. (The commitment is to replenish resources once they are past their useful deployment period). These then translate to accumulated commitments by year:

Year     

2002   
2003   
2004   
2005   
2006   
2007   
2008

CPU(700 MHz)
200    
500    
950   
1450   
2090   
3052   
4048 
Disk(TB)   
  20    
  40     
  70    
  110    
  190    
  306     
  442

CPU Conversion Figure: A 700 MHz PIII ~ 3000 SI95 ~ 300 SI2k = 0.3 kSI2k
Year     

2002   
2003   
2004   
2005   
2006   
2007   
2008
CPU(kSI2000)       60    
150    
285    
435    
627    
916   
1214 
Disk(TB)   
   20     
  40     
  70    
110    
190    
306    
  442
· Table 2: BaBar-UK MoU commitments integrated by year. The  CPU and Disk are to be “made available” to the BaBar Collaboration for data analysis, with 50% of the “cost” being repaid via reduction of the BaBar common fund, subject to this being “acceptable”. The figures for 2005-08 for the new MoU are highlighted, with the final year (beyond GridPP2) in italics. 

Comparing this with the current figures in http://www.gridpp.ac.uk/eb/040401/schedule.html (The CPU conversion is slightly different (300 in 2004, rather than 285) but in the noise, then climbing to 475 later in the year). 

Comparing with the GridPP2 proposal figure (noted below for BaBar and listed for all experiments in Appendix 3), the requirements are essentially the same now as then. 

	Year
	2004
	2005
	2006
	2007

	CPU
	274
	418
	598
	913

	Disk
	70
	110
	160
	240


· Table 3: BaBar-UK MoU commitments integrated by year (GridPP2 proposal estimates).
2. Tier 1/A 

http://www.gridpp.ac.uk/eb/040401/schedule.html provides the total Tier-1 resource in 2004 which increases in July and is noted as:
                        2004(Q1-Q2)
2004(Q3-Q4)
2004(average)
CPU(kSI2k)          
            324

795  
(721)
Disk(TB)               

72

198
(171)

· Table 4:Tier-1/A Resources in 2004.
Note there are various relevant (and irrelevant) “year”s in this document:

Calendar Year – The BaBar commitment is assessed at the end of each calendar year to determine if the MoU commitment has been met. This is then credited financially in the overall SLA for the following financial year.

For the Tier-1 Centre (GridPP) the peak figure in the year is used to accounting for headline resources back to BaBar (PPARC).

For Tier-2 resources the “peak” figure currently corresponds to estimated resources in September.

Financial Year – PPARC and CCLRC provide resource accounting at the end of each UK Financial Year (April onwards).

GridPP Year – Funding for GridPP2 commences in September 2004 and this is used as a starting point for the Tier-2 resource commitment. Note however that the Calendar Year will be adopted for resource accounting within GridPP.
Averaging – A simple average of the total resource over the Calendar Year is noted here. This should not be adopted for year by year planning. Since resources will grow in a given year, the effective mid-point date will be somewhat later than Q2/Q3. The estimated resource in a given year is given by the estimated peak in that year (used historically for Tier-1 and proposed for widespread adoption for Tier-2).
Annual resource accounting for Tier-1 and Tier-2 will be provided on the basis of calendar year, quarter by quarter (averaging out these effects). 

3. GridPP2 proposal
The original planning figures are:

	Year
	2004
	2005
	2006
	2007

	CPU [kSI2k]
	2395 
	4066
	6380
	9965

	Disk [TB]
	369
	735
	1424
	2285

	Tape [TB]
	376
	752
	1542
	2623


· Table 5: Estimated total CPU, disk and tape requirements as a function of year (UK only).

	CPU [kSI2k]
\
Year
	2004
	2005
	2006
	2007

	Tier-1 (Planned)
	972
	1591
	2440
	4030

	Tier-2 (Estimated)
	6045
	…
	…
	22861

	Requirement
	2395 
	4066
	6380
	9965


· Table 6: Estimated total CPU requirement compared to the capabilities of the UK Tier centres. 

	Disk [TB]

\
Year
	2004
	2005
	2006
	2007

	Tier-1 (Planned)
	317
	504
	781
	1221

	Tier-2 (Estimated)
	455
	…
	…
	1627

	Requirement
	369
	735
	1424
	2285


· Table 7: Estimated total disk requirement compared to the capabilities of the UK Tier centres. 

4. Comparison of Projections in 2004 (reality check)
Tier-1: The resources here are provided via GridPP1 funding. One can therefore compare

                      

Anticipated (Now)
Anticipated (Proposal)

CPU(kSI2k)
 
        795


972

Disk(TB)              
       198



317
· Table 8: Anticipated Tier-1/A resources in 2004. 

and find that the 2004 actual resources at the Tier-1 centre in 2004 are less than those noted in the GridPP2 proposal. This is a concern in attempting to meet the (approximately fixed) requirements of BaBar and other experiments.
Tier-2: The anticipated resources in the proposal should be equal to the latest estimates in 2004 (for September 2004). One can therefore compare

                      

Anticipated (Now)  
Anticipated (Proposal)

CPU(kSI2k)
 
        8795      


 6045

Disk(TB)              
        1517         


   455
· Table 9: Anticipated Tier-2 resources in 2004. 

and find that the anticipated resources now are greater than those noted in the GridPP2 proposal.
Additional resources have been identified by the Tier-2 centres, compared to the proposal, due to e.g. SRIF2 funding. This alleviates the concern noted above, but only if Tier-2 resources are available, integrated and can be used at (some of) these centres to provide for e.g. BaBar analysis. 

5. Historical Utilisation (reality check)
Tier-1: The utilisation of the current CPU is at the 50- 70% level.
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· Figure 1: 2003 Tier-1/A CPU utilisation for 2003 and the first half of 2004 (note 2.66 GHz systems available from around week 32 in 2003) [P450 hours/week]. 

The Tier-1/A service utilisation figures need renovation as they are currently quoted in P450 equivalent hours. Rather than move them forward into integrated kSI2ks, some basic capacity figures in P450 hours are quoted:

1.4GHz systems  
163k P450 hours/week

2.66GHz systems 
126k P450 hours/week

Total max. capacity
289k P450 hours/week

(excluding some 1GHz systems which are pre-GridPP and not usable for many experiments) 

However: 

the classic Tier-A side of the farm runs at close to capacity most of the time 163-207k P450 hours.

the Grid part is almost entirely unused except for small tests as the LHC experiments have not done much on LCG, yet it can deliver 126K hours. 
There is currently no contention between use of the service but there is pressure between allocation of the service (and the aim to encourage Grid access). 
The utilisation of the current disk is at the 80% level.
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· Figure 2: 2004 Tier-1/A disk allocation (used and unused) for the first half of 2004 

Overall Disk usage in 2004 is constant at the 58 TB level from a total of 72 TB currently available. 
Tier-2: Actual reporting of CPU usage is limited, but it is anticipated that these are less than the 50% utilisation figures for the Tier-1/A, in the early stages of GridPP2. (Resource accounting for Grid –v- non-Grid access is an issue for GridPP2 and the Deployment Board but is omitted here).
6. Forward look
Tier-1: The baseline assumption is to scale the GridPP2 proposal figure by the approved planning figure for hardware (2.40/2.838 [£m] =) 0.85, noting that GridPP2 funding provides Tier-1/A hardware for years 2005-08. 
Tier-1 (Planned)
\
Year
2004
2005
2006
2007

CPU [kSI2k]


972
1351
2072
3422
Disk [TB]


317
428
663
1037
· Table 10: Baseline figure - scaled GridPP2 proposal figures. Note that the figure for 2004 is based on GridPP1 expenditure.
                 
2002 
2003   
2004  
2005  
2006  
2007  
2008

CPU [kSI2k]        181    
324     
795     
1155    
1480    
2236    
2966
Disk [TB]          
36     
72      
198     
340   
503       
816     
1168
Tape [TB]           

67 
187     
299     
443     
729     
1014
· Table 11: Latest Tier-1/A Manager’s planning figures 
Finally it was noted at HEPiX and by the Tier-1/A manager that CPU costs are not falling as sharply as anticipated whereas disk costs are falling slightly more, with the appropriate balance of resources to be refined. The above figures will therefore be subject to further revision.
Tier-2: 

	CPU [kSI2k]
\
Year
	2004
	2005
	2006
	2007

	Tier-2 (Latest Estimate)
	8795
	9920
	12645
	12765

	Tier-2 (Proposal Estimate)
	6045
	…
	…
	 22861

	Requirement
	2395 
	4066
	6380
	9965


	Disk [TB]

\
Year
	2004
	2005
	2006
	2007

	Tier-2 (Latest Estimate)
	1517
	1623
	1836
	1850

	Tier-2 (Proposal Estimate)
	455
	…
	…
	1627

	Requirement
	369
	735
	1424
	2285


· Table 12: Latest Tier-2 Board’s planning figures 
The latest Tier-2 numbers are those used for manpower allocation with dates as of Sept each year (i.e. approximate peak figures to be compared with those from the Tier-1/A). 
7. BaBar Tier-1/A Comparison

One can compare the Tier-1/A figures with the BaBar MoU to be signed for 2005-08

CPU [kSI2K]
\
Year

2004
2005
2006
2007
2008
Tier-1 (Planned)



  795     
1155    
1480    
2236    
2966
BaBar MoU                       
 

  285    
  435    
  627    
  916   
1214
BaBar Fraction [%]


    36 
     38
    42
     40
    41
· Table 13: BaBar MoU planned fraction of Tier-1/A CPU resources based on latest Tier-1 estimates. 
Disk [TB]
\
Year

2004
2005
2006
2007
2008
Tier-1 (Planned)



198     
340   
503       
816     
1168
BaBar MoU



  70    
110    
190    
306    
  442
BaBar Fraction [%]


   35
  32
  38
  38
    38
· Table 14: BaBar MoU planned fraction of Tier-1/A disk resources based on latest Tier-1 estimates. 
and conclude that BaBar require a constant fraction of the CPU and disk resources at the Tier-1/A Centre. Note that some degree of over-commitment is appropriate, based on historical use and the proposed future use of resources noted in the Proposal section of this document. 
8. LHC Experiment Requirements

Contention will arise in the period Summer-Summer 07/08 (first beam year) at the end of GridPP2.
ATLAS: ATLAS is currently projecting the Tier-1 will need (incrementally) 1100 TB disk, 1200TB tape and (less than incrementally) 2350 kSI2k:
Tier-1






2005
2006
2007
2008

CPU (kSI2k)





400
705
2115
4229
Disk (TB)





120
377
1130
2260
Tape (TB)





  60
458
1255
2450
· Table 15: Latest ATLAS Tier-1/A planning figures. 
to be compared with the proposal figures for the UK Grid, where the storage requirements are provided by the Tier-1 and CPU is additionally provided by the Tier-2 centres:

	Grid
	2004
	2005
	2006
	2007

	CPU (kSI2k)
	680
	1350
	2240
	4040

	Disk (TB)
	70
	130
	360
	710

	ATLAS
	135
	215
	470
	850


· Table 16: ATLAS – GridPP2 proposal planning figures (Tier-1 and Tier-2). 
CMS: From April 2007, CMS are expecting 1450TB disk, 1100 TB tape and 2100kSI2k. CMS is currently projecting the Tier-1 will need:
Tier-1






2005
2006
2007
2008

CPU (kSI2k)





  300       500         800      1500
Disk (TB)





  300       500         850      1500
Tape (TB)





  190     1100       2000      2800
· Table 17: Latest CMS Tier-1/A planning figures. 
	Grid
	2004
	2005
	2006
	2007

	CPU (kSI2k)
	202
	636
	1143
	1977

	Disk (TB)
	87
	249
	495
	823

	Tape (TB)
	139
	309
	704
	1152


· Table 18: CMS – GridPP2 proposal planning figures (Tier-1 and Tier-2). 
LHCb: LHCb needs are more modest on storage at 300TB disk, 80TB tape with 1900kSI2k cpu. 

ALICE: If ALICE requirement were a significant fraction of a T1, they would expect for a full T1 0.75Pb disk, 0.9Pb tape and 2300 kSI2k (i.e. as much again as one of the GPDs).

All numbers scale with the number of T1s/experiment (above figures are for 6 Tier-1 centres), so there may be some reduction, but probably only 10-20%.

ATLAS and CMS expect something between 20-35% capacity in 2006-2007.

All of the above 2007/08 numbers are taken from the LCG costing/C-MoU exercises.
The distinction between the roles of the Tier-1 and Tier-2 centres is noted in appendix 5.
9. High-level planning
The GridPP1 "high-level plan" was that BaBar would account for 2/3-1/2-1/3 of GridPP1 resources (decreasing each year). In fact it has been consistently higher due to lack of take-up by the LHC (and other) experiments of available Grid resources.

The GridPP2 “high-level plan” is to meet the experiment requirements using the combined Tier-1 and Tier-2 resources (approximately equally) via the “Production Grid”. The plan is based upon experiment requirements in the proposal where it was concluded that the overall requirements could only be met in this way. See Appendices 1, 2 and 3.

The PPARC “high level plan” is maximize the return on investment in GridPP by committing the UK’s resources, through the MoUs, to meet the experiments’ formal computing requirements. 

Proposal

The proposed forward-look "high-level plan" is to sign up fully to the BaBar MoU, subject to necessary discussion with PPARC for 2008 commitment. (Input in 2008 is the roadmap which sets an overall level for “Grid Computing at £6m p.a., to be bid for at a future date). 
At face value we are proposing that 40% of the estimated Tier-1/A resources are dedicated to (non-Grid) BaBar analysis. The MoU to be signed by the UK should be signed on the basis that:

a. A clause is placed in the BaBar MoU for the 2007-08 figures stating that these require review in the light of LHC requirements.

In addition, in order to meet the the requirements in later years it will be necessary that (these will be referred to in the UK clause of the BaBar MoU):

b. The Tier-1/A Centre provides near online access to mass storage via the Atlas Data Store to meet some of the storage requirements of BaBar;

c. BaBar-UK provide an installation tool/test suite sufficient to enable data analysis at selected Tier-2 centres for the GridPP Production Team to deploy; 

d. Selected Tier-2 centres provide resources that can be used for BaBar data analysis.

Any future experiment representative involved in MoU discussions should undertake to:

a. adopt the existing planning figures, noted in this document, and inform the Tier-1 Board, through its chair, of any significant upward movement of pledged resources at the discussion stage;

b. provide an installation tool sufficient to enable data analysis and/or Monte Carlo/reconstruction production at the Tier-1 and Tier-2 centres; 

c. work with the Tier-1/A Centre to validate data accessed via the Atlas Data Store;
d. work with the GridPP Production Team to ensure that their code can be run on selected Tier-2 resources;
e. sign up to MoUs on the basis of a commitment to provide UK-wide resources.

Beyond this, all experiments adhere to the GridPP2 goal of creating the “Production Grid”. This has overriding priority over non-Grid production methods. All experiments have access to Grid resources and they agree to test and use these where appropriate/possible.
It is anticipated that D0, and possibly CDF, will draw up a similar MoU to BaBar, which will benefit particle physics overall in the UK. It is noted here that the basis of these MoUs will be to account for resources made available in a given year. The LHC MoUs, to be signed in 2006, will require approximately the level of Tier-1 and Tier-2 resources described in this document. For commitments in 2008 (and beyond) PPARC will be directly involved in their determination, based on the PPARC roadmap, and other inputs beyond GridPP2. 
1. MoU Wording

From the above proposal it is clear that the actual wording of the MoU for BaBar (and others) is important. Open questions [with BaBar current answers] are e.g. 
does disk=storage [No];

can tier-2 resources compensate [Yes];

does computing have to be "for analysis/reconstruction only" (not MC production) [Yes];

is the monetary compensation through the SLA appropriate in each case [Probably];
how is the accumulated resource requirement accounted for [via a detailed spreadsheet] etc.
The wording of the current BaBar MoU (prepared in January 2001) is included as appendix 6 as an input for the forthcoming BaBar MoU and as a basis for discussion in other Collaborations. The note from Ken Peach to Janet Seed and Nicolo de Groot, prior to the IFC meeting, is included as appendix 7.
The proposal is that the Tier-1 Board is the right place to discuss these issues (and not the PMB or the EB/UB) since it is constituted with appropriate representation from CCLRC, PPARC, PMB and EB/UB. Once the Tier-1 Board is content with the BaBar (and other) MoUs then it will endorse the document for PPARC to sign, taking into account the above issues.
2. Proposal for GridPP2 Board Roles

This is complex and potentially contentious, so let 
1. PMB set a guideline allocation for the 3 years of GridPP2 taking into account total resources, based on the GridPP2 proposal input figures (essentially this document, revised each year if necessary). 

2. EB/UB approve/amend these overall allocations within the year and maintain them in their annual allocations, reviewed on a quarterly basis (see appendix 4 for the first iteration of the EB schedule).

3. MoUs be reviewed by the Tier-1 Board for financial implications through the SLA and to inform the UB and PMB of the implications of particular wording before endorsing them to PPARC.  

Appendix 1: Section 4 of the GridPP2 Proposal

Experimental Requirements for the Production Grid

The UK's computing requirements at the Tier-1 and Tier-2 centres for all the major Particle Physics experiments between 2004 and 2007 have been assessed. Further details are given in the Hardware Requirements Planning Document (GridPP-PMB-22-Hardware). The figures below present the current estimate of the computing needs of the experiments. The LHC experiments are planning to submit a computing Technical Design Report in 2005 where these figures will be refined. The associated uncertainty is managed within GridPP by an annual hardware assessment that is performed to determine the optimum balance of CPU/storage. During the period 2004-07 there will be a transition from centrally planned Monte Carlo production tasks to a more complex environment encompassing analysis by many individual physicists. Lessons from the current data-taking experiments will be learnt and acted upon. 

Feedback from Monte Carlo production and analysis exercises is invaluable in estimating the resources we will require for the first years of LHC running. For example, CMS have found previous resource estimates to be too low in the light of results from data challenges. On the other hand, it is expected that the production deployment of Grid middleware will result in large efficiency improvements. Until the full functionality of the deployed Grid middleware is included it is difficult to estimate what these efficiencies may be.

CPU Requirements

There will be a steady rise in demand for CPU capacity during GridPP2, with the requirement approximately doubling every 15 months. The experiments currently taking data are expected to require 50% of the total resources at the start of GridPP2. These are scheduled to carry on taking data up to 2007, with steadily increasing requirements. In 2006 there will be a steeper increase in the CPU needs to meet the LHC initial requirements prior to data-taking. By 2007 it is expected that over 80% of the UK Tier-1 and Tier-2 CPU resources will be needed to meet the requirements of the LHC experiments. It is likely that the CPU requirement will increase significantly after 2007, in response to the demands of analysing and interpreting real data within a highly competitive physics analysis environment at the start of the LHC exploitation phase.
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· Figure 1: Estimated CPU requirements by experiment as a function of year (UK only).

Storage Requirements

The anticipated balance of CPU and storage requirements is similar for each of the experiments. About 60% of the disk storage will be required for the LHC experiments by 2007. The non-LHC experiments will still need to store their data on disk at that time. The LHC experiments will transfer a large amount of their data onto “tape” media after 1 year, a more stringent demand than the rest of the experimental community. This is reflected in the large increase in tape that is anticipated which is dominated by LHC usage.
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· Figure 2: Estimated disk requirements by experiment as a function of year (UK only).
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· Figure 3: Estimated tape requirements by experiment as a function of year (UK only).

Networking Requirements

Adequate network bandwidth and functionality is essential for effective use of Grid computing. The bandwidth requirements will be dominated by the need to replicate data in the analysis stage of the data processing. As already stated, the study of the analysis and computing models is only just commencing within the LHC collaborations. The LHC experiments are using simulation tools, such as OptorSim, to understand the “economics” of their computing model. Early estimates suggest that the data transfer rate could increase by at least a factor 5 over the next few years.

Network monitoring has shown that problems with current bulk data transfers are due to bottlenecks at individual Institutes. These tend to be unrelated to the network backbone, SuperJANET, but are in general associated with the institute link into the local MAN. This is being addressed as part of the upgrading of networking facilities by the Higher Education Funding Councils. 

Total Hardware Requirements

The estimated total hardware requirements are given below. The requirements for CPU grow by a factor 5 and storage capacity by a factor 8 during this period. As noted above, they are subject to significant uncertainties, with an historical precedent of underestimation. The CPU requirement is now expressed in kSI2k units, assuming a 100% efficient 24/7x365 production environment operating during a given year, meeting the (fluctuating) demands of all the experiments. Since such assumptions are unrealistic, these should be considered minimum hardware requirements for the GridPP2 Production Grid. 

	Year
	2004
	2005
	2006
	2007

	CPU [kSI2K]
	2395 
	4066
	6380
	9965

	Disk [TB]
	369
	735
	1424
	2285

	Tape [TB]
	376
	752
	1542
	2623


· Table 1: Estimated total CPU, disk and tape requirements as a function of year (UK only).

These computing requirements must be met independent of the methods used. In this proposal we plan to achieve this using the Grid in a staged rollout process, as outlined above. In the next section we outline the associated Grid hierarchy and discuss the roles of the tier centres that will undertake to meet these requirements.

Appendix 2: Section 5 of the GridPP2 Proposal

Meeting the Experiments’ Hardware Requirements

In 2004 approximately half of the UK Particle Physics total computing requirements are from LHC data challenges. By 2007, the requirements of the LHC experiments will dominate. 

In Table  the estimated UK CPU requirements are compared to the potential resources accessible via the Grid. It is clear that there is potentially sufficient CPU available to meet the envisaged requirements. The comparison shows that the requirement in terms of kSI2k-year can be met by the Tier-1 Centre running in a highly efficient 24/7*365 mode, augmented by a fraction of the estimated resources available at the Tier-2 centres. These requirements are dominated by Monte Carlo simulation for the LHC experiments. There are no explicit UK requirements at the Tier-0 Centre where the requirements of the LHC experiments increase rapidly after LHC start up, just beyond the period of GridPP2. 

	CPU [kSI2k]
\
Year
	2004
	2005
	2006
	2007

	Tier-1 (Planned)
	972
	1591
	2440
	4030

	Tier-2 (Estimated)
	6045
	…
	…
	22861

	Requirement
	2395 
	4066
	6380
	9965


· Table 2: Estimated total CPU requirement compared to the capabilities of the UK Tier centres. 

In Table 3 the estimated UK disk requirements are compared to the potential resources accessible via the Grid. In this case the plan is to replicate sub-samples of data in order to optimise data access for the end user, as discussed earlier with respect to the data hierarchy. Monte Carlo data will be generated at the large CPU centres, whereas real data must ultimately emanate from the Tier-0 centre. A large data store sufficient for the total currently envisaged data is anticipated at the Tier centres.

	Disk [TB]

\
Year
	2004
	2005
	2006
	2007

	Tier-1 (Planned)
	317
	504
	781
	1221

	Tier-2 (Estimated)
	455
	…
	…
	1627

	Requirement
	369
	735
	1424
	2285


· Table 3: Estimated total disk requirement compared to the capabilities of the UK Tier centres. 
In Table 4 the estimated UK tape requirements are compared to the potential resources accessible via the Grid. The requirement here is for backup as well as data archiving. The process should be one of local automated replication of data from disk to tape, with archiving of least accessed data. The Tier-1 (and some of the Tier-2) centres will provide this functionality. The estimates are particularly uncertain in later years, dependent on the technology roadmap and the actual methods adopted by the LHC experiments. 

	Tape [TB]

\
Year
	2004
	2005
	2006
	2007

	Tier-1 (Planned)
	256
	355
	455
	555

	Tier-2 (Estimated)
	360
	…
	…
	1048

	Requirement
	376
	752
	1542
	2623


· Table 4: Estimated total tape requirement compared to the capabilities of the UK Tier centres.

Appendix 3:GridPP-PMB-22-Hardware Experiment Planning Figures
Individual Experiments’ Hardware Requirements

CPU(kSI2k yr)

	Experiment
	2004
	2005
	2006
	2007

	ALICE
	385
	225
	460
	514

	ANTARES
	40
	40
	40
	40

	ATLAS
	680
	1350
	2240
	4040

	BaBar
	274
	418
	598
	913

	CDF
	65
	52
	68
	36

	CMS
	202
	636
	1143
	1977

	D0
	65
	52
	68
	33

	LHCb
	300
	599
	899
	1498

	LISA
	5
	5
	5
	5

	MICE
	50
	50
	60
	60

	MINOS
	8
	8
	8
	8

	Phenomenology
	120
	180
	270
	400

	UKDMC
	40
	40
	60
	80

	UKQCD
	150
	400
	450
	350

	ZEUS
	11
	11
	11
	11

	Total
	2395
	4066
	6380
	9965


Disk Storage (TB)

	Experiment
	2004
	2005
	2006
	2007

	ALICE
	38
	21
	46
	51

	ANTARES
	2.5
	5
	7.5
	10

	ATLAS
	70
	130
	360
	710

	BaBar
	70
	110
	160
	240

	CDF
	3
	11
	17
	25

	CMS
	87
	249
	495
	823

	CRESST
	0
	7
	14
	22

	D0
	18
	70
	112
	164

	LHCb
	30
	60
	90
	150

	MICE
	25
	25
	30
	30

	MINOS
	0.5
	0.5
	0.5
	0.5

	Phenomenology
	3
	4.5
	7
	10

	UKDMC
	2.5
	2.5
	5
	10

	UKQCD
	20
	40
	80
	120

	Total
	369.5
	735.5
	1424
	2365.5


Tape storage (TB)

	Experiment
	2004
	2005
	2006
	2007

	ALICE
	0
	38
	60
	106

	ANTARES
	2.5
	5
	7.5
	10

	ATLAS
	135
	215
	470
	850

	CMS
	139
	309
	704
	1152

	D0
	8
	27
	46
	65

	LHCb
	64
	128
	192
	320

	MICE
	0
	0
	5
	10

	MINOS
	2.5
	5
	7.5
	10

	UKDMC
	25
	25
	50
	100

	Total
	376
	752
	1542
	2623


Appendix 4 Current EB Schedule (Last modified Fri  4 June 2004) http://www.gridpp.ac.uk/eb/040401/schedule.html
The Grid for UK Particle Physics
	Tier 1/A Schedule: April 04 – March 05 
Apr 04
May 04
Jun 04
Jul 04
Aug 04
Sep 04
Oct 04
Nov 04
Dec 04
Jan 05
Feb 05
Mar 05
Total Available

Disk 
72 
72 
72 
198 
198 
198 
198 
198 
198 
198 
198 
340 
CPU 
324 
324 
324 
795 
795 
795 
795 
795 
795 
795 
795 
1155 
BaBar

Disk Request 
70 
70 
70 
70 
75 
75 
75 
75 
75 
115 
115 
115 
Disk Allocated 
47 
70 
75 
75 
75 
75 
75 
75 
75 
75 
CPU Request 
475 
475 
475 
475 
475 
475 
475 
475 
475 
825 
825 
825 
CPU Allocated (Conventional)
300 
475 
475 
375 
375 
375 
375 
375 
375 
375 
CPU Allocated (LCG)
350 
370 
100 
100 
100 
100 
100 
100 
100 
ATLAS

Disk Request 
10 
20 
20 
28 
36 
44 
52 
60 
68 
Disk Allocated
5 
20 
20 
28 
36 
44 
44 
44 
44 
CPU Request 
150 
150 
100 
400 
400 
400 
400 
400 
400 
CPU Allocated 
40 
150 
100 
350 
350 
350 
350 
350 
350 
CMS

Disk Request 
20
20 
30 
40 
40 
40 
40 
80 
80 
80
Disk Allocated 
15 
20 
30 
40 
38 
30 
30 
30 
30 
30
CPU Request 
70 
70 
70 
200 
200 
200 
300 
300 
300 
200
CPU Allocated 
30 
70 
70 
140 
140 
140 
140 
140 
140 
140 
Tape 
40 
40 
40 
40 
60 
60 
60 
80 
100 
100 
CDF

Disk Request 
Disk Allocated 
CPU Request 
CPU Allocated 
Dzero

Disk Request 
small
small
2 
6 
10 
10 
10 
10 
10 
10 
Disk Allocated 
1 
6 
10 
10 
10 
10 
10 
10 
CPU Request 
small 
small 
15 
15 
150 
150 
150 
150 
150 
150 
CPU Allocated 
15 
15 
150 
100 
100 
100 
100 
150 
ALICE

Disk Request 
5 
5 
5 
5 
5 
5 
5 
5 
5 
5 
5 
5 
Disk Allocated 
1 
5 
5 
5 
5 
5 
5 
5 
5 
5 
CPU Request 
50 
50 
50 
50 
50 
50 
50 
50 
50 
50 
CPU Allocated 
30 
50 
50 
50 
50 
50 
50 
50 
50 
50 
LHCb

Disk Request 
5 
10 
15 
15 
15 
15 
15 
15 
15 
15 
15 
Disk Allocated 
5 
15 
15 
15 
15 
15 
15 
15 
15 
15 
CPU Request 
70 
150 
150 
50 
50 
50 
50 
25 
25 
25 
25 
CPU Allocated 
70
150 
50 
50 
50 
50 
25 
25 
25 
25 
tape Request 
5 
10 
15 
15 
15 
15 
15 
15 
15 
15 
15 
UKQCD

Disk Request 
2 
2 
2 
4 
4 
4 
Disk Allocated
2 
2 
2 
4 
4 
4 
CPU Request 
small 
small 
small 
20 
20 
20 
CPU Allocated 
1 
20 
20 
20 
Others

Disk Request 
1 
1 
1 
1 
1 
1 
1 
1 
1 
1 
1 
1 
Disk Allocated 
1 
1 
1 
1 
1 
1 
1 
1 
1 
1 
1 
1 
CPU Request 
15 
15 
15 
15 
15 
15 
15 
15 
15 
15 
15 
15 
CPU Allocated 
15 
15 
15 
15 
15 
15 
15 
15 
15 
15 
15 
15 
Note:
  CPU requests are currently a mix of KSI2K and nominal 2GHz - conversion in progress - beware! 

  The CMS and ALICE requests are more than usually arbitrary 

  The BaBar 'requests' are MoU commitments and hence inflexible 

  This June will be tight 

  July-August we have spare capacity. I suggest this is earmarked for BaBar (who can use it) but only available through the Grid - that'll give an incentive! Thereafter the balance of their 475 units between Grid and non-Grid can be adjusted 

  Late autumn things get tight. However nearer the time the projected high CPU requirements may not all materialise 

  Next spring things get very tight - we will need the next hardware purchase 

  This information is maintained as an html file rather than an Excel spreadsheet so that real physicists can use it 


Appendix 5 Tier Centre Definitions

The following is taken from the LCG RTAG 6 on Regional Centre Category and Service Definition. 

A possible categorisation scheme for regional centres could be based on service qualities as follows:

Tier-1

* CPU cycles (Grid enabled computing elements), advance reservation

* Disk storage, resident and temporary (Grid enabled storage elements), advance reservation

* Mass storage (Grid enabled storage elements), advance reservation

* State-of-the-art network bandwidth, quality of service

* Commitment to provide access to primary/master copy of data over lifetime of LHC

* Commitment to provide long-term access to specific analysis data

* Commitment to resource upgrades as required

* 24/7 services and resource support

* National support role

* Training and user support

* Interactive support for particular applications

Tier-2

* CPU cycles (Grid enabled computing elements)

* Disk storage, maybe temporary only (Grid enabled storage elements)

* May have mass storage

* Sufficient network bandwidth for inter-operability

* A weaker commitment to provide access to data over LHC lifetime

* A weaker commitment to provide long-term access to specific analysis data

* A weaker commitment to resource upgrades 

* Focused user support

* 24/7 service but with no guaranteed short-time "crash" response

Tier-3

* CPU cycles (Grid enabled computing elements)

* Local storage (not necessarily Grid enabled)

* Focused commitment to data access or resource upgrade

* Only local user support

* Focused services for agreed and day-by-day analysis activities

* Local interactive support

Tier-4

* Enable Grid access

* Provide experiment specific tools

Appendix 6 Current BaBar MoU 

Babar International Finance Committee

January 22,  2001

BaBar Tier A Computing Center MoU

Introduction

The projected rapid rise of PEP-II luminosity will give rise to increasing BaBar computing needs. To meet these needs, the BaBar collaboration has adopted a new computing model with at least two main computing centers (each called a Tier A center) sharing the provision of resources for the whole collaboration. This model was endorsed by the October, 2000, BABAR Technical Review Committee. Given the importance and complexity of the subject and its large financial implications, the implementation of this computing model requires a formal MoU. This MoU provides the general framework; specific addenda will be written for each Tier A contribution. 

Purpose

The implementation of the BaBar computing model with at least two Tier A centers will be covered by this MoU between SLAC and all the non-US BaBar funding agencies.

Tier A Framework

1.     Tier A centers offer access to all BaBar members, according to the governance and policies of the BABAR collaboration. Any partition of BaBar computing activities between Tier A centers will be decided by the BaBar collaboration.

2.     The funding agencies contributing to the Tier A centers outside SLAC will receive a credit against their contribution to BABAR common funds. The maximum value of this credit will be determined each year as the difference between the cost of the BaBar computing facilities needed at SLAC in the absence of the Tier A centers and the predicted expenditure at SLAC taking the Tier A contributions into account. These cost estimates will be computed by the Babar Computing Steering Committee and submitted for approval to the International Finance Committee. 

A Tier A contribution reduces the total common fund support to be requested from the funding agencies. On the other hand, the credit for the countries providing the Tier A centers increases the common fund support requested from those countries not providing Tier A centers.  Therefore the credit will be limited to an amount ensuring that at least 50% of the Tier A center value contributes to the common fund reduction.

3.     It is the intention that Tier A centers shall be maintained for the life of the BaBar Collaboration. Proposals for Tier A centers will be considered for approval by the IFC. Each approved Tier A center will be governed by a separate MoU between SLAC and the funding agency responsible, specifying the initial resources to be made available, and including explicit provisions for the  advance warning and transition mechanisms should the commitment be terminated before the end of the BaBar Collaboration.

4.     Each approved Tier A center will produce annually as an addendum to the MoU a five-year plan describing the minimum average level of resources available to the BaBar collaboration (in terms of CPU, disk and tape storage volume, network and dedicated manpower).  This plan will be reviewed  each year by the BaBar Computing Steering Committee and will be submitted for approval to the International Finance Committee. Yearly review of  the execution of the plan will be made by the IFC on the next year. 

5.    The BaBar Computing Steering Committee will be established. It will supervise this MoU and ensure the necessary contacts between BaBar and the various Tier A centers. The Steering Committee will report via the SLAC Research Director to the International Finance Committee.  The detailed charge and membership of the Steering Committee is described in appendix SC-1.

________________________________Date :______

Jonathan Dorfan

Director

Stanford Linear Accelerator Center

________________________________Date :______

FirstName LastName

Title

Funding Agency

 Draft for the UK  December 2001

Specific Addendum for a UK Tier A centre

1. The  computing center  at  RAL will become a BABAR Tier A center. 

2. The initial period of this agreement is for four years, starting in 2002. Termination following this initial period may be effected by either party upon two years written notice. In the event of termination, the UK will not invest any more in BABAR computing at RAL, but the data access will be guaranteed for one additional year. 

3. Schedule
The goal is for complete Tier A operation at RAL in early 2002.  

Outline of Planned Facilities

	Year
	Funding (£K)
	 Total CPUs (30 SpecInt 95)


	 Total Disk 
(usable TB)

	
	
	
	

	2002
	  562(562)
	200
	20

	2003
	  562(422)
	500
	40

	2004
	  562(281)
	950
	70

	2005
	  562(281)
	1650
	110


Notes:

1.  These are estimates of the facilities to be made available. The UK will make its best efforts to achieve or exceed  them. 

2.  In addition to these facilities, the existing csf facilities at RAL (5TB, and a share in 240 CPUs)   will be made available to the collaboration.

3.  A suitable amount of Tape storage will also be available (some of the indicated funding will be spent on this.).

4.  The centre will also include an LHC Tier 1 centre, of similar magnitude, not included in the above figures. Initially there will be no dividing wall between them. If there is a conflict for resources then restrictions will be applied to ensure BaBar usage can achieve its designated share.

5.  Facilities indicated include Grid-accessible resources which may be physically located at other sites (e.g. Universities.)  Their incorporation is contingent on the success of the Grid project in making the use of such resources as transparent to the user and as effective for their work as those physically located at RAL (or at SLAC).  The figure in brackets shows the amount to be definitely committed to being physically at RAL.

Appendix 7 Note from CCLRC Director, PPD 

	CCLRC
	  RUTHERFORD APPLETON LABORATORY

A note from the Director, Particle Physics Department


	To:
	Nicolo de Groot; Janet Seed
	From:
	Ken Peach/PPD
	Ext:

	Subject:
	BaBar IFC and Computing MoU
	Date:
	21 June 2004  
	5782

	Copies:
	Tony Doyle, Roger Barlow, John Gordon, Steve Lloyd  
	
	
	


The GridPP PMB has discussed the resource implications for the BaBar computing request, and has made recommended allocations, with some reservations, until 2008. The commitments for the later years can only be provisional, mainly because of the continued uncertainty about the price/performance ratio for CPUs, which recently have fallen behind the “Moore’s law” curve, although the disk price/performance ratio has improved faster than expected.

With this caveat, the proposed BaBar allocations for the years 2005-2008 are:

Year     


2002   
2003   
2004   
2005   
2006   
2007   
2008
CPU(kSI2000)       
60    
150    
285    
435    
627    
916   
1214 
Disk(TB)   
   
20     
  40     
  70    
110    
190    
306    
  442
· Table 2: BaBar-UK MoU commitments integrated by year. The  CPU and Disk are to be “made available” to the BaBar Collaboration for data analysis, with 50% of the “cost” being repaid via reduction of the BaBar common fund, subject to this being “acceptable”. The figures for 2005-08 for the new MoU are highlighted, with the final year (beyond GridPP2) in italics. 

In drawing up the extended MoU, the following comments should be taken into account. Firstly, the figures for 2007 and 2008 will need to be reviewed in the light of LHC requirements in those years. Secondly, it will be necessary to review how the needs of BaBar are to be met, which will probably require the use of a hierarchical storage management system using the Atlas Data Store, and the use of distributed computing through the extended network of Tier 2 centres for BaBar analysis, in such a way as to be transparent to the end-user; this will need to be developed by GridPP and BaBar-UK.
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