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Introduction
This document presents the results of a questionnaire distributed to members of the GridPP User Board in January 2005. The goals of this questionnaire were to estimate the degree of engagement of experiments with GridPP, highlight areas where more training and/or support are needed and assess the general level of user satisfaction with UK supported Grids. 
Responses were received from 9 collaborations (ATLAS, CDF, CMS, DZero, H1, LHCb, SNO/MINOS, UKQCD and ZEUS) of whom 6 have received direct funding from GridPP. No response was received from one experiment with direct funding from GridPP (BaBar).
Commentary
Grid use is by no means prevalent among the responding experiments, either in the UK or internationally. The Grid finds most use for simulation and reconstruction, with distributed generation less common and distributed analysis performed rarely. Grid use in the UK is generally representative of Grid use internationally, however use of GridPP supported tools (e.g. LCG/SAMGrid) is more common in the UK than overall. Some experiments are using the Grid for much of their production however most striking is the large number of experiments performing very little or no processing of any kind using the Grid. Typically these experiments would like to make more use of the Grid more if it were feasible, although in some cases this is because they want access to resources which are, or may become, dedicated to the Grid.

Of the experiments which would like to make more use of the Grid many reasons were given for not doing so. Most of these experiments would be using LCG middleware and here there is great dissatisfaction in general, especially with stability, support, site configuration and data management and movement. There appears to be a perception that Grid techniques are being forced upon experiments without good reason (with less ‘carrot’, more ‘stick’). Although in theory the Grid promises to streamline data processing considerably, in practice several experiments appear not to have obtained significant benefits from the use of Grid techniques and two experiments explicitly stated a preference for standard batch systems. Concern was expressed that in some cases experiments are having to integrate complex existing software infrastructure with the Grid with little or no available effort or ear-marked financial support. One response emphasised the importance of the Portal project for helping experiments with little or no spare effort to access Grid resources. The problem of conflict between UK Grid strategy and the priorities of wider international collaborations was also mentioned. 

One view which was expressed explicitly by one respondent and appears consistent with other responses is that there should be a shift in emphasis towards a more proactive pragmatic approach aimed at helping experiments to achieve their ‘real-world’ data processing goals by whatever means necessary.
Responses

1) What fraction of total experiment production is being carried out using the Grid in terms of:

 - MC generation

 - MC simulation

 - Reconstruction

 - Analysis
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2) What fraction of total experiment production is being carried out using LCG/EGEE middleware in terms of:

 - MC generation 

 - MC simulation 

 - Reconstruction

 - Analysis 
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3) What fraction of UK originated production is being carried out using LCG/EGEE middleware in terms of:

 - MC generation

 - MC simulation

 - Reconstruction

 - Analysis
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4) Are the figures provided in (1), (2) and (3) less than desired?

Yes: 7/8
No: 1/8
CMS: The main motivation is to access resources which we are otherwise “not allowed” to touch. I think it’s fair to say that there is no technical requirement for Grid-based production; it does not allow any workflow that is not otherwise possible using normal batch resources and well-established tools.
D0: Currently using D0 dedicated and shared facilities in UK. Basically all SAMGrid. Currently up to ¼ of total worldwide has been produced with EGEE (now LCG) by NIKHEF hacks – unsupportable. Plan to move all reconstruction onto grid in 2005. Plan also to move analysis onto grid into 2005 subject to users’ agreement.

MINOS/SNO: Well it wouldn't be if we could keep on using what we have asked for without resorting to the grid.

UKQCD: We have had no (new) configuration production for the last 5 years while we awaited our new machine so the datagrid has only been used for storing old data rather than for (as yet) producing/storing new configurations.
5) If the answer to (4) is 'yes' please state in as much detail as  possible what the perceived barriers are to greater use of Grid techniques in general and LCG middleware in particular by your experiment. Please provide explicit examples of past problems, going into as much technical detail as necessary.

ATLAS
· Inadequate and incorrect publication of site resources; information does not correctly describe heterogeneous resources. 
· Poorly-defined lines of communication. 
· No clear central mechanism for identifying and correcting/removing ill-configured sites.

· Completely inadequate data management and movement tools. (This is common to all Grid projects used.) 
· Insufficient description of various types of storage available (scratch$week, scratch$month, permanent). 
· Absence of a unified catalogue. 
· Grave problems with LCG-Castor access.

· Lack of a unified push/pull broker leading to ‘unfair’ resource use by ‘trojan’ experiment applications.
CDF
We are not exploiting the computing resources available. This is largely an issue of porting CDF's existing job submission and monitoring software to be compliant with Sam/LCG and implementing appropriate authentication e.g. through existing Kerberos server at FNAL. There have also been difficulties in that there appears to be little or no central support for VO provision/distribution - particularly in the context of an experiment with European (i.e. LCG using) physicists. Since CDF has a running system there is some resistance to breaking it in order to move closer to a grid paradigm or indeed to provide the resources to achieve this. As yet CDF is not at breaking point in its need for Grid resources but it probably will be within 1 year or so. There are some divergences between CDF & D0 in the SamGrid project, both in terms of manpower and ideology, which tend to mean that D0 is ahead of the curve and CDF behind. The LCG/SamGrid implementations being tested at the moment are installed and maintained by experts; there is a need to de-skill this process. Issues are:

· how to utilise resources that are not solely owned/used by CDF

· kerberisation

· compatibility of different batch systems

· reticence to break a working system

· de-skilling installation

· de-skilling job handling; removing manual intervention

CMS
Rather than trying to give a summary, I quote from expert CMS developers inside and outside the UK:

“The LCG [data management] tools are functionally overloaded (transfer, catalogue query/update, info service lookup), and are only really useful for demonstration of single point to point transfers, not bulk transfers of TB a day. Errors are cryptic, and commands are badly documented. This makes them hard to use in a real experimental situation.

Examples:

· low performance of cat cripples large scale sustained transfers

· catalogue unable to cope with large scale queries (e.g. in consistency checks etc)

· error codes pointless: "Invalid argument" occurs frequently and can imply that either an argument is invalid, or maybe that the information service is down, or maybe ...

· syntax varies between related commands (lcg-cr, -cp, -rep)

· documentation very poor, and sometimes refers to commands that don't exist”

“Especially referring to the data analysis the problems have been:

· One of the major reasons that we have not pushed . . . very hard is because it relied on the RLS. Although this (usually) worked a query could an hour. Asking people to wait an hour while their job is in the preparation stage is a reasonable thing to do. If this had taken a few seconds then I think that CMS would at least have solid core of people performing analysis over the LCG. 

The following two points are small compared to the one above

· Lack of proper APIs and documentation about them (and generally)

· Submission and status queries are slow (this could be parallelised so not really too mauch of a problem)”

“It’s unlikely that large numbers of end-users are going to voluntarily move to Grid analysis when even seasoned developers are having trouble understanding, debugging and using the tools and infrastructure – and struggling to obtain support. The average user doesn’t understand the advantages of the Grid (which are?), doesn’t care, and can’t see why they have to jump through hoops simply to use the same old applications they can run on a batch farm. Neither will attempting to force the experiments to use the Grid through politics or force majeur work any time soon”

Other comments received:

· Given the ridiculous lengths one has to go to get a certificate (Netscape 4.79 and so on) it’s not surprising that most people give up at the first hurdle.

· The functionality and support of R-GMA is pretty much spot on, mainly because it’s a UK product.

· How is one supposed to debug an application on the Grid?

· Why is the LCG user documentation out of date, and hidden deep in the LCG web site?

· Access to mass storage via ‘Grid tools’ is a major issue, especially at Rutherford.

· The lack of local job tracking in the edg- job submission tools is rather silly, as it requires the user to store the jobid (i.e. construct their own tracking system) in every case for simple multiple job submission and recovery. Did the developers really think people were going to manually do ‘get-output’ for every job?
D0

· Developing a robust system and training the users.

H1
· Lack of effort, lack of support and lack of reliability. But we are getting there and do run tests of a couple of million events per month: DESY-IT and ZEUS are keen for us to join them.

· Biggest bugbear at the moment is moving output around.

LHCb
· In the case of the production phase for DC04, only a 60% success rate was achieved using LCG. Many factors, but a large fraction(20%) due to site misconfigurations. Also, job scheduling problems due to wrong information from CEs amd many apparently "successful" jobs did not produce an output sandbox.

In the case of the stripping phase of DC04, there were problems in using SRM (reality did not match what was advertised). At RAL, there is not yet a production SRM interface to the tapestore, which means the UK has been unable to participate in this phase of the data challenge.

ZEUS
· Will only start using something new when it is in a state that is perceived as stable, reliable and noticeably more effective than that already used. It must also be possible to integrate whatever middleware is used with existing software constructs and infrastructure.

6) If the answer to (4) is 'no' please state the reasons for not moving to Grid and LCG and any way in which GridPP could help you more effectively to move in this direction.
SNO/MINOS
By making the Portal as easy to use as possible.  Ideally it would look like a "fancy" batch submission system.
7) Does the experiment have any plans to measure throughput on UK resources as part of deployment/production activities?

Yes: 6/9 (ATLAS, CDF, CMS, D0, LHCb, ZEUS)
No: 3/9 (H1, SNO/MINOS, UKQCD)
ATLAS:  as well as the usual data challenge exercises, will be taking part in the Service Challenges with real applications. The system should provide hooks/switches for monitoring/debugging.
CDF: in the context of data transfer from FNAL to the UK using the optical Starlight link.
CMS: This is part of the general bookkeeping of CMS production and data transfer that happens anyway.
D0: Yes, as part of the Regional Analysis Centre.

H1: No particular plans to measure throughput, but initial production probably targeted at UK.

LHCb: We have a monitoring/accounting system which records information on where jobs have run, status, etc. This is what the above figures are based on. 
8) How many people are involved in your experiment's Grid application  development team
(a) in total
ATLAS: 

many
CDF: 

15

CMS: 

20

D0:


4 (but shared across expts and not full time)
H1: 


2+

SNO/MINOS: 
0

UKQCD: 

1 spread across 3 people.
ZEUS: 

4
(b) in the UK:
ATLAS: 

4
CDF: 

3.5

CMS: 

4

D0:


1+1
H1: 


<1
LHCb: 

5 (2 shared with ATLAS)

SNO/MINOS: 
0

UKQCD: 

1 spread across 3 people.
ZEUS: 

1
9) For UK people (8b) what are their general areas of expertise?

ATLAS: Production system, GANGA
CDF: SAMGRID
CMS: Data management, Grid analysis and job submission, Grid monitoring
H1: Data transfer on WAN
LHCb: 

· GANGA - interfacing to Grids and experiment software, GUI writing, job options editor, etc

· Metadata - ARDA interface, databases, POOL file catalogue

· Production Desktop - DIRAC production system, Grid interfacing, workflow editors
UKQCD: advanced computing, software development, grid software.
ZEUS: MC Software
10) For UK people (8b) what skills/training are missing?

CDF: LCG knowledge

CMS: proactive support, and in particular a coherent strategy for the intensive support required during short-term data challenges and tests.
D0: Runjob development, Runjob interface with LCG, SAMGrid development, SAMGrid interface with LCG.
LHCb: data management

SNO/MINOS: That will depend on how generic and simple the portal is to use. We don't have resources allocated to this and it's not clear where we could find them.

UKQCD: none

ZEUS: In-depth knowledge of Grid.
11) How many people are involved in your experiment's Grid deployment/production effort
(a) in total: 
ATLAS: 

~5
CDF: 

10

CMS: 

20
D0:


4 (but shared across expts and not full time)
H1: 


2+

SNO/MINOS: 
0

UKQCD: 
4   (although we have collaborators on related grid activities as part of the ILDG)

ZEUS: 

4
(b) in the UK: 
ATLAS: 

0.3 (1 FTE to be added)
CDF: 

0.1

CMS: 

4 
D0: 


3

H1: 


<1  
LHCb: 

1 + fractions (see below)
UKQCD: 

4
ZEUS: 

1
LHCb comment: In the UK, there are fractions of people in each institute who help to deploy the "classic" production software, largely on a "goodwill" basis. One of the advantages of the Grid is that much of the job submission work is done centrally from CERN - it is largely a matter fo having the Grid necessary resources (e.g. data storage) at the RAL Tier 1. One of our 9 eScience posts is for "UK Software Deployment" and we have appointed someone who should be starting in Feb/March - this will make a big difference to co-ordination of UK deployment, etc.
12) For UK people (11b) what are their general areas of expertise?

CMS: As for development team

D0: Runjob development, Runjob interface with LCG, SAMGrid development, SAMGrid interface with LCG, operation of RAC.

LHCb: Mainly setting up the DIRAC production system, running "agents", etc.
UKQCD: As for development team above + 3 lattice gauge theory physicists.
ZEUS: MC Software
13) For UK people (11b) what skills/training are missing?

CMS: As for development team

LHCb: Again, probably the data management issues... transport protocols like GridFTP, storage interfaces like SRM, metadata management, etc.
UKQCD: Contraint is TIME (& funding)  rather than training. We are planning a training session for USERS this spring.

ZEUS: In-depth knowledge of Grid.
14) Any Comments
CDF
CDF has two competing Grid approaches : SamGrid and LCG – ensuring compatibility of these on US and EU resources will be a major challenge, particularly in the arenas of authentication and job submission.

CMS
Editor’s rant on timescales and strategy:

Time is short – shorter than many people seem to have understood – before LHC ramp up. In terms of tools, frameworks and strategies, we are almost in the end game. Whatever is not on the table this year (i.e. in the CTDR) is unlikely to be developed further within the collaborations. Whatever is not working at an appropriate scale in 2006 will not be used at LHC startup, and probably not for the 2008 either.

Looking at the general state of ‘the Grid’, as perceived by a non-expert physicist, it’s hard to believe that we can ramp up to a stable, intensively-used, well-supported system, at ten times the current scale, within the next 18 months. I think this would be unprecedented in the field. Political pressure to ‘use the Grid – at any cost’ is fast becoming a distraction from the real issues we are facing before 2007.

An obvious statement is that we now urgently need less emphasis on new middleware development, and a concentration on getting together a simple, stable, set of core tools that will actually scale to meet our 2005 requirements. Anyone proposing to design, write, or rewrite new middleware, or change APIs, at this stage should possibly be shot. Likewise anyone ‘releasing’ middleware that has not been tested at an appropriate scale.

Meeting the short and medium-term requirements of all the experiments is vastly more important than achieving buy-in to a ‘Grid vision’. A highly proactive approach to experimental data challenges, in the case of LHC, is required. There should be more emphasis on educational aspects of support rather than ‘go read the manual’ (i.e. “what are you trying to do, and how can I help you do it?”). This is a vital aspect of the Grid projects – the experiments have their own software to support.
H1
Another push to widen UK involvement.
LHCb
To help experiments, there needs to be more readily available UK Grid-related documentation for users on the Tier 1 and probably Tier 2 centres. For example, on the GridPP website it mainly refers to resources and there is very little on middleware, software, running jobs, etc  from the user perspective.
SNO/MINOS
From the perspectives of both experiments the feeling is that that Grid isn't relevant: What we want are resources at RAL, we will deal with the problem of getting the data to the CPU.  The only reason we would use any grid tools is when that remains the only effective way to get at the resources and then the only tool we would want is the Portal http://www.gridpp.ac.uk/portal/ although SAM-grid may be relevant to MINOS. But perhaps that's unfair.  Maybe it will help us with our work.  We could ask "What could the Grid do for us?" and how much effort will we have to expend to get plugged in with the Portal? Now SNO might get away arguing that it simply isn't worth the effort to switch; by the time that that Grid is the only show in time, they will be able to dispense with the RAL farm, but that ain't going to wash with MINOS.  Indeed on the MINOS front, XXX has told me:- "YYY and some gridders here have spent a little time trying to get loon running on the local grid using condor (fancy batch submission) - so far this has been without much success, but we are still trying."
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