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1
Introduction 

The GridPP Oversight Committee has requested a gap analysis be performed to gain an understanding of the risk exposure of the UK Grid deployment for particle physics. The GridPP applications and MSN coordinators have therefore attempted the following gap analysis exercise.  As well as our own brainstorming, the main inputs were:

· The original LCG Baseline services document
http://lcg.web.cern.ch/LCG/peb/BS/BSReport-v1.0.pdf 

· Minutes from the restarted Baseline Service meetings
http://agenda.cern.ch/displayLevel.php?fid=3l132 

· Private communications with Ian Bird in the LCG project.

· Middleware issues from the ATLAS experiment
https://uimon.cern.ch/twiki/bin/view/Atlas/DDMGridDev 

· The minutes of the EGEE/LCG Experiment Task Forces
see under “experiment Coordination /Task Force” at
https://uimon.cern.ch/twiki/bin/view/LCG/LCGServiceChallenges 
ALICE : http://agenda.cern.ch/displayLevel.php?fid=3l151 
ATLAS : http://agenda.cern.ch/displayLevel.php?fid=640 
CMS : http://cmsdoc.cern.ch/cms/cpt/Computing/Integration/grid-integration.html 
LHCb : http://indico.cern.ch/categoryDisplay.py?categId=2l50 (PASTE meetings )

· The LCG computing TDR

· LHCC Computing Comprehensive Review (Nov 05)
http://agenda.cern.ch/fullAgenda.php?ida=a045606 

· EGEE-NA4/PTF : Application Requirements (382) https://savannah.cern.ch/support/?group=egeeptf 

· The “generic” Fox UK eScience Gap analysis
http://grids.ucs.indiana.edu/ptliupages/publications/GapAnalysis30June03v2.pdf 
The scope of the analysis was distilled from two sources:
· OSC minutes (July 05) on what’s required.

· GridPP PMB (5th Sept) on what we should do about it
http://www.gridpp.ac.uk/pmb/minutes/050905.txt 

In addition, the UK MSN work package managers were polled for their own view. The initial document was then constructed and circulated to the LHC experiment UK contacts for further revision and expansion. The revised document was then sent to the GridPP Project Management Board for wider consideration.

The analysis produces some detailed comments on services close to the production process. These may be seen as the “known unknowns”. There is also more general discussion of the potential missing aspects for analysis. As there is much less real world experience with Grid-based analysis of large datasets, these are the “unknown unknowns”, and are accordingly less precisely specified.
2
Gap Analysis
2.1 Gaps in functionality of existing items and services
Workload Management and job submission.
Job scheduling is now becoming much more reliable, and submission policies used by the experiments in production more sophisticated. However, the specification and content of the policies remains quite arcane. Much of the improved performance also comes from experiment-maintained whitelist and blacklist data, and also from multiple submission methods.

Particularly in the area of analysis, submission policies will be used by a large and relatively unskilled community. There is therefore a requirement for user-comprehensible and effective scheduling algorithms. These will almost certainly need to interact with the VO whitelist and blacklist mechanisms.
There is also a likely need for job chaining. This arises from the production use case in the following section on data handling.

Data Handling

The computing models assume that a production job is submitted and begins to analyse data without waiting a long time once the job begins running. However, in the case of reprocessing, the data is usually assumed to reside in archival storage. There is therefore a requirement that data can be pre-staged and pinned to disk until it is processed. A logically simple way to communicate the availability of the staged data to the job that will consume it is job chaining or some similar workflow management. The most recent SRM API has the option to pin data, but it is not believed to be backed with real functionality. There is therefore a need to put this in place and devise a suitable workflow that will deliver the reprocessing use case from the experiment TDRs. It should be noted that analysis many also need a ‘recall from elsewhere and pin’ mode to work effectively. Further, there is a general gap between the user level requirements and what the SRM defines in terms of Volatile-Durable-Permanent. (The current definitions are given at http://www.jiscmail.ac.uk/cgi-bin/webadmin?A1=ind0601&L=gridpp-pmb.)
The risk of not having such pre-staging, pinning and appropriate workflow us the highly inefficient use of hardware resources, and possibly an overall shortfall in the hardware resources required to meet the experiments’ needs.

2.2 Gap Between Delivered and Required Performance
Data Movement and Replication
While there has been a notable improvement in these areas with developments such as the File Placement Service, the current performance is not sufficient to meet the experiment needs. It is not clear if this will merely require tuning, some recoding or a fundamental redesign. The present FTS implementation defines a very low level of functionality.
The associated risks are initially that there will be a poor use of resources, with datasets produced and lost many times. This would also drain VO effort. In the longer term, a persistent problem in this area would risk a move away from Grid solutions by a VO.

Metadata Queries

A potential area for poor performance is in the area of metadata services and database technologies. The live analysis situation may have tens or hundreds of users making chaotic, repeated and complex relational queries on databases that grow at (in the case of TAG data)  ~4TB a year. The performance of the proposed tools under such conditions requires testing. There are also many different forms of metadata – at event level, file level, collection level and collection of collection level. All have different databases and growth rates, and must inter-work. Their integration has largely been taken on by each experiment separately, with only the authentication/authorisation layer in common.
Workload Management

The general job submission and scheduling also requires stress testing under the condition of hundreds of thousands of individual jobs being submitted within a VO. Unlike the tests so far, the submissions will be mainly chaotic.
2.3 Gaps in Conception: Missing Services and Items
High Level Data Management

There is no common high-level data management layer. Given the requirements to move data securely on common networks with common failure modes, and to reschedule the movement in the case of such failures, it is hard to see why a generic solution cannot be derived. There will certainly be differences between experiments (for example, distinct catalogues), but the differences would seem to be a matter of configuration. That three out of four of the LHC experiments use the same persistency technology make the case for multiple solutions more surprising.
In the absence of such a layer, the VOs must provide their own. This is wasteful of resources at present, and will become increasingly hard to support into the future. Worse, it leads to the development of separate persistent services performing essentially the same task. 

The risks of this situation include the poor use of human resources, possible divergent demands from VOs, the inability to maintain in house systems across three Grid deployments and also pressure for VO boxes

VO Specific Persistent Services

The failure to identify common persistent services extends beyond high level data management, and includes monitoring services at a level that allows job control and interaction via a production system/Grid interface. Such demands lead to requests for VO Boxes (more accurately described as VO-specific persistent services).

The risk of a continued demand for VO Boxes include: reduced site availability because of site security and access rules; site security compromises; additional workload placed on scarce Tier-2 effort (that could in turn lead to further reductions in site availability).
Debugging

There debugging on the Grid is a problem already, even for experts. There is insufficient logging and error information, job reproducibility is poor and there are no easy tools for querying the running environment. Reproducing the conditions of a failure, logging and error reporting should all be raised to the level expected from PBS/LSF/NQS. There will also be an increasing demand from analysts for a Grid-based interactive debugging tool, but perhaps more immediate is the need for a tool to interactively interrogate the actual Grid environment at the site of a failure in order to compare it with that expected.

3
Conclusion
3.1
Overall Exposure
There remains a significant exposure to the risks caused by these gaps. The most significant risks seem at present to be from the data management area. Despite the problems in workload management and scheduling, there is an effective and useable (set of) Grid(s) for cpu-bound activities. However, the very large datasets that will present themselves by 2007 require sophisticated data management, which is not yet evident. These data management gaps also a disincentive for VOs to be come engaged today.
3.2
Actions for UK 
While most of the issues are global in scope, there are several actions that the UK can take to address the problem. In general, the gaps mean that more effort is required in the experiment ‘upper middleware’ and in operations that would otherwise be the case. This needs to be factored into the future planning.
Workload management. The UK is providing important effort into the area of workload management and testing. The UK is also in possession of useful performance data (gathered under the Portal project), which can be used in the design and assessment of WMS techniques. There are plans underway to use this information, which should be encouraged.

Data management. In the absence of a global solution, the UK is putting effort into VO-specific solutions. These include the explicit data management tools (PhEdEx and DDM) and also with metadata systems. The UK must continue these efforts, but exerting pressure to find commonalities and to merge effort wherever possible.
3.3
Actions in the World Context
Perhaps the most useful UK role will be to continue to raise these gaps in the international context. The UK has representation on the wLCG POB, and should use this forum to address the gaps. It should also take pains to encourage generic solutions, and resist the tendency for ad hoc, per VO solutions to become permanent features.
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