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Introduction

During 2005, two UB questionnaires were completed by the GridPP user community; the results have been detailed in previous reports. The questionnaires confirmed that Grid usage by experiments was less prevalent than desired, but increasing. In addition, a number of complex issues relating to Grid middleware, documentation, and deployment were highlighted. Many of these issues have been addressed within GridPP during the intervening period.

Informal follow-up to the questionnaire around December 2005 indicated a similarly complex picture. It was felt that, preceding another questionnaire round, a more in-depth information gathering exercise should be undertaken in order to more fully understand the issues facing the experiments in their usage of the Grid. This was also intended to help engage experiments which had not provided a response to the last questionnaire, or which had only recently become active within GridPP. A series of discussions are ongoing between the UB Chair / Deputy Chair and individual experiments. We report below two early sets of conclusions that have been drawn.

Experiments’ Perceptions of the Grid

Discussion of the perceptions and needes of the experiments and groups using GridPP resources, allows them to be roughly grouped into three categories:

The LHC experiments (ALICE, ATLAS, CMS, LHCb) have well-formed plans for Grid usage. It is anticipated that during 2006, all usage of UK Tier-1 and Tier-2 resources will be via the Grid. Some issues remain in achieving this goal; however, they are not usually UK-specific. These experiments generally view the role of GridPP as ‘adding value’ to the generic LCG system through support and documentation services directly addressing the needs of UK users, as well as by providing operational support at UK centres. All LHC experiments have been successful in using the Grid for Monte Carlo production via the workload management. However, use of data management tools is far less advanced. Only one LHC experiment has demonstrably made use of the Grid for analysis.
A category of large running experiments includes BaBar, CDF, D0, Zeus and H1. There is a range of levels of Grid engagement between these experiments. Specifically, CDF and D0 make no use of LCG-style Grid tools, with preference for their own mature distributed data processing systems; these systems notably include a great deal of Grid-like functionality. BaBar has increased its Grid usage at both Tier-1 and Tier-2 levels during 2005, though is still heavily reliant upon traditional processing. Zeus and H1 have been successful in adapting their existing distributed Monte Carlo generation systems to use Grid workload management tools at a lower level. However, they do not plan to use the Grid for analysis or other data processing tasks. These experiments have expressed similar views in several respects:

· Their key priority is for continuity and stability of service provision, without the need to adopt new tools with no clear short-term benefit.
· They are able to make some use of Grid workload management tools, and see some benefit to this approach. However, no experiment is using LCG-style data management tools, or has well-formed plans in this area.
· The experiments have UK personnel in place with computing expertise; however, these individuals are 100% committed in pursuit of the day-to-day management of UK or experiment computing, and have little time to climb the learning curve or experiment with Grid tools.
Finally, a third category of new activities comprises experiments and groups who have recently begun to require large-scale computing resource, who can foresee that requirement in the near future, or who have recently begun to engage with GridPP. Examples of experiments in this category include Minos, SNO, MICE and PhenoGrid. These experiments are interested in what the Grid can offer, and have begun to examine how they can most easily use Grid tools. However, they suffer from a lack of expert effort with the time to climb the learning curve. In the case of mature experiments with limited effort, a simple way to use Grid tools is required. The GridPP Portal project is squarely aimed at addressing this issue, though clearly cannot solve the entire problem without a contribution of effort from the experiments. The experimental representatives on the UB have been encouraged to make full contact with the Portal developers to explore this route further.

We note that one activity, UKQCD, does not obviously fit into the above categories. They have been highly successful in using a Grid approach for storage and management of their dataset, using only limited manpower, albeit without usage of LCG tools.
Key Issues in Grid Usage

From experiment input thus far, it is possible to highlight a small number of key issues as critical for experiments’ take-up of the Grid. Many of these issues are explored more fully in the context of LHC experiments in the GridPP gap analysis.

· Documentation and middleware support: Quality of documentation has been addressed by GridPP through appointment of a Documentation Officer, and this action is now starting to show results. However, documentation remains an issue raised repeatedly by experiments. The provision of meta-documentation (e.g. pointers to useful documents) is regarded as an example of the added value provided by GridPP in the UK.

· Effort for Grid exploitation: Many small or new experiments profess a desire to engage with the Grid, but lack the manpower to do so effectively. This is a chicken-and-egg situation; without effective engagement, the experiments will remain unconvinced of the value of the Grid in improving computing efficiency. The portal project partially, though far from entirely, addresses this question. Suggestions from experiments include this lack of effort being addressed in future funding rounds, and a simple drop-in replacement for existing batch systems being provided for interface with the Grid.

· Data management middleware: Even the LHC experiments are yet to make effective use of LCG data management tools, whereas the larger running experiments (and UKQCD) demonstrably make effective use of custom solutions. There is clearly a gap in middleware functionality and deployment in this area, which the experiments are filling themselves, without any coordinated attempt at generic solutions. Two of the experiments now have relatively mature higher-level data management systems that they are likely to use beyond LHC startup.

· Use of Tier-2 resources: There is a general mistrust of Tier-2 storage resources in particular, possibly driven by a lack of clarity in the availability and quality of service of these resources at Tier-2. In addition, the experiments feel a strong need for both ‘point to point’ contact with operations staff at Tier-2 centres (for larger experiments, and sites where a large and diverse analysis community might one day exist), and for a generic support mechanism where appropriate. The latter approach may be most useful for smaller experiments with limited effort, which wish to use a large range of generic Tier-2 centres. GridPP has taken initial action to address the perceptions of Tier-2 and the support question, by making an explicit ‘pairing’ of LHC experiments with specific Tier-2 sites in the UK. This will enable the experiments to begin climbing the Tier-2 ‘confidence curve’ in a controlled setting, and with good informal contact with the relevant operations staff.
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