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Introduction

Progress has been made in a number of key areas in the second half of 2005:

· Demand for CPU, disk and tape capacity have been substantially higher than in the first part of the year. The service has run at 100% of CPU capacity for weeks at a time. A shortage of capacity (particularly disk) is expected in 1H06.

· Progress has been made on the LCG service challenges, both in terms of throughput and service functionality. The Tier-1 has exceeded its nominal (150MB/s) target transfer rate from CERN.

· A new tape robot (funded by CCLRC) has been delivered and installed and orders placed for capacity CPU and disk.

· Decision has been made to deploy CASTOR as the new robot management infrastructure and a basic system is already installed and under test. 

Resource Allocation and Use

2. 2005 Outturn

CPU batch farm capacity is approximately 830KSI2K. CPU utilisation was essentially constant between February and June at just under 400KSI2K*CPUmonths per month – about 50% of total capacity (for 100% service availability). This low utilisation was a concern to both the Tier-1 Board and Oversight Committee and was identified as an area to both understand and improve. Significant effort was committed by the Tier-1 in the second half of the year (in areas such as monitoring, availability and experiment support) in order to maximise CPU use. Utilisation has been considerably higher in the second half of the year, peaking at about 740KSI2K*CPUmonths in December – about 90% of total capacity (Figure 1). CPU utilisation is only one measure of resource usage and an analysis of CPU efficiencies and farm occupancy are discussed further below following a review of disk and tape utilisation. 

Disk capacity available for deployment to the experiments is about 179TB. Disk utilisation climbed steadily over 2005 and is currently about 150TB (Figure 1)., Current overall utilisation is about 80% and there probably remains headroom of 20-30TB.. Although it is clear that there remains some unused capacity it should be noted that headroom is usually needed by the experiments during normal operation. For example, BaBar (the dominant user) retains about 5% capacity unused in order to operate a dynamic pool for dynamic restore of offline datasets stored on tape. File-systems with more fluid storage policies need rather lower occupancies in order to avoid failures due to lack of space. This optimal occupancy will vary between experiments but experience suggests that 80-95% is not unreasonable, depending on the data rates and size of the disk pool.

Tape capacity available for deployment to the experiments is about 318TB. Demand for tape has grown steadily throughout the year, mainly driven by Babar requirements. Current use now exceeds 250TB (Figure 1)., although there is probably some scope for deletion of some unused datasets.
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· Figure 1: 2005 Utilisation (top left) CPU: capacity is indicated by the full line and Grid (Non-Grid) use by the red (green) histograms.   (top right)) Disk: individual experiment use is indicated by the coloured histograms.
(bottom centre) Tape use by experiment

Grid use was significantly higher in the second half of the year, exceeding 50% of total use. However, the potential for further growth in Grid work is relatively low unless Babar analysis work can move to Grid based submission.

Average use of the facility for 2005 is given in Table 1 below. 

	CPU utilisation [%]:
	57
	Disk utilisation [%]:
	  63
	Tape utilisation [%]:
	69

	Via Grid [%]:
	30
	
	
	
	

	Non-Grid [%]:
	27
	
	
	
	


Table 1: Summary of 2005 utilisation, where utilisation is calculated as(annual integrated capacity used) /  MIN(allocated, available) 

I

Total storage capacity (a combination of disk and tape) accessible by the Grid was 136TB (45% used) in Q3 and 88TB (71% used) in Q4.

The CPU utilisation  figures make no allowance for service downtime of any kind and are obtained from the local accounting system. Grid accounting information (does not include non-Grid) are also logged at the Grid Operations Centre in the APEL accounting database. APEL indicates that CPU utilisation via the Grid was 26%, a reasonably close match with the local accounting given above. The discrepancy is due in part to Tier-1 data from Q4 missing from APEL following problems with data upload, this problem is still being worked on (see the Tier-2 report for more details of APEL accounting).
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Because not all batch jobs occupy the CPU for 100% of the time, CPU utilisation gives an underestimate farm of occupancy (and hence demand for resources). The efficiency of a batch job is the ratio of CPU time to elapsed time. A highly CPU intensive batch job can achieve 95-98% utilisation of a CPU, an I/O intensive job is more likely to be around 85-95% utilisation of a CPU, 

and jobs waiting for busy resources can vary from 0-100%  efficient. In order to understand the apparently low CPU utilisation in the first half of 2005, a detailed analysis of batch job efficiency was  carried out. As can be seen overall efficiency was very low during Q2/2005, but was much higher in Q3/2005 and Q4/2005, it was 90% in December. When CPU time is corrected by job efficiency (to give job elapsed time), it is apparent that the farm ran close to or greater than 70% occupancy 

Figure 2: CPU Efficiency (left) and farm occupancy – scaled purple line - (right)

since March 2005 and at over 90% occupancy since September 2005. There have been extended periods of many weeks when demand has exceeded available capacity.

Job efficiencies are now monitored month by month per VO and the data has proved to be a valuable tool to aid in maximising throughput. VOs with low CPU efficiency can be targeted in order to identify any local system bottlenecks that can be resolved by the Tier-1.

The hardware continues to be actively monitored and the status is available from

 http://www.gridpp.ac.uk/tier1a/stats.html. 

A full description of the 2005 outturn can be found at

http://www.gridpp.ac.uk/tier1a/board/doc/Tier1_2005_Experiment_Outturn.doc
with an agreed summary at 

http://www.gridpp.ac.uk/tier1a/board/doc/Tier1_2005_utilisation_agreed_summary.xls
3. Current Resource Management 

During the period, other than the phase out of some low capacity (pre-GRIDPP) systems, few significant changes were made to the production hardware infrastructure. 

A policy of substantial over-allocation of CPU resource commenced in July 2005. Although allowing increased commitments to be made to experiments, over-allocation makes no practical difference to Tier-1 scheduling, where allocations are simply converted into percentage shares of the existing resource. Over-allocation was not generally feasible to implement on the disk service, and the process of managing disk allocations, particularly capacity reduction below already utilized levels has been slow and cumbersome, complicated by three storage domains: NFS, dCache and Babar’s xrootd. Over-allocation of disk was successfully implemented for the January 2006 Service Challenge, but this was a potentially risky strategy only feasible because the service challenge data could be promptly deleted.

Use of the tape service increased as Babar’s xrootd infrastructure began to provide a production tape back end service. Use of the tape SRM was lower than expected as experiments focused on resolving problems at the SRM/FTS layer, however CMS did succeed in making increased use of the tape SRM, which was incorporated into their PHEDEX infrastructure. 

In October it was confirmed that CCLRC could commence procurement of an additional 200KSI2K of CPU capacity and 100TB of disk. Tenders closed on 4th January, evaluation completed and orders were placed on the 18th January. Delivery is expected by 3rd March 2006. This schedule is consistent with that outlined to the OC in July. A review of alternative strategies is described in another document, however changes in strategy (if desired) are unlikely to be able to be implemented until FY2007. 

CPU and disk prices were lower than those expected in August 2005 and it was eventually possible to purchase 266KSI2K of CPU capacity (based on dual core Opteron 270 CPUs) and 130TB (to be confirmed after deployment)  of disk. For planning purposes, CPU capacity is scheduled to be available by May and disk capacity by late July (earlier dates are possible – particularly for disk - if deployment goes well).

4. Experiment requirements

The current schedule reviewed on 14th December by the User Board (UB) can be found at: http://www.gridpp.ac.uk/pmb/docs/alloc_q106.xls/. The meeting concluded that:

· A major shortfall in disk capacity was expected during 1H2006, Babar’s request alone (150TB in Q2) representing over 83% of total available capacity of 179TB (this was predicted to be so in the last report to the OC in July). The situation would be yet more acute without the postponement of the planned phase out of 36TB of aging capacity. 

· Some shortfall in CPU capacity is expected to occur 1H2006, but this could be addressed by over-allocation until additional capacity became available.

In January, in order to resolve the expected considerable contention in disk resources, the Tier-1 board confirmed that Babar disk capacity would be capped at 95TB during 1H06. Babar have subsequently informed the Tier-1 that they planned to move one of their 3 main analysis groups (about 1/3 of Babar users)  from RAL to SLAC in order to allow them to work within their available allocation. This is disappointing, considering the effort that has gone into moving Babar analysis work to RAL.     

The shortage of disk is also likely to impact LHC experiments ramp up in testing of the LCG infrastructure. Current LHC capacity at RAL represents only approximately 3 days transfers at peak rate.  

In order to address the considerable shortfall expected at the Tier-1 during 1H2006, the UB, requested that experiments take all possible steps to make use of Tier-2 resources wherever possible. The Tier-1 board confirmed in January that it was imperative that experiments move work off the Tier-1 where possible. Although necessary to meet experiment requirements, the drive to move work off the Tier-1 is inconsistent with Tier-1 staff’s effort to widen and deepen the use of the service. And if not balanced carefully against capacity may lead once more to an under utilisation of existing resources. The potential loss of users also may impact operational load testing of the Grid interfaces.

The March hardware upgrade (scheduled to be online in Q2 for CPU and Q3 for disk) will only partially meet the UB’s expected capacity requirement for 2006. Further hardware purchases will be needed in 2006 in order meet unsatisfied demand. The following schedule will need to be followed in order to deliver hardware in a timely manner:

· February 2006 – Financial planning completed, non capacity purchases agreed and costing model finalised.

· March 2006 – UB finalises requirement and final version of Tier-1 purchasing plan agreed by GRIDPP and signed off by PPARC.

· Early April – procurement commences.

· Delivery in early August 2006.

· CPU deployed October, disk deployed December 

A somewhat earlier schedule will be feasible if firm prices obtained in the recently completed procurement are used. The above schedule will be challenging but just feasible if a completely new re-tender is required in order to try and obtain better prices. 

A CCLRC document has been written that seeks to address the concern expressed by the GridPP Oversight Committee that: "The Committee was not confident that the procurement of cheaper commodity components [by the Tier-1], followed by protracted testing, ultimately delivered value for money.  It requested a cost/benefit analysis of faster procurement models."

The document is at:

http://www.gridpp.ac.uk/tier1a/board/doc/Procurement_Strategy.doc/ 

Deployment Status 

1. Infrastructure

CCLRC purchased and received delivery of a StorageTek SL85000 tape robot. Tender, delivery and commissioning have gone extremely well. The first 6000 slots, together with control systems were delivered just before Christmas. The robot (funded by the E-Science centre) was purchased to replace the existing (but aging) STK Silo. Migration of GRIDPP’s 9940B drives to the new robot will be completed in 1Q2006. The old robot will be phased out of service once the new robot is in operation. A further upgrade to 10,000 slots will be completed in the summer. New T10K tape drives with increased bandwidth of 120MB/s (up from 50MB/s) and media capacity of 500GB (up from 200GB) will be available in 2Q2006. The Tier-1 board reviewed and agreed the costing model for the new robot, and agreed that early in FY06 we should buy one T10K drive for testing and sufficient media to meet service challenge needs. In the second half of FY06/07, the Tier-1 (after consultation with the UB) was authorized to purchase up to two additional T10K drives and up to 100TB of media if these were needed by the experiments. CCLRC offered to provide access to any unused capacity available on its own T10K drives to help support service challenge requirements.

The current (ADS) robot control system (used/funded by many projects other than GRIDPP) has several limitations, that have led CCLRC to conclude that it will not meet the needs of projects such as LCG requiring substantial capacity and performance. Key factors influencing the decision were:

· The ADS software was written “in-house” in the early 1990s and the limited effort available was not sufficient to develop the product for the LHC era. Support was also problematic with only two key staff understanding the internals.

· ADS was only supported on AIX, adding significantly to cost, and porting to Unix would be potentially costly.

· Structural limitations (such as file counts) and performance limitations meant that the existing service would be inadequate to meet capacity and performance requirements.

Following a review of possible replacements it has been decided to join the CASTOR project and to migrate the control system from ADS to CASTOR (see: http://castor.web.cern.ch/castor/ )  over the next 1-2 years. The Tier-1 board reviewed the reasons behind the decision and confirmed that they agreed that the CASTOR migration was in the best interests of GRIDPP. In order to kickstart the process, CCLRC also funded the purchase of an additional 22 systems to provide core systems for the CASTOR deployment. The CASTOR deployment has major implications for the Tier-1 SRM deployment and these are discussed further below. 

One major break in service occurred during the period. This was caused by a disk failure on the batch scheduler. Unfortunately the failure occurred at the start of 4 days of unattended running over the August bank holiday weekend. Staff attended the incident, but were unable to restore service within a reasonable time, without risking the loss of important state information from the server. Recovery was postponed until after the long weekend. 

Following the incident work commenced to develop a high availability solution for the scheduler based on HA Linux with dual failover systems. Although initially encouraging, testing has shown that the more complex HA solution is actually less reliable. At present the scheduler is hosted on the newest available hardware with mirror disks. Work on HA Linux continues, but at a lower priority.

The requirement for LCG service reliability and availability will be increasingly challenging through 2006 and 2007. Plans are being developed to harden other critical services by a variety of means from redundant spare systems to hardware protection (such as mirroring). Ten systems were upgraded to mirror disks in 2005, and the recently ordered Oracle service (for the 3D project) was specified with resilience in mind. Additional money will need to be spent in FY06 to further harden key parts of the infrastructure.

The unattended Christmas period (24 December-2 January this year ) has always been a high risk time for the service. This year, two staff worked several days overtime in order to attempt to maintain full service during the period. This was very successful, and their effort, coupled with remarkably high demand led to probably the best used Christmas run on record.

Figure 3: Farm occupancy for the Christmas 2005 holiday period

Work has commenced on a new automation and exception monitoring system based on Nagios, which is expected to give improved automation and more sophisticated callout capability.

Some staff already informally provide out of hours cover for the service. The Tier-1 board has agreed that a more formal on-call system (costed at normal CCLRC overtime rates) may be put in place provided work is undertaken to harden the service, in order to reduce the cost of callouts to acceptable levels. On call should commence during Q1 2006, provided sufficient team members are prepared to support it.. 

No incidents caused by building power supply or cooling system failure occurred during the period.

2. Grid Service Development

Deployment of new Grid services was driven primarily by the need to meet functionality requirements for the Service Phase component of Service Challenge 3. New components such as the File transfer Service (FTS), LCG File Catalogue (LFC), and VO boxes (systems providing services specific to a single VO) were deployed. In general installation went smoothly, the FTS being well used by many UK sites. Difficulties were encountered during the deployment of two of the VO’s VO boxes, inadequate disk resource had been requested by Alice/scheduled by GRIDPP to meet the needs of the Alice VO and misunderstandings in the security status of the Atlas VO led to unnecessary delays (the documented configuration was non-compliant with the LCG security policy). Tier-1 staff are actively involved in writing LCG guidelines for deployment of VO systems. In order to improve communication, Tier-1 staff now attend the ATLAS production meeting.

Following the decision by the ADS group to deploy CASTOR as the control system for the tape robot, a review of possible storage architectures for the Tier-1 was carried out. The Tier-1’s existing dCache SRM/disk pool manager is now well developed and tested, however it was not considered to be in the best interests of GRIDPP to continue to operate two distinct SRM and disk pool management systems. It has therefore been agreed to phase out the dCache service over an extended period, once the CASTOR system proves itself able to meet the projects requirements. CASTOR will be used in the July 2006 service challenge and if this (and preliminary testing) go well then a CASTOR production service will commence at the end of 3Q2006 and dCache will be phased out by 2Q2007. Although long, this schedule will be extremely challenging and there is a significant risk in this strategy. The Tier-1 board reviewed a paper outlining possible strategies and confirmed that it believed that CASTOR was in the best long term interests of the project. By the end of January a test CASTOR infrastructure was installed and running and basic functionality tests had started. 

3. Service Challenge Status

The LCG and GRIDPP Service Challenges have increasingly dominated the Tier-1’s Grid development, deployment, and operation.  

In July 2005, the Tier-1 took part in LCG Service Challenge 3 (SC3) throughput phase. Target rates of 150MB/s (sustained) to disk were planned and 60MB/s to tape (for RAL). The service challenge was only partly successful (for LCG generally). Additional software such as the File Transfer Service (FTS) and the SRM had been introduced into the stack. Key issues related to both reliability and interoperability. Disk-Disk rates obtained were only about 50% of target and stability was poor. The tape test took place and RAL succeeded in delivering 60MB/s as planned, however the tape test was only for a few days and was impacted by service breaks both in the core infrastructure such as CASTOR at CERN, but also at the RAL SRM. A notable success for GRIDPP was the successful involvement of several UK Tier-2 centres in the service challenge, fed by RAL, controlled either by the experiments own replication software or via the RAL installed and operated FTS instance.

A period of testing and analysis followed the July SC3 throughput test. New software releases were made late in the year and a further rerun of the disk-disk tests scheduled for January 2006. This run has just successfully completed. The Tier-0 was able to sustain 1 Gigabyte/s aggregate data flow for several days to at least 10 Tier-1s (about 100MB/s for RAL) , with excess throughput capacity remaining at many sites (including RAL). Maximum throughput tests were also completed and RAL demonstrated 170-190MB/s for several hours:
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Figure 4: Demonstration of peak data rate for SC3 throughput phase II for CERN-RAL (about 180MB/s)
The Tier-1 has also been central to GRIDPP’s  own Tier1-Tier2 throughput service challenge and has been able to sustain multiple concurrent 300Mb/s data streams to different sites. The detailed testing (much of it driven by the Tier-2s) has identified interoperability issues between the different SRMs (dCache and DPM) and has helped identify bandwidth bottlenecks. By the end of January 2006, GRIDPP are scheduled to have tested 50% of Tier-2s from the Tier-1.

RAL has continued to take part in the LCG 3D project/Service Challenges, joining the test-bed for COOL (Conditions Database Project - part of the POOL Persistency Framework). We are using Oracle Streams to replicate with the Tier0 at CERN. Although presently an R&D project, the 3D service will merge with the production service for Service Challenge 4. Hardware has been ordered to allow the existing “batch worker” test system to be replaced with 4 server nodes and mini-SAN attached to a small Fibre Channel RAID array. This will be deployed in time for SC4 and will be expected to deliver reliable UK wide services.

The Tier-1 successfully took part in the UK/I ROC Security Service Challenge. This gave the team the opportunity to broaden the number of staff able to respond to a Grid security incident.

4. Security

There were no security incidents during the period and few alarms were raised by other sites that needed Tier-1 staff to investigate.

5. Experiment Support

Experiment support staff have now been in place over 6 months and are full contributors to the service. Over and above initial training and personal development work, initial priorities have been to:

· Understand and improve capacity and throughput monitoring in order to maximise use of the Tier-1. Work was undertaken to monitor, available capacity, experiments’ job CPU efficiencies, batch scheduler metrics. This has proven to be a valuable diagnostic tool.

· To put in place general services needed by the experiments. For example the LHC File Catalogue (LFC) and the File Transfer Service (FTS).

· Improve monitoring and management of Tier-1 helpdesk

· Five new VOs were added during the period: ESR,  Pheno, ILC, Magic and t2k. The addition of a new VO involves not only configuration effort, but also resolution of the usual initial flurry of queries in order to get work running successfully.

Specific work was also carried out for a number of experiments:

	Alice
	VO box

	ATLAS
	VO box

	Babar
	Supported xrootd infrastructure
Provided filesystem management tools

	CMS
	Frontier SQUID service
VO services (monitoring etc)
SRM debugging and interaction with Phedex

	D0
	Samtation installation

	LHCB
	VO box


Work has also been carried out to improve documentation in the GridPP Wiki:

http://wiki.gridpp.ac.uk/

Outlook

Commencing in April, Service Challenge 4 will be the main focus of the teams efforts over the next 9 months, a stable LCG service in its final configuration is needed by Q4. New services will need to be deployed and existing services and processes hardened. Deployment of a production CASTOR service to the required timetable will be challenging. Installation and commissioning of new hardware (tape robot and new drives, disk and CPU nodes) will take significant effort in Q1 and Q2, a further procurement expected later in the year will take further effort. Networking upgrades within site are expected as a direct 10Gb link between the Tier-1 and CERN is established, tested and the SRMs tuned appropriately.
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