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2006 Progress
As in the past, this status report summarises information from the general LCG progress and quarterly reports that are available at http://lcg.web.cern.ch/LCG/planning/planning.html#spr with another useful source of information being the regular LCG available at https://twiki.cern.ch/twiki/bin/view/LCG/LcgBulletins. The previous report to the GridPP Oversight Committee concluded that steady progress was being made towards delivering a stable production ready service but commented on missing functionality, notably in for mass storage and workload management. This report will concentrate on these areas but the regular and steady progress in the Applications Area in response to the input from, and the requirements of, the LHC experiments should not be overlooked.
WLCG Service Progress
As can be seen from the table below, the reliability of CERN and the Tier1 sites, as measured by the SAM tests, continues to improve. At the end of 2006, the three month average of the 8 best sites was 84% (compared to the target reliability of 88%); the corresponding figure now is 91%, i.e. matching the now increased target reliability.
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In addition to these tests, two additional reliability measures have been introduced; firstly versions of the SAM tests which measure specific features of interest to each of the LHC VOs and secondly an analysis of the success rates for LHC experiment jobs submitted via an EGEE Resource Broker. Comparison of the different reliability measurements in future is expected to highlight specific issues which affect individual experiments and addressing these issues should lead to an improvement in the overall quality of the WLCG service.
Collection of resource accounting information from CERN and the Tier1s has improved with almost all CPU accounting data now being extracted automatically from the APEL repository. The figures below show the evolution in CPU and disk storage usage at these sites and also show the progress in installation of equipment to meet the MoU commitments. Whilst there is still a shortfall in capacity compared to the commitments (particularly for disk storage), the sharp rise in installed capacity in June, the planned date for delivery shows that the ability of sites to install new capacity on time has improved; it is to be hoped that this improvement will be maintained as a significant capacity ramp-up (by a factor of 4 for CPU and a factor of 6 for disk space) is required before the expected start of LHC operations in spring 2008.
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In addition to the accounting information from the Tier1s, a pilot reporting of CPU usage at Tier2 sites started in July and a formal collection of this data will start from September (i.e. with accounting data for September recorded in early October).
WLCG Service Issues

Mass storage issues, in particular the performance of the CASTOR system and the deployment of the SRM 2.2 interface to the different systems (dCache, DPM, CASTOR) have been the major concern during this period—and were also a major topic for discussion at the WLCG workshop that took place in early September. Fortunately, it seems that much progress has been made in these areas.
· The CASTOR Mass Storage System
A key feature of CASTOR is the use of an external scheduler (in most cases Platform’s LSF product) to assign storage access requests to an appropriate disk server taking into account the relevant I/O load and likely access pattern. Limitations in the interface to the external scheduler have long been recognised and a new interface was expected to be deployed at the end of December 2006. As delivery of the improved interface was delayed, ATLAS tests scheduled for February could not be completed successfully. This was treated as a high priority issue at CERN and the subsequent CASTOR release with the improved scheduler interface, version 2.1.3, has proved to be performant and robust at CERN and elsewhere.
With the scheduler interface problem fixed, the remaining long term issue, and one of particular concern at RAL, has been the lack of support for the so called “disk1” storage classes where automatic garbage collection is disabled and management of the disk cache is handled by authorised representatives of the relevant VO. This issue has been addressed in version 2.1.4 which was released at the beginning of September.
· SRM v2.2: CASTOR interface
Here, intensive work at both RAL and CERN led to significant improvements in the stability of the SRM v2.2 interface. Various minor deficiencies in the implementation were progressively addressed over the next few months and the CASTOR SRM v2.2 interface has been meeting all of the basic and use-case tests for some months now (see https://twiki.cern.ch/twiki/bin/view/SRMDev/WebHome).
· SRM v2.2: Production deployment
With the basic functionality testing of the four implementations used by WLCG sites (Castor, dCache, DPM, STORM) completed at the beginning of July, a beta test and deployment plan agreed. The SRM 2.2 support in dCache is bundled with a new version of the system (version 1.8), which includes other significant changes requiring careful testing before it can be introduced into production at a site. The July plan very quickly fell behind schedule, in part due to absences of key individuals during the summer holiday period, but also because of other commitments and priorities that had not been taken into account when the plan was agreed. A new deployment plan was agreed during the WLCG Workshop and CHEP Conference in Victoria, which is agreed as being more realistic, taking account of the availability of development personnel, testing effort within the experiments, and operational issues at the sites. The GridPP Storage Team has played a 

significant role in these developments, being held up as a model for site support as well as being involved in testing. A management oversight team (including Gordon and Cass) has been established to follow the progress on a weekly basis, covering both dCache and Castor. The rollout plan and current site status details are available at https://twiki.cern.ch/twiki/pub/LCG/GSSD/SRM-Rollout-Plan-2007.pdf and https://twiki.cern.ch/twiki/bin/view/LCG/GSSDSitesStatus respectively.
Another ongoing issue during the period covered by this report has been the lack of a production quality gLite Compute Element (and, in particular, the lack of any production CE for Scientific Linux 4) has been a concern for much of the year. Following extensive testing in the spring, the EGEE project has decided not to proceed with the gLite CE but to concentrate development effort on the more recent CREAM product. Although there is no date for a production release of the CREAM CE, the LCG2 CE (the one currently in production) has been successfully ported to SL4 and is now in the final stages of certification on the pre-production service.

Conclusion
During 2007, the WLCG service has continued to mature and, although, as for the previous report to the Oversight Committee, late delivery of functionality for the SRM v2.2 interface to mass storage systems and for the gLite workload management system has been a concern. The last report finished by stating that “the priority for the coming months is to demonstrate that the performance levels demonstrated during SC4 can be met at CERN and across all Tier1s as part of routine operations, with sites able to respond to incidents around the clock.” This has been achieved but as yet without simultaneous tests for multiple LHC experiments. To address this point, a Combined Computing Readiness Challenge scheduled for February (pilot) and May (production running) to demonstrate that the WLCG service can support the simultaneous requirements of all LHC experiments prior to the expected start of LHC operations in spring 2008. The CCRC sets the timescale for the delivery of remaining services such as the SRM v2.2 interfaces and these issues are being monitored carefully by the project management.
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