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2006 Progress
During 2006 the WLCG collaboration has made steady progress towards delivering the stable, production ready, worldwide distributed computing service required for the processing and analysis of LHC data, now expected to be produced from November/December this year. Detailed progress reports are available at http://lcg.web.cern.ch/LCG/planning/planning.html#spr with another useful source of information being the regular LCG Bulletins that were introduced during the year (an index of these bulletins is available at https://twiki.cern.ch/twiki/bin/view/LCG/LcgBulletins). Highlights of the progress during the year in key areas are as follows.
· Developing Tier1 reliability to the required level has been a focus during 2006 and reliability has improved throughout the year as can be seen from the table below. The target availability for 2006 was 88%, to be achieved by at least 8 sites. The target was therefore reached, although only just, for the last two months of the year with 5 sites equalling or exceeding the target in December. It should be noted, however, that despite improvements to the SAM test framework, there remain problems that lead to an underestimation of site reliability and, in a number of cases, a site is able to run jobs for one or more VOs even if the SAM tests fail. Introduction of job-level monitoring, as well as further improvements to the overall site tests, is thus a target for 2007.
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· Transfers from CERN to the Tier1 sites were sustained at rates of over 1.3GB/s (see figure below) and significant improvements in stability were observed as compared to previous tests. The performance levels achieved are certainly adequate for 2007 operation and, at the expected efficiency levels of the accelerator, probably also for 2008. However, improved stability and, in particular, the ability to recover rapidly from interruptions must be demonstrated over the coming months. On an individual basis, three of the four experiments have been able to demonstrate transfers at the nominal pp rates to the T1s; tests by the fourth (CMS) were designed to sustain only 25% of the nominal rate and this target was easily exceeded.
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· All Tier1 sites involved in the first phase of the Distributed Database Deployment project now in operation with the system being used by LHCb for replication of their LFC catalogue and use by the experiments for the conditions databases beginning. The 3D streams monitoring setup has been put into production since November last year and alerts experiment and sites about operational problems. It also provides graphical displays of the overall status of the database installations at all sites, which is now being integrated into the experiment dashboards.
· Releases of LCG applications area packages have continued throughout the year with key developments for ROOT (I/O optimisations), GEANT4 and the CORAL interface to relational databases. An internal review of the Applications Area took place in September (see http://lcgapp.cern.ch/project/mgmt/rev200609). The recommendations of the reviewers are being taken into account in the planning for 2007, and one, the provision of a nightly build system, has already been implemented.
· Although gLite-3.0 was deployed on schedule for the start of SC4 and the new Resource Broker (RB) has been shown to be capable of around 25-30K job submissions per day from a single server, a level of performance acceptable for CMS and probably also for ATLAS, the code is still not stable enough from a service manager or user point of view to be deployable in full production. Work continues with the developers, ATLAS, CMS and the deployment team to debug the problems. There are also delays in the testing and full deployment of the gLite CE.
Four points mentioned in the last LCG report to the GridPP Oversight Committee deserve particular attention.
1. The shortfall in hardware funding for the Tier0 and Analysis facility at CERN

Following the announcement in June that LHC operation in 2007 would be at injection energy with a reduced running period for physics, the hardware requirements for the Tier0 and Analysis Facility were re-evaluated and it is now considered that the budget available is just sufficient to meet these reduced requirements.
2. The SRM interface to mass storage systems

It was reported last time that RAL had successfully delivered an SRM 2.1 interface to the CASTOR mass storage system. Unfortunately, the limitations of this specification became apparent during a WLCG workshop in Mumbai in February. After much discussion, a new specification, SRM v2.2, and, most importantly, an agreement on how this specification is to be interpreted for WLCG use, were agreed in May. RAL delivered a compatible interface on schedule at the end of October. This interface has suffered from instability in the module which receives and stores incoming requests, but major problems in this area have been fixed recently. 
For the WLCG project as a whole, achieving stable, interoperating SRM interfaces for the three key mass storage systems (CASTOR, dCache and DPM) remains a priority.

3. The status of the CASTOR2 mass storage system

All four LHC experiments have now migrated fully to CASTOR2 and the various CASTOR2 instances successfully delivered the performances required during the various service challenges. Overall, therefore, confidence in CASTOR2 software has much improved. We note also the successful introduction of production CASTOR2 services at RAL and CNAF and the endorsement of CASTOR2 as the correct choice of mass storage system for the Tier0/CAF by a review held at CERN in June (see http://indico.cern.ch/conferenceDisplay.py?confId=2916). The review highlighted problems with the module responsible for the scheduling of storage requests as a significant concern and this is being addressed by the development team. Following promising results from a prototype, a completely rewritten scheduling module is expected to be delivered in March.
4. Procurement of mass storage hardware at CERN
Following intensive tests, the two competing tape drive and robotics systems installed at CERN—IBM’s 3592 drives and 3584 library and Sun/STK’s T10K drives and SL8500 library—both proved to be reliable and well able to support the required data rates. To maintain flexibility for the future it was therefore proposed to split future purchases between the two competing systems, a strategy agreed by CERN’s Finance Committee in November. The configurations for 2007 (drives, libraries and media) are now in place and an intensive copying of data from the previous 9940B media is now underway to allow removal of the previous STK PowderHorn libraries to make space for the expansion needed to accommodate the data to be collected in 2008.
2007 Plans
The initial LCG Grid Service is now starting and will run for the first 6 months of 2007. The aim during this time is to continue to improve reliability and performance ready for startup of the full Grid service on 1st July 2007. A set of milestones has been established to introduce the remaining key services (e.g. full FTS & 3D services, SRM v2.2 and VOMS roles) and to deliver a service, including full involvement of the Tier2s, with the performance, capacity and reliability required for LHC operation. These milestones, together with the plans of the different LHC experiments for the ramp-up and testing of their full computing environments, were presented and discussed at a WLCG Collaboration workshop which took place at CERN in the week of January 22nd (see http://indico.cern.ch/conferenceTimeTable.py?confId=3738). It was pleasing to note the significant attendance and active participation from GridPP at the workshop; this, together with developments such as the Tier1-Tier2 network traffic tests within the UK last year, is a reflection of the relatively advanced state of preparation of the UK Tier2 centres for LHC production.
Conclusion
In summary, the WLCG collaboration has made steady progress towards delivering the stable, production ready, worldwide distributed computing service required for the processing and analysis of LHC data. Although missing functionality needs to be delivered in some areas—notably for the SRM v2.2 interface to mass storage systems and for the gLite workload management system—the priority for the coming months is to demonstrate that the performance levels demonstrated during SC4 can be met at CERN and across all Tier1s as part of routine operations, with sites able to respond to incidents around the clock.
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