
PPARC Programme Proposal

The UK Grid for Particle Physics Collaboration


[image: image13.wmf]RAW

RAW

ESD

ESD

AOD

AOD

TAG

TAG

“

“

Interesting Events

Interesting Events

”

”

List 

List 

RAW

RAW

ESD

ESD

AOD

AOD

TAG

TAG

RAW

RAW

ESD

ESD

AOD

AOD

TAG

TAG

Tier

Tier

-

-

0

0

(International)

(International)

Tier

Tier

-

-

1

1

(National)

(National)

Tier

Tier

-

-

2

2

(Regional)

(Regional)

Tier

Tier

-

-

3

3

(Local)

(Local)

Data

Files

Data

Files

Data

Files

TAG

Data

Data

Files

Data

Files

Data

Files

RAW

Data

File

Data

Files

Data

Files

ESD

Data

Data

Files

Data

Files

AOD

Data

Event 1 

Event 2 

Event 3

RAW

RAW

ESD

ESD

AOD

AOD

TAG

TAG

“

“

Interesting Events

Interesting Events

”

”

List 

List 

RAW

RAW

ESD

ESD

AOD

AOD

TAG

TAG

RAW

RAW

ESD

ESD

AOD

AOD

TAG

TAG

Tier

Tier

-

-

0

0

(International)

(International)

Tier

Tier

-

-

1

1

(National)

(National)

Tier

Tier

-

-

2

2

(Regional)

(Regional)

Tier

Tier

-

-

3

3

(Local)

(Local)

Data

Files

Data

Files

Data

Files

TAG

Data

Data

Files

Data

Files

Data

Files

RAW

Data

File

Data

Files

Data

Files

ESD

Data

Data

Files

Data

Files

AOD

Data

Event 1 

Event 2 

Event 3


University of Birmingham

University of Bristol
Brunel University
CERN, European Organisation for Nuclear Research
University of Cambridge
University of Durham
University of Edinburgh
University of Glasgow
Imperial College London
Lancaster University
University of Liverpool
University of Manchester

University of Oxford
Queen Mary, University of London
Royal Holloway, University of London

Rutherford Appleton Laboratory
University of Sheffield
University of Sussex
University of Warwick
University of Wales Swansea
University College London
Contacts

Dr. David Britton – D.Britton@imperial.ac.uk (Project Manager)

Prof. Tony Doyle – A.Doyle@physics.gla.ac.uk (Project Leader)

Prof. Steve Lloyd – S.L.Lloyd@qmul.ac.uk (Collaboration Board Chairman)

Abstract

This document contains the bid from the UK Particle Physics Community to PPARC for £35.2m to develop the Grid for LHC Exploitation, supporting all particle physics research. We propose a 7-month extension to GridPP2, followed by a three year co-development programme with the LHC Computing Grid, the Particle Physics experiments and the Institutes. The GridPP3 project will deliver a full-scale Grid for Exploitation to meet the reconstruction, simulation and analysis requirements of experiments across the particle physics programme. The full deployment of Grid technology will make efficient use of resources to enable the UK to capitalise on investment in the LHC to meet the unprecedented challenges of LHC computing and enhance the discovery potential of UK physicists.
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1. Executive Summary

This proposal, submitted in response to the 2006 call from PPARC, aims to deploy and operate a full-scale production Grid for LHC exploitation in the UK. The success of the current GridPP Collaboration in developing a production Grid will be built upon, and the UK’s response to the LHC exploitation requirements in the period September 2007 to March 2011 will be to move the Grid “from production to exploitation”. 

We propose to operate a Grid as the main mechanism for delivering very large scale computational resources to the UK particle physics community. We believe this foundation will underpin the success, and increase the discovery potential, of UK physicists. In order to do this we will operate a production-quality Grid of unprecedented robustness, scale and functionality. The proposal is fully integrated with international projects and we wish to seize the opportunity to capitalise on the UK leadership already established in several areas. The UK Grid will be part of the large European e-Science Grid and will inter-operate with Grids in the United States and elsewhere. The project will be managed across various domains and will incorporate the UK’s input to the LHC Computing Grid (LCG). 
The project is organised in the following work packages:
A. Infrastructure and manpower at a national Tier-1 centre;

B. Infrastructure and manpower at four distributed Tier-2s;

C. Grid support in areas of recognised UK leadership;

D. Operations managed by a Grid Production Team to ensure a reliable infrastructure;

E. A management team and structure with a proven track record of delivery;

F. Outreach to other scientific areas and technology transfer;

G. Travel and other costs.

The project will be marked by a growing scale of distributed hardware resources. We will establish high-level metrics to determine the success of the project in terms of the delivery of these resources to end-users.

By 2012, the UK Grid infrastructure will have expanded in size to the equivalent of 50,000 desktop processors, with more than 20 PetaBytes of accessible storage and we aim to make this transparently available to a broad user community. This will enable the UK to exploit the unique physics potential of the LHC.

A request is made for £35.2m to extend the period of the GridPP2 project by seven months followed by a three-year GridPP3 programme starting in April 2008.

2. Outline

This document describes the GridPP proposal to operate a production Grid for the exploitation of the LHC. Individual component planning has been performed and the associated planning documents are provided as detailed information in Appendix A.

Section 3 provides a brief summary of the experimental motivation for this proposal. We have not provided a detailed justification of the physics case as this is available elsewhere.

Section 4 introduces the LHC Computing Grid (LCG), the Grid computing hierarchy and its relationship with the European Enabling Grids for E-SciencE (EGEE) project.

Section 5 introduces the UK Grid for Particle Physics (GridPP), briefly describing its history, current status and future plans.

Section 6 details the hardware requirements of the experiments for the UK Production Grid.
Section 7 describes how GridPP intends to meet the hardware requirements of the experiments in the UK.

Section 8 describes how GridPP will support and operate the UK Grid.

Section 9 describes how GridPP will develop its relationships with other activities such as EGEE and the National Grid Service (NGS).

Section 10 outlines the proposed management structures for the GridPP3 activities. 

Section 11 discusses outreach activities including dissemination, industrial liaison and documentation. 

Section 12 contains the financial resource request for this proposal including a breakdown of the requested funds for each work package. 

Section 13 concludes.

Appendix A provides links to more detailed information in the supplementary planning documents.

Appendix B describes the required levels of service set out in the WLCG Memorandum of Understanding signed by PPARC.
Appendix C describes the baseline middleware services required by the experiments. 

Appendix D gives the current list of external roles of GridPP Collaboration members. 

Appendix E contains a list of papers from the current work of GridPP Collaboration members.
3. Experimental Motivation

The future of particle physics is dominated by the LHC that is nearing completion at CERN. At a centre of mass energy of 14 TeV, the LHC will be the most powerful accelerator in the world for many years if not decades to come. The general purpose experiments, ATLAS and CMS, will be the largest experiments ever built and have the potential finally to answer the fundamental question of mass in the Standard Model, either through the discovery and study of the Higgs Particle or through whatever other mechanism is responsible for breaking the symmetries involved in mass generation. The LHC will also address many other key questions in particle physics such as how quarks and leptons are related and whether Supersymmetric particles exist. Commitments to ATLAS and CMS dominate the current UK particle physics domestic budget with completion of the experiments expected in 2007.

The LHC also provides a unique opportunity for more specialised experiments. LHCb will take advantage of the 40 million proton-proton bunch crossings per second to record a billion b-quark events per year, allowing much more detailed studies of CP violation than will have been possible before. ALICE will take advantage of the opportunity provided by the collision of heavy ions at unprecedented energy densities to investigate the properties of a new phase of matter, the quark-gluon plasma.

Due to the enormously high energy and luminosity of the accelerator and the complexity of the detectors, the LHC experiments will produce unprecedented amounts of data, estimated to be several PetaBytes per year, for offline analysis by teams of physicists all over the world. To analyse this data and to generate the Monte Carlo simulated data necessary to understand it will require huge amounts of computing and data storage facilities. These computing resources will be distributed across the world, linked together as a "Grid". In order for UK physicists to take full advantage of the substantial investment in the LHC and the experiments, and to be able to lead the potential discovery analyses, the UK needs to capitalise on its substantial investment in Grid infrastructure so far, by sustaining a working production Grid, in term of both hardware and software, for exploitation of the LHC for many years to come.

Although this proposal focuses on the provision of computing resources for the LHC experiments, it is clear that for the foreseeable future all particle physics computing models will use the Grid paradigm. Existing running experiments such as BaBar, CDF, D0, H1 and ZEUS are already using UK Grid facilities to extract first rate physics and others such as MICE and MINOS are likely to do so soon. There will be a demand for UK computing facilities for the analysis of future experiments such as T2K and simulation studies for future Linear Collider and neutrino programmes although their requirements are hard to estimate at the moment. Hence we have to ensure that all UK experiments can use the Grid for their analyses and simulation even though the resources they require will only be a small fraction of the total.

Full details of the UK physics cases for the major experiments can be found in the recent submissions by the experiments to the Particle Physics Grants Panel and in the Rolling Grant submissions by the individual institutes.
4. The LHC Computing Grid

The mission of the LHC Computing Grid (LCG) project is to build and maintain the data storage and analysis infrastructure for the entire high energy physics community that will use the LHC. The LCG involves a hierarchical arrangement of tiered regional centres, starting from Tier-0 at CERN, through major Tier-1 centres in several countries including the UK, to smaller Tier-2s. It is expected that each of these tiers will play an important role during GridPP3 and LHC exploitation. Tier-3 resources are the pooled physicist desktops machines and other small farms that will be integrated via the local Tier-2.

The hierarchy of Tier centres represents an optimisation of the resources mapped to the functionality and level of service required for different parts of the problem. Technically, as far as Grid resource brokers are concerned, there may be little distinction between a given resource at one Tier rather than another, but overall different tiers will be better suited to different tasks. Historically, a data hierarchy has been essential in enabling efficient data access: this maps onto the Grid hierarchy. A number of increasingly refined datasets will be created, distributed and cached such as raw data (RAW), Event Summary Data (ESD), Analysis Object Data (AOD) and tagged data (TAG). It is clear that the more refined (TAG) data should be as close as possible to the physicists performing their analysis. This is illustrated in Figure 1 where the data hierarchy associated with individual events from an experiment’s replicated databases are stored at various locations. TAG data will reside as close to the user physicist as possible and the required streams of ESD and/or AOD data will reside at the Tier-2 and Tier-1s. [image: image1]RAW data will generally remain at the Tier-0 or the major national Tier-1 facilities. 
Figure 1 Tier hierarchy. RAW (ESD) [AOD] {TAG} data is accessed primarily from the nearest Tier- 0 (1) [2] {3}. Data access is required to all the relevant TAG data with subsets of the AOD, ESD and RAW data accessible via the Grid in the search for interesting events.
4.1 Relationship with EGEE

The Enabling Grids for E-sciencE (EGEE) project is funded by the European Commission and aims to build on recent advances in Grid technology and develop a service Grid infrastructure which is available to scientists 24 hours-a-day. It brings together experts from 39 countries with the common aim of developing a Grid infrastructure for international science. EGEE is a CERN-led project under the EU Framework VI programme which provides European researchers in academia and industry with a common market of computing resources, enabling round-the-clock access to major computing resources, independent of geographic location. Its mission is to deliver production level Grid services; carry out a professional Grid middleware re-engineering activity in support of the production services; and ensure an outreach and training effort that can proactively market Grid services to new research communities in academia and industry. GridPP2 contributes to the EGEE project and a follow-on European Grid Infrastructure (EGI) project is currently being discussed.

The first stage of this project was completed on March 31st 2006. The main findings of the third and final review were as follows: 
“The project was successfully completed and followed high standards with respect to project management, software development, integration and operations. The objective of a reliable production Grid of significant size, which is professionally operated, monitored, maintained and continuously expanded, has been achieved. The average number of daily jobs and the number of involved sites are impressive. The EGEE brand was successfully introduced world-wide. The training efforts and achievements continued to be impressive. The successful merge of LCG and gLite middleware distributions provides a solid foundation for the future evolution of the EGEE middleware. The project management structure is very well adapted to the evolving requirements of the project. EGEE successfully fulfilled its role as an incubator and as a driver for linking European Grid projects to world-wide Grid activities. The stronger involvement in international standardization efforts is well recognized, although the impact could have been stronger and more visible. For instance, the VO Management Service (VOMS) is becoming a de facto standard in many major research Grids world-wide, but EGEE's contributions are not sufficiently well known. All deliverables are of high quality and more appropriately sized and focused than in the two previous reviews. All deliverables are accepted. There were no notable deviations from the work plan. Resources and major costs were necessary and of reasonable economy.” 
The second 2-year phase of EGEE started on April 1st 2006. Following the completion of EGEE-2 in March 2008 subsequent structures for support of the operational Grid infrastructure are not yet defined. However, the overall emphasis is towards operation and maintenance of a sustainable pan-European Grid Infrastructure (EGI) 
5. The UK Grid for Particle Physics

The UK Grid for Particle Physics (GridPP) Collaboration was established on September 1st 2001. It is an internationally-recognised collaboration of Particle Physicists and Computing Scientists from 19 UK universities, CCLRC and CERN, who are building a Grid for particle physics. It represents the UK's contribution to the international collaboration building a worldwide Grid. 

5.1 GridPP1: From Web to Grid
GridPP1 was a development project with aim of establishing a Grid testbed across the UK. The GridPP1 Project was completed following 3 years of development and a highly functional prototype Grid was established, meeting the requirements of the experiments and fully integrated with LCG, the world’s largest Grid. All 168 of the GridPP1 high-level tasks due by September 2004 were successfully completed and all 44 of the monitoring metrics were satisfied at that time.

5.2 GridPP2: From Prototype to Production

Starting from this strong foundation, a more complex project, GridPP2, started in September 2004, with an extended team in the UK working towards development of a production Grid across the UK deployed for the benefit of all particle physics experiments. It was recognised at the outset that this would be a more difficult task, but we have risen to this challenge. Over the last three years, the prototype Grid has been put into production with computational resources that have increased by a factor of 100. In the last year more than a million jobs were processed and accounted on the system. The GridPP2 project, in close association with the EGEE project, has achieved many successes in the last two years. Perhaps the most compelling is the presence of a pervasive production Grid across the world including the UK as a major component. This is a complete working Grid, where real user jobs are being submitted in a properly manageable and scalable way. In 2005, the first full year of the Production Grid, the UK Tier-1 was the largest CPU provider to the LCG and by the end of the year the UK Tier-2s had provided twice the CPU of the Tier-1. 
The scope of the GridPP2 project is much larger than just the deployment of a production Grid. The project as a whole is characterised in terms of six high-level areas that, in turn are composed of a number of elements, each of which is defined by a number of tasks. This structure is encapsulated in a Project Map that is shown in Figure 2. This interactive and dynamic representation of the project was developed as a management tool and provides, at a glance, an overview of the project progress and status including the ability to drill down to the details and supporting documentation. 
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Figure 2 The GridPP Project Map. This is an interactive tool describing the project in terms of milestones and metrics as well as tasks in six areas, each composed of a number of sub-elements. The elements are colour-coded to reflect the current project status.

The seven project areas are:

“Production Grid Milestones and Metrics”: the UK-based hardware and associated system management expertise necessary to deploy a Grid. The Tier-1 and Tier-2 resources are being integrated via a UK production Grid, which aims to roll out the Grid to the provider institutes. In parallel, service challenges, where significant amounts of simulated data are generated by the experiments place immediate production requirements on this infrastructure. Working with the EGEE project, GridPP deployed middleware across the UK Grid. The latest gLite 3.0 release is currently deployed at 15 sites throughout the UK on a Grid consisting of more than 4500 CPUs and 0.65 PB of storage.
 “LCG”: the LCG (LHC Computing Grid) deployment project that started in March 2002 aiming to establish the Grid as a 24/7 service on a worldwide distributed computing fabric where the LHC experiment applications can run in a common environment. The UK has contributed significantly to this major programme and LCG is represented on the GridPP Project Management Board. 

 “Middleware/Security/Networking”: refers to components developed in conjunction with the EGEE project. The substantial development effort that EGEE has already invested has been devoted to development of innovative middleware, its integration, subsequent deployment and operation on the first production Grid. As one of the principal partners the UK has so far contributed 20% of the middleware and production deployment effort. This, together with contributions from the US-based Globus and Condor projects, has formed the gLite 3.0 release. Code is open source and predominantly developed and deployed on Linux platforms. 
“LHC Applications”: the experiments’ software that requires interfaces to the Grid middleware. Typically more than O(1million) lines of code are required to analyse data from a collider experiment. Each of these experiments typically distributes Monte Carlo simulation jobs and incorporates a (relational) database structure with a data hierarchy to enable efficient analysis. The process of ‘Grid-enabling’ the code requires careful evaluation of Grid and existing experiment code dependencies prior to implementation. Increased co-operation between experiments to produce Grid software and use Grid middleware has been managed by GridPP2. One outstanding example is the co-operation between ATLAS and LHCb to produce GANGA, a graphical user interface to the Grid that is now being adopted elsewhere. 

“Non-LHC Applications”: BaBar, Tevatron, UKQCD and Phenomenology applications development. Examples of this are the joint adoption by the two Fermilab experiments of the SAM system, and the BaBar experiment’s adoption of the gLite software produced for the LHC experiments.

“Management”: the management required for a large and complex project, involving significant project planning and execution. The project management coordinates all the activities and manages the financial resources. It summarises the detailed planning to external bodies.
“External”: tracks “interoperability” issues such as the adoption of (emerging) international standards, adherence to open source implementations, integration with non-UK developments within particle physics and with the core e-Science programme within the UK. Within this area “dissemination” aims to inform external groups and Institutes within GridPP of relevant developments, “engagement” tracks our integration with the National Grid Service and “knowledge transfer” tracks our external involvement with industry. 

The GridPP2 Project Map contains 258 milestones and 97 active metrics monitoring the health of the project. A series of logbooks record quarterly progress in each of the areas and the status of the project following reports from Q1 2006 is shown in Table 1.

	Metric

OK
	Metric not OK
	Tasks Complete
	Tasks Overdue
	Tasks due in next 60 days
	Items Inactive
	Tasks not Due
	Change Forms 

	88

(91%)
	9
	127

 (49%)
	7
	19
	20
	105
	3


Table 1 Summary of the status of GridPP2.
After 53% of the GridPP2 project by time, good progress continues to be made on milestones, with 49% complete and 91% of the metrics satisfied. Tasks are deliverables that must be provided by a specified date and according to a pre-determined definition. Metrics measure attributes that vary over the lifetime of the project and are defined as either in or out of specification. The Project Map incorporates a complete Risk Register with 76 identified risks, reviewed on a regular basis. The Risk Register contained in the Project Map has recently been reviewed, and identifies 6 risks as “High”, where three of these are related to concerns that future Tier-1 hardware resources will be inadequate. The highest risk elements at present are the lack of Tier-1 hardware, both present and future; missing components in the middleware stack that must now be provided on an ad-hoc basis by the individual experiments (and the consequent risk that future resources will be insufficient in the applications area); and the continuing threat of a serious security incident.

The status of GridPP2 as of June 30th 2006 has recently been reviewed and accepted by the Project Oversight Committee who commented: 

"The GridPP2 programme has continued to impress and shows every likelihood of delivering against its ambitious programme. As a management team they have demonstrated tremendous stewardship of a complex technical area and have made excellent use of the available resources. As the largest UK e-Science project and part of the world's largest Grid, it has established the UK as a leading centre for HEP on the Grid and is poised to consolidate this position through GridPP3. The Oversight Committee strongly endorses the existing programme of activity and would recommend funding the continuation project."

In the next 14 months, GridPP needs to successfully complete the defined GridPP2 work programme, deploy the new middleware releases based on gLite, continue to participate in service challenges and move into the service phase. The hardware planned to be pledged in the MoU with CERN, now signed by PPARC, must be provided; and the user communities must be developed and served. Our mission is to install sufficient infrastructure balanced across the Tiers; deploy the gLite middleware upon that infrastructure; operate the Grid (the combination of the infrastructure and middleware), and provide support (system manager level up to user level). In addition, we need to maintain international influence, manage the UK Grid and disseminate with an increasing emphasis on technology and knowledge transfer.

5.3 The Transition from GridPP2 to GridPP3

The current project aims to establish a production Grid that will meet the real data requirements of the LHC experiments and ends on 31st August 2007. The current LHC schedule anticipates first real beam-beam collisions with modest luminosity and reduced energy will be available by the end of October 2007. This first real data from LHC will form the final full-scale test of the GridPP2 system and we envisage that the current manpower will be required in order to fully meet the associated high-level aims and objectives and assess what deployment improvements will be required for the exploitation phase of GridPP3. 
The LHC plan is to start at full energy on 1st April 2008 and run with protons until at least the end of 2008. 1st April 2008 will also mark the probable start date of the proposed EGI. We highlight here the need to ensure matching funding is fully in place for the full term of EGEE-2, from 1st April 2006 to 31st March 2008; alignment of the end of GridPP2 will be important in terms of meeting our commitments to EGEE. Accordingly we request funding for the 3 years and 7 months specified in the PPARC call in two stages: 
· continuation of the GridPP2 project from 1st September 2007 through to 31st March 2008, and;

· a new 3-year GridPP3 project starting on 1st April 2008. 
We request that the 7 month extension of GridPP2 be approved early in the PPRP process in order to enable the current expertise to be retained.
5.4 GridPP3: From Production to Exploitation

In the next three years the Grid has to increase in scale by a factor 100 in terms of storage, another factor of 10 in terms of CPU, and make large strides in functionality, robustness, and usability. In particular, the current Grid is largely used for fairly coordinated work by a relatively small number of users in the UK. The future Grid must provide a platform, not only for coordinated production and reconstruction, but also for much more responsive (sometime called “chaotic”) use by a much larger community intent on individual analyses. 

Some of the required functionality that is currently missing includes the ability to chain jobs through the Resource Broker and the ability to pin data for subsequent access. Without these two facilities, the Grid will become grossly inefficient as jobs occupy CPU waiting for data to be staged. The whole area of data movement and data management is underdeveloped at the Grid level and individual experiments have currently resorted to proprietary solutions that have spawned the need for experiment-specific persistent services at individual sites, which introduce security and scalability concerns. Although these are now envisaged to be limited to Tier-0 and Tier-1 sites, the better way forward would be to incorporate common services in the upper-level middleware of the Grid and experiment-specific services within the experiment software itself. Similarly, generic metadata handling remains a challenge and is a potential area of concern as the move is made to live analysis where perhaps hundreds of users are simultaneously making repeated and complex relational queries on databases that will grow. Finally, debugging on the Grid is notoriously difficult even for experts and reproducing the conditions of a failure, logging and error reporting all need to be raised to the level currently provided by traditional batch systems.

The proposed 3-year GridPP3 project starting on 1st April 2008, will encompass a new management structure that will meet the needs of continuous data-taking, support for the middleware components, operations support across the Grid, and Tier-1 and Tier-2 hardware and system management. In April 2008 we anticipate being in the following position:

· The LHC experiments will be taking data. All parts of their computing systems will have started to be tested with real data, with first data flowing from the Tier-0 and being reconstructed at the Tier-1. Simulation work will continue, based at the Tier-2s; analysis frameworks will be established and will be starting to be tested on the UK Grid.

· EGEE-2 will have just finished. A future EGI project, including particle physics as one of the leading applications, may have started.

· The LCG project will have rolled out a production service that will be installed, tested and in use in the UK. The worldwide Grid will have expanded to approximately 140 MSI2k
, 60 PB of disk storage and 50 PB of mass storage.

· GridPP2 will have successfully deployed resources and associated services to provide a full production Grid in the UK based on the gLite releases. A Tier-1 will exist of a scale consistent with the requirements at the time. The Tier-2s will be fully operational with the resources provided from Institute funds.
The principle goal of GridPP3 is to provide a stable, reliable, robust and supported production environment and, over time, careful incremental improvements to the functionality together with an appropriate increase in the resources available. To achieve this GridPP identifies the following components:
	Infrastructure
	The set of services that make up the UK Grid. These include basic resources like CPU, storage and network and higher-level services like an Information Service and Resource Brokers.

	Deployment and Operations
	The deployment of LCG releases. Monitoring the overall Grid, identifying and reporting problems in delivery. Training, documentation and support for institute-based system administrators.

	User Support
	A helpdesk for end users and system administrators and a support infrastructure to ensure that queries get answered, problems escalated, etc. 

	Grid Support
	Technical support from middleware developer teams or dedicated supporters to diagnose local middleware problems.

	Application Software Support
	A support structure involving the experiments that will use the Grid to make sure their software is correctly installed and verified at all relevant sites. 


To achieve such a production environment we need to integrate all of the above components within an international framework. The performance of the GridPP3 project will be measured more by metrics than milestones. The metrics will measure the level of service provided and realistic targets will be set according to the state of the Grid and the middleware at the start of the project and the level of service expected worldwide. 
6. Experiment Requirements for the UK Production Grid 

In this section, we outline the experiments’ plans for operation of their computing systems in the UK and worldwide, and summarise the resource and service requirements of the UK computing centres. Further details are given in the Experiment Hardware and Service Requirements Planning Document.
6.1 Experiment Computing Models

The LHC experiments uniformly propose to make use of the worldwide LCG (WLCG) network and data-processing infrastructure, relying on the underlying middleware to present a range of common basic computing services at all WLCG computing centres. The experiments will specialise the computing system for their particular needs through the addition of higher-level middleware components and applications making use of agreed interfaces. This approach has been tested throughout GridPP2, in a series of WLCG and experiment data and service challenges of increasing scale and scope.

The experiments will carry out a wide variety of data-processing functions between capture of raw data and production of physics results. The various stages can be essentially summarised as follows, albeit with significant differences between experiments.

· Reconstruction is the processing of raw data to produce a range of higher-level data formats, up to and including final physics analysis objects. 

· Analysis is the manipulation of reconstructed data by physicists to extract measurements. 

· Calibration is the processing of raw or low-level reconstructed data to extract detector alignment and calibration constants; it can be treated as a special case of analysis.

· Skimming is a very rapid analysis over large quantities of reconstructed data, in order to select sub-samples, or to classify them for later access.

· Simulation is the production of Monte Carlo raw data (and possibly their subsequent reconstruction) for use in analysis studies.

Each of these functions imposes a different requirement on CPU and storage capability at computing centres; this also varies between experiment, depending on data reduction strategy, event size, data rate, etc. In order to efficiently fulfil the range of requirements, the experiments will make use of at least three distinct categories of computing:

· A single very large Tier-0 Centre at CERN will perform online reconstruction and other scheduled processing tasks, and curate raw and reconstructed data.

· A number of large Tier-1 centres (often national computing centres – RAL in the UK case) will have a balance of very high IO throughput, large CPU capacity, and excellent network connectivity. They will offer a highly reliable service for scheduled and on-demand processing of large event samples, and curate raw and reconstructed data.

· A number of smaller Tier-2 centres (often at LHC institutes) will offer a service for CPU-intensive tasks such as analysis and simulation. Whilst they will often have high-performance disk systems, they will not have tape storage, and they will rely upon the Tier-1 centres for access to the full data.

The functionality foreseen by the experiments for each class of centre is summarised in Table 2.

	
	Tier-0
	Tier-1
	Tier-2

	ALICE
	First-pass scheduled reconstruction
	Reconstruction

On-demand analysis
	Central simulation

On-demand analysis

	ATLAS
	
	Reconstruction

Scheduled analysis/ skimming

Calibration
	Simulation

On-demand analysis

Calibration

	CMS
	
	Reconstruction

Scheduled analysis/ skimming
	Simulation

On-demand analysis

Calibration

	LHCb
	
	Reconstruction

On-demand analysis

Scheduled skimming
	Simulation


Table 2 Functionality requirements for each LHC experiment at the Tier centres.
Use of existing resources in 2006 is dominated by the LHC experiments and BaBar. In the latter case, the computing model is similar in many respects to that of an LHC experiment. A variety of other running experiments (at the Tevatron, HERA, neutrino facilities) and theory-related activities (phenomenology, UKQCD) make productive use of CPU and, to some extent, storage resources. New activities such as linear collider studies are expected to require a significant level of computing capability during the GridPP3 period, for instance in the preparation of TDRs based upon simulation samples. However, the level of resource required will not be comparable with LHC until after 2012. It would be appropriate for such activities to base their computing system upon the Grid, leveraging the work done for LHC. We anticipate that most of the resources for new activities will be at the Tier-2 level initially.

6.2 Global Requirements

To illustrate the global scale of LHC computing provision, the overall Tier-1 and Tier-2 resources required by and pledged for each experiment in 2008 are shown Table 3. The global requirements were developed in late 2004, and reviewed and published in June 2005 in the LHC experiment Computing Technical Design Reports (TDRs) [1-4]. The TDRs underwent full external review by the LHC Experiments Committee (LHCC), and included detailed estimates of the overall resource requirements. These were then collated in the associated LCG TDR [5]. The experiment middleware requirements are described in more detail in the baseline planning document [6] and shown in Table 23. The hardware resources are identified in Table 3 as “Required”. Note that the ALICE global requirements for Tier-2 disk have been reduced from 5.1 to 3.5 PB since the LHC exploitation review took place. The LHCb Tier-2 disk requirement is relatively small and hence marked n/a (not applicable). The “Non-UK Pledged” percentages refer to the latest (6th April 2006) public planning summary at http://lcg.web.cern.ch/LCG/planning/phase2_resources/P2PRCcaps300606.pdf.
The Worldwide LHC Computing Grid (WLCG) incorporates CERN as the coordinator of the project and all the Institutions participating (including federations such as the UK Tier-2s) in the provision of Tier-1 and Tier-2 computing resources. The Institutes are represented by their funding agencies (in the UK’s case PPARC) for the purposes of signing up to the MoU [7]. PPARC signed the MoU on behalf of the UK in March 2006.

Following the establishment of the global requirements for the Tier-1 and Tier-2 resources individual countries, including the UK, were approached in order to estimate the likely pledges. The WLCG MoU identifies “pledges” and “plans to pledge”. The WLCG MoU is also where the service requirements described in terms of target response times to operational problems for each of the Tier centres are described, as listed in Appendix B. 

Firm commitments or “pledges” are fixed one year prior to actual deployment. For example the UK committed in September 2005 to providing Tier-1 and Tier-2 resources for deployment in 2006 and we are currently accounting for that use as described in the GridPP2 Resource Utilisation Document. The 2006 plans were based on the planning at the Tier-1 from March 2005 and the GridPP MoU commitments from individual Tier-2 sites from October 2004. 

Plans to pledge are used in the planning process to identify global shortfalls and are given here for the first year of data taking in 2008. The percentage of those resources that are currently planned to be pledged by all of the countries excluding the UK’s input are identified in the table as “Non-UK Pledged”. These estimates of non-UK pledged resources have associated uncertainties and are subject to change. It is clear, however, that in all areas, the requirements of the experiments cannot be met through the non-UK planned pledges alone. The proposed GridPP contribution for each experiment takes this into account, each experiment having fully considered the balance of UK resources which most effectively helps meet their global resource requirements.
The proposed UK hardware and percentage contribution to be funded via this proposal is identified as “GridPP3”. This level of hardware will meet the expectations and requirements of the UK collaborators in each of the LHC experiments in order to capitalise upon the UK’s commitment to the LHC, as discussed in the Experiment Hardware and Service Requirements Planning Document. Overall GridPP expects that the resources available in the UK from the sum of the four distributed Tier-2s will be similar to those at the Tier-1 Centre, although in the shorter term the Tier-2 resources are somewhat larger, funded by individual institution contributions. 

The proposal presented here shows how these requirements will be met via the Grid. GridPP requests that PPARC define the priorities by experiment prior to LHC data-taking, such that overall global planning can proceed with the UK as a full partner. It is noted that the pledges for 2008 (2007) will be fixed in September 2007 (2006): we request guidance from PPARC on the overall resource and breakdown by experiment that can then be propagated into the global planning.
	Resource
	
	ALICE
	ATLAS
	CMS
	LHCb

	Tier-1 CPU

[MSI2k]
	Required
	12.3
	24.0
	15.2
	4.4

	
	Non-UK Pledged
	54%
	89%
	73%
	85%

	
	GridPP3
	0.16
	3.00
	1.56
	0.74

	
	
	1%
	13%
	10%
	17%

	Tier-1 Disk

[PB]
	Required
	7.4
	14.4
	7.0
	2.4

	
	Non-UK Pledged
	36%
	81%
	75%
	77%

	
	GridPP3
	0.11
	1.78
	0.84
	0.41

	
	
	1%
	12%
	12%
	17%

	Tier-1 Tape

[PB]
	Required
	6.9
	9.0
	16.7
	2.1

	
	Non-UK Pledged
	45%
	90%
	53%
	74%

	
	GridPP3
	0.10
	1.12
	1.44
	0.35

	
	
	1%
	12%
	9%
	17%

	Tier-2 CPU

[MSI2k]
	Required
	14.4
	19.9
	19.3
	7.7

	
	Non-UK Pledged
	41%
	83%
	90%
	38%

	
	GridPP3
	0.18
	2.66
	1.80
	2.17

	
	
	1%
	13%
	9%
	28%

	Tier-2 Disk

[PB]
	Required
	3.5
	8.7
	4.9
	n/a

	
	Non-UK Pledged
	39%
	63%
	92%
	n/a

	
	GridPP3
	0.05
	1.14
	0.40
	n/a

	
	
	1%
	13%
	8%
	n/a


Table 3 Worldwide resource summary for LHC computing in 2008. 
6.3 Tier-1 Requirements

The requirements on the computing services offered at WLCG Tier-1 centres are fully described in the WLCG TDR [5], and are summarised in the LCG MoU [7] as outlined in Section 6.2 above. We note here that the requirements for both high-throughput and high-reliability service provision places extreme demands upon the Tier-1. Hence, the RAL Tier-1 will form the key component of the UK computing system during the GridPP3 project. It is important to emphasise that the UK Tier-1 will form part of the ‘machinery’ of each experiment, providing common services for the entire experiment – in this sense, the provision of Tier-1 resource in the UK is similar in spirit to the contribution and operation of a subdetector system, and its reliability is paramount for the operation of the whole experiment. 
The hardware resources required for LHC at the Tier-1 Centre have been derived directly from the experimental collaborations’ assessment of their needs. Each collaboration has identified the level of resource required to support the overall physics activities of their experiment (in the case of data curation, reconstruction, and other common activities), and to directly support physics analysis in the UK. The balance of resources (CPU, disk storage and tape storage) is informed in each case by the experiment’s agreed computing model, and by the balance of Tier-1 and Tier-2 resources in the UK. The requirements of each of the LHC experiments during the GridPP3 period are summarised in the figures below, along with the total requirements, and detailed in the tables in the Experiment Hardware and Service Requirements Planning Document. The requirements represent the total integrated level of capacity over the corresponding ‘LHC year’, beginning with LHC data taking nominally in April. It is to be expected that the level of resource available in a given year will ramp up as LHC data-taking progresses.
For non-LHC activities other than BaBar, an envelope provision has been made as a percentage of the total resources; at Tier-1 level, this amounts to 5% additional tape resources for safe storage of datasets, along with cache disk provision to allow high speed access to the stored data. This provision covers the requirement for current and future activities as understood in 2006, and also contains an element of contingency for other future activities which do not yet have well-formed computing plans. The total requirements at the UK Tier-1 are given in Table 4, with the associated breakdown by experiment for CPU, disk and tape shown in Figure 3 to Figure 5.
	Year
	2008
	2009
	2010
	2011
	2012

	CPU [kSi2k]
	6500
	9700
	15000
	22000
	28000

	Disk [TB]
	3500
	4900
	7700
	10000
	13000

	Tape [TB]
	3800
	6500
	9300
	13000
	17000


Table 4 Estimated total UK Tier-1 hardware requirements as a function of year.
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Figure 3 Estimated Tier-1 CPU requirements by experiment as a function of year [kSi2k].

[image: image4.wmf]Tier-1 disk capacity by expt

0

2000

4000

6000

8000

10000

2008

2009

2010

2011

2012

ALICE

ATLAS

BABAR

CMS

LHCb

Others


Figure 4 Estimated Tier-1 disk requirements by experiment as a function of year [TB].
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Figure 5 Estimated Tier-1 tape requirements by experiment as a function of year [TB].

A key role of the Tier-1 centre is to provide flexible and high-throughput processing of large datasets, at short notice – a facility that it uniquely can provide. This implies a high performance storage system, with good connections between CPU and storage. The exact requirements on storage performance are amongst the most difficult to calculate before LHC start-up. In particular, storage performance is largely driven by analysis needs, both in terms of local Tier-1 analysis, and serving data for analysis to Tier-2s. However, the exact details of analysis (data sample type, data access patterns, number of passes, efficiency of disk cache) are still under study. It is expected that rates from tape are likely to be lower than those from disk, due to optimisation of tape access patterns by experiments to ensure mostly sequential access to bulk data. The outline requirements for storage throughput for each of the LHC experiments with large requirements are given below in Table 5; these numbers are given as averages with peak load estimates discussed in the Tier-1 Planning Document. It is axiomatic that in a fully-distributed computing system no centre can fulfil its role without adequate network provision to other centres. In the case of the Tier-1 centre, the main network data flows can be summarised as follows, in rough order of size:

· Incoming raw and reconstructed data from the Tier-0 for storage and subsequent processing;
· Incoming and outgoing data to and from other Tier-1s, for replication of newly-reconstructed data and other samples accommodated on an Optical Private Network (OPN);
· Outgoing reconstructed data to Tier-2s for analysis via JANET;

· Incoming simulated and derived data from Tier-2s via JANET.
Meeting average and, especially, peak demand places significant constraints upon the internal and external networks of the Tier-1 centre, which are summarised below for 2008. These will increase with time, typically scaling with the total storage resources at the centre. In each case, a safety factor has been applied to allow for non-uniform data access, and for ‘catch-up’ in the case of processing delays. These estimates are used to provision for the internal and external networking infrastructure.
	
	CPU to disk
	Disk to CPU
	Disk to tape
	Tape to 
disk
	T0 to T1
	T1 to T1 
(T1 to T0)
	T2 to T1
	T1 to T2

	ATLAS
	940
	2361
	264
	34
	610
	165
	25
	105

	CMS
	423
	1590
	242
	45
	240
	240
	58
	360

	LHCb
	212
	278
	63
	54
	184
	184
	3
	0

	Total
	1130
	4229
	505
	133
	752
	589
	86
	465


Table 5 Estimated Tier-1 peak data flows in 2008 for the LHC experiments with large network requirements [MB/s]. Note that the total is not equal to the sum of the individual experiments.
6.4 Tier-2 Requirements
The requirements on Tier-2s are also described in the WLCG TDR [5] and summarised in Appendix B. They are less demanding than those on the Tier-1 Centre. Around 50% of UK computing resources will exist at Tier-2 level, and reliability and availability are of practical importance in making effective use of the system. The regional structure established in GridPP provides a mechanism to meet these overall service levels.
The requirements on the total Tier-2 hardware resources in the UK have been derived from the experiments’ assessments of their needs, which naturally takes into account the number of institutes involved in each experiment, and which therefore plan to provide Tier-2 resources. A 5% envelope provision has been made on both CPU and disk for experiments other than LHC and BaBar. The experiment allocation of the total Tier-2 resources across institutes takes into account the requirements for CPU/disk balance, as detailed in the experiments’ computing models since these differ from experiment to experiment. The total requirements at the UK Tier-2s are given in Table 6 with the associated breakdown by experiment for CPU, disk and tape shown in Figure 6 and Figure 7.
	LHC Year
	2008
	2009
	2010
	2011
	2012

	CPU [kSI2k]
	7600
	10000
	15000
	18000
	22000

	Disk [TB]
	2300
	3700
	5300
	7200
	9300


Table 6 Estimated total UK Tier-2 hardware requirement as a function of year. Note this does not include the UKQCD requirement.
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Figure 6 Estimated Tier-2 total CPU requirements by experiment as a function of year [kSI2k].
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Figure 7 Estimated Tier-2 total disk requirements by experiment as a function of year [TB].

7. Meeting the Experiments’ Requirements in the UK

The UK's computing requirements at the Tier-1 and Tier-2s for all the major particle physics experiments between 2008 and 2012 have been assessed in the previous section. During the period 2007-11 there will be a marked transition from centrally planned Monte Carlo production tasks to a more complex environment encompassing analysis of real data by many individual physicists. Lessons from the data-taking experience will be learnt and acted upon. Feedback from Monte Carlo production and analysis exercises is invaluable in estimating the resources we will require for the first years of LHC running, but the ability to manage resources on an annual, quarterly and weekly basis will be invaluable in terms of optimising limited resources and thus maximising the UK’s ability to obtain timely physics results. In this proposal we plan to achieve this using the UK Grid following a staged rollout process. In the next sections we discuss how the Tier-1 and Tier-2s will undertake to meet these requirements.

7.1 The UK Tier-1

In April 2008 the LHC will start running at full energy for the first time and will take proton data for much of the year. To meet the experiment requirements for storage and compute resource, the Tier-1 will need to rapidly expand in physical size in late 2007 and will continue to grow steadily until 2010. The installation and commissioning of equipment in a short period of time will be challenging - by April 2008 it must all operate without problem. Growth will continue until 2010 and the immense physical scale will make considerable demands on the machine room infrastructure. In order to provide this equipment by April (in time for the start of the year’s data taking) it will be necessary to have received delivery of the equipment by September of the previous year. The year is expected to be split into two main phases: during data taking, the Tier-1 will accept raw data from CERN, carry out prompt reconstruction or delayed reprocessing of the recently received data; outside data taking, all data from the current and previous years will be reprocessed. Analysis work is expected to continue throughout the year.

The Tier-1 Centre will have a vital role; receiving a high rate stream of raw, processed and summary data from CERN for archive on tape, (re)processing or physics analysis. Average I/O disk loads will be huge (5000MB/s) far exceeding current experience, peak rates will be even more challenging; the tape infrastructure will also be operating well beyond current levels.

The experiments’ expectations of the Tier-1 are also exacting. The service will be expected to operate at 98% availability throughout the year. For the data acceptance path from CERN 99% availability is expected. The Tier-1 will be monitored at many levels, from availability and performance to trouble ticket response times and even the quality and timeliness of the weekly reporting. All this must be achieved while operating an immense infrastructure based on commodity equipment, a free operating system and often “bespoke” middleware. 

As part of the existing GridPP2 project, the Tier-1 centre at RAL provides computing resources for a wide range of experiments, particularly Babar, ATLAS, CMS and LHCb. It is already a significant contributor to the WLCG collaboration, and contributed 20% of global Tier-1 resources used in 2005. The number of server racks is expected to increase from the present 40 racks to over 100 racks by the end of 2007 and 200 racks in 2010. These will occupy a machine room floor area of 160m2 late in 2007, rising to 290 m2 by 2010. A further 100-200m2 will be required for cooling equipment, other aisles, tape robots and network equipment. In order to meet the hardware requirement, CCLRC will provide: the machine room with no explicit charge for floor space (sufficient to accommodate all hardware planned for installation up until December 2010); a power distribution infrastructure; cooling infrastructure; maintenance and operation of the building; a contribution towards the cost of migrating equipment from the old to the new machine room; and a networking WAN infrastructure capable of meeting the experiment requirements. Electricity costs for the operation of the Tier-1 service have been identified as a separate contingency line.
The functions of the Tier-1 Centre can be decomposed into a set of services that must be provided. These are shown in Table 7 and Table 8 below together with the effort necessary in each area to meet the minimum service levels outlined above and defined in Appendix B. 
A brief description of the services is as follows:

	CPU Service
	At the hardware level the CPU resources will be run as a single large cluster with a single infrastructure for operations, installation, monitoring, and resource scheduling. At the resource scheduling level the cluster can be subdivided for periods of time to provide the flexibility to meet differing requirements of the experiments. Staff will be responsible for the security, integrity and performance of the operating system. 

	Data Services
	10,000-20,000 disk drives will be required to provide the required storage capacity. High quality data services are the foremost requirement of a Tier-1 Centre. As well as large capacity, the service must be reliable, robust, well-managed and guarantee the integrity of the data. The tape robot is controlled by the CASTOR2 control system, which provides HSM capability needed to manage the temporary staging of data between tape and disk. RAL’s proven record of running such data services over many years is the main reason for locating the Tier-1 at RAL.

	Core Services
	Consoles, user file systems, monitoring, software development/deployment and conditions databases.

	Operations
	Machine room environment (safety, power, cooling, deliveries, installation), hardware diagnostics and repair, automation and monitoring, deploying Grid fabric management tools, tape movement and robot intervention.

	Incident Response Unit
	An Incident Response Unit will be developed to meet the MoU service requirements. Flexible time working will enable system staff cover from 0800-1800 Mon-Fri excluding UK public holidays. With suitable automation it is expected that the services will be kept running 24/7x365. The automation procedure will call out staff outside these hours including weekends and public holidays to diagnose problems that cannot be fixed automatically. Allowances are payable to staff who are “on-call”. 

	Networking
	Administering the centre’s LAN and a share of local WAN access.

	Deployment
	The Tier-1 Centre will play a leading role in UK deployment, managed as part of the Grid Deployment Team to provide support for the whole of GridPP.

	Experiment Support
	This is outward-looking Tier-1 effort that is intended to complement dedicated experiment software support.

	Management
	Includes both internal management of the Centre and its team and finances, and the outward-facing interactions with LCG, EGEE, and the other Tier centres. The existing management team has a proven record of highly efficient National and International service delivery geared to the requirements of particle physics. 


	Management [1.3]

	Data 
	
	
	
Experiments


	Disk
	Tape
	CPU
	Deployment
	Support

	[3.0]
	[3.3]
	[2.0]
	[1.5]
	[1.5]

	Incident Response Unit [3.0]

	Core Services [1.5]
	Operations [4.0]        Networking [0.5]


Table 7 Tier-1 services and manpower decomposition [FTEs].
	Work Area
	GridPP3 

	
	PPARC funding
	CCLRC funding

	CPU
	2.0
	0.0

	Disk
	3.0
	0.0

	Tape and CASTOR
	2.0
	1.3

	Core Services
	1.0
	0.5

	Operations
	3.0
	1.0

	Incident Response Unit
	3.0
	0.0

	Networking
	0.0
	0.5

	Deployment
	1.5
	0.0

	Experiments
	1.5
	0.0

	Tier-1 Management
	1.0
	0.3

	Totals
	18.0
	3.6


Table 8 Tier-1 services and manpower decomposition according to proposed funding [FTEs].
A National and International UK Role

The Tier-1 Centre acts as a focus for many types of communication between UK sites and CERN. This makes it the natural lead site for the development of the UK Grid and its movement forward into a production Grid. 

Nationally, the Tier-1 Centre will engage fully within the Grid Operations Team and the Tier-2s. Internationally, RAL will act as the lead UK site in LCG through the Grid Deployment Board (GDB), Management Board (MB) and Oversight Board (OB). RAL is also a Board Member of HEPiX that provides a forum for technical exchange in the international HEP computing community. 

GridPP’s proposed investment of staff effort at the Tier-1 Centre places a responsibility on the Tier-1 to ensure that the rest of the UK community benefits from the experience and expertise they accrue. This is achieved by a variety of methods including: advice for sites procuring hardware on specification, tendering, benchmarking, negotiating with vendors; advice on diagnosing hardware problems; engagement through suitable user forums (e.g. UK HEP System Managers, HEPiX); passing on experiences with such tasks as fabric monitoring, accounting, batch scheduling.

Due to its physical location and management structure, a Tier-1 Centre at RAL would have particularly strong working relationships with the CCLRC e-Science, the UK Grid Operations Support Centre, and the UK & Ireland EGEE operations and support centres.

7.2 The UK Tier-2s

The UK has established four successful and fully operational Tier-2s, London, NorthGrid, ScotGrid and SouthGrid, which are now all contributing significantly to LCG, as shown in the GridPP2 Resource Utilisation Document. The LCG TDR asserts that the role of the Tier-2s is to provide computational and appropriate storage services for Monte Carlo simulation and for end-user analysis. The Tier-2s will obtain data as required from Tier-1s, and the data generated at Tier-2s will be sent to Tier-1s for permanent storage. The basic functionality of the Tier-2s is: ALICE - simulation and analysis; ATLAS - simulation, analysis, calibration; CMS - simulation and analysis; LHCb - simulation only. More than 100 Tier-2s have been identified worldwide. Further information on each of the UK Tier-2s in given in the Tier-2 Planning Document referred to in Appendix A.5.

The Tier-2s will continue to devote significant resources to LHC computing as a part of the integrated UK Particle Physics Grid. Sixteen of the GridPP member institutes are currently putting substantial effort into the construction of the LHC detectors and will be involved in the analysis of LHC data. In order to play a full role in this analysis and to ensure a high scientific return from PPARC's investment in the LHC construction, all the institutes need to be tightly integrated into the UK Grid. Our strategy to ensure this is that every institute should be part of a Tier-2 such that they all benefit from the Grid and every institute, however small, can contribute its own resources to the Grid. This has proved to be a significant factor in leveraging additional resources in the past.
Given the total UK Tier-2 experimental requirements, we have defined a mechanism for deciding how much each individual Tier-2 will be contracted to provide to meet these. There are a number of factors to be taken into account, in particular, past delivery such as the number of kSI2k-hours delivered to LCG to date, which measures how well the Tier-2 has been performing so far, and the size of the resources now which gives an indication of the existing level of infrastructure such as space and air conditioning. As one of the functions of the Tier-2s is to provide centres of pooled knowledge and experience for the local users, another metric is the size of the local ‘physicist’ community. In order to provide a concrete proposal an initial allocation has been performed taking into account these factors:

· the requirements for each of the 3 LHC experiments with large UK commitments were allocated to the Tier-2s as shown in Table 9 treating CPU and Disk separately;

· these requirements were then allocated to each institute within the Tier-2 as shown in Table 10; 
· the requirements from each experiment were summed at each institute.
	 
	ATLAS
	CMS
	LHCb
	Other

	London
	0.25
	0.75
	0.10
	0.30

	NorthGrid
	0.50
	0.00
	0.20
	0.40

	ScotGrid
	0.15
	0.00
	0.30
	0.10

	SouthGrid
	0.10
	0.25
	0.40
	0.20


Table 9 Preliminary resource fraction allocations to Tier-2s. The fractions sum vertically to one.
	 
	ATLAS
	CMS
	LHCb
	Other
	
	ATLAS
	CMS
	LHCb
	Other

	Brunel
	0.00
	0.10
	0.00
	0.15
	Birmingham
	0.40
	0.00
	0.00
	0.30

	Imperial
	0.00
	0.90
	1.00
	0.00
	Bristol
	0.00
	0.50
	0.25
	0.20

	QMUL
	0.70
	0.00
	0.00
	0.60
	Cambridge
	0.25
	0.00
	0.25
	0.15

	RHUL
	0.20
	0.00
	0.00
	0.15
	Oxford
	0.25
	0.00
	0.25
	0.25

	UCL
	0.10
	0.00
	0.00
	0.10
	RAL PPD
	0.10
	0.50
	0.25
	0.10

	Lancaster
	0.50
	0.00
	0.00
	0.50
	Durham
	0.10
	0.00
	0.10
	0.25

	Liverpool
	0.20
	0.00
	1.00
	0.15
	Edinburgh
	0.00
	0.00
	0.40
	0.25

	Manchester
	0.20
	0.00
	0.00
	0.20
	Glasgow
	0.90
	0.00
	0.50
	0.50

	Sheffield
	0.10
	0.00
	0.00
	0.15
	
	
	
	
	


Table 10 Preliminary resource fraction allocations to each Institute. Note that the fractions sum vertically to one for each Tier-2 separately.
The resulting hardware allocations to the institutes are given in the Tier-2 Planning Document. Although resources are not explicitly allocated to all experiments at each site, in the past all sites have enabled all the major experiment Virtual Organisations (VOs), allowing jobs from other experiments to run at their sites. This leads to much better overall utilization of resources and allows for much larger capacity to be used for one experiment during periods of high demand. We expect this practice to continue in the future with overall shares enforced by target shares and accounting procedures.
In order to assess how this fits in with existing planning at the institutes, all institutes have provided estimates of the future resources that might be available to particle physics over the coming years. These are divided into 3 categories:

· Existing – these are resources that already exist.

· Planned – these are resources that institutes are planning to install in the near future with funding that has already been promised or allocated i.e. SRIF3.

· Aspiration – these are resources that institutes might hope to get from future funding rounds such as SRIF4 etc but are as yet not guaranteed. This category is hence very uncertain. 
The results are plotted in Figure 8 compared with the requirements from the experiments given above in Table 6. 
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Figure 8 Estimated CPU and disk resources at UK Tier-2s. The 2007 requirement has been taken from the WLCG MoU.
It is clear that the CPU requirements can be met from existing and planned resources until about 2009 but there is a shortfall in planned disk provision over the whole period. As discussed below GridPP is planning to provide funding for the cost of the Tier-2 hardware through fEC but it is apparent that a large amount of new disk will have to be purchased over this period in order to fulfil the requirements of the experiments.

GridPP currently funds 9 FTE of hardware support effort, 2.5 in London, 4.5 in NorthGrid, and 1.0 each in ScotGrid and SouthGrid. These were allocated on the basis of the amount of resource pledged via the GridPP2 Tier-2 MoU. This has been supplemented by varying amounts of ‘unfunded’ effort, mostly Rolling Grant System Managers and HEFCE funded academics. The Tier-2 hardware support effort (not including the 4 Tier-2 Technical Coordinators) is approximately 15 FTEs. This effort is made up of 4.8 FTE (31%) in London, 5.9 FTE (39%) in NorthGrid, 3.4 FTE (22%) in SouthGrid and 1.5 FTE (9%) in ScotGrid. It should be remembered that there is currently a large under-provision of disk as compared with CPU. As disk is much harder to maintain and operate than CPU there will be an increased system management requirement for the future. Large facilities such as most of those in London and NorthGrid require at least one FTE per site, whereas smaller sites will need at least a half FTE. Guided by the considerations noted above, the GridPP Tier-2 Board has made preliminary allocations, totalling 14.75 FTE, to institutes as shown in Table 11.

	London
	FTE
	NorthGrid
	FTE
	ScotGrid
	FTE
	SouthGrid
	FTE

	Brunel
	0.50
	Lancaster
	1.50
	Durham
	0.25
	Birmingham
	1.00

	Imperial
	1.50
	Liverpool
	1.00
	Edinburgh
	0.50
	Bristol
	1.00

	QMUL
	1.00
	Manchester
	1.50
	Glasgow
	1.00
	Cambridge
	0.50

	RHUL
	0.50
	Sheffield
	1.00
	
	
	Oxford
	0.50

	UCL
	1.00
	
	
	
	
	RAL PPD
	0.50

	Total
	4.50
	
	5.00
	
	1.75
	
	3.50


Table 11 Preliminary manpower allocations to Institutes [FTEs].
The levels of service defined in Appendix B are extremely challenging given the levels of manpower support envisaged above as a site with one FTE of effort or less would have no cover during periods of holidays, sickness etc. As a consequence, and an advantage of our Tier-2 structure, GridPP is developing a support structure that does not depend solely on a single hardware support person at an institute. It is envisaged that a ticketing system will be used whereby, if the local support personnel do not respond within a given time (say an hour) then the ticket will be forwarded to other personnel at that site, support personnel at other sites in the Tier-2 and the Tier-2 coordinator. It is understood that the response times in the service levels refer to the time taken to respond, not necessarily to fix the problem. The time taken to fix the problem contributes to the average availability metric. Given that most sites will not allow root access to resources by personnel not employed by that institute, we are also planning to develop procedures whereby authorised people can restart essential services from outside using simple well documented scripts or commands. 

We intend to develop a new MoU, to be signed sometime before the start of GridPP3, to embody the agreed amounts of hardware resource and levels of service to be provided by each Tier-2 in return for PPARC funding for hardware and manpower support. This is will be based upon the existing MoU between GridPP and the Tier-2s which is shown in the Tier-2 Planning Document. It is envisaged that the current MoU will be extended to cover the GridPP2 extension period. 

Summary of UK Tier Centre Production Services

A summary of Tier Centre production services is presented in Table 12 including the current and proposed levels of manpower in each of these areas. Those funded by PPARC through GridPP and those funded through other sources are shown separately. 

	Service
	Present Grid Areas
	Present FTEs

GridPP Funded

(Other)
	Proposed Future Grid Areas
	Proposed FTEs

GridPP Funded

(Other)

	Tier-1


	Management

Data Services

CPU Service

UK Deployment

Middleware Support

Experiment Support

Core Services

Operations

Security

Networking
	13.5

(+3)
	Management

Data Services

CPU Service

UK Deployment

Experiment Support

Core Services

Operations

Incident Response Unit

Networking
	18

(+3.6)

	Tier-2
	Operations 

Hardware Support

Core Services

User Support

Experiment Support

Specialist Support
	9

(+6)
	Operations 

Hardware Support

Core Services

User Support

Experiment Support

Specialist Support
	14.75
(+6)


Table 12 Tier Centre Services and Manpower [FTE].
8. Grid Operations and Support in the UK
In GridPP2 the emphasis was on development and deployment of production quality software meeting experimental requirements. In GridPP3 the focus shifts to support of the operational infrastructure and its ability to meet evolving demands (of users and of interoperability with peer Grids) with a gradual transition to common standards. 

It is important to note that following the completion of EGEE Phase 2 in March 2008 subsequent structures for support of the operational Grid infrastructure are at present ill-defined. However, the overall emphasis is towards operation and maintenance of a sustainable pan-European infrastructure with increased responsibility for regions to play a full role. In this context it is vital to maintain a UK support function adequate for particle physics needs.

Grid support covers the spectrum from rollout of software releases through technical backup of service operations and fixing of bugs to production of improvements. This section explains the strategy for support in GridPP3.

8.1 Operations Support 

Within GridPP1 and GridPP2 a deployment team was formed to ensure that deployment and operations made smooth progress. This team was identified as one of the top success factors in a recent project review prepared for the GridPP Oversight Committee. It is clear, to ensure further success, that deployment and operations support must continue in any ongoing project. 

In GridPP2, each Tier-2 has a technical coordinator and a few system managers. The concept of a Tier-2 consisting of geographically related sites has worked well and the Tier-2 coordinators have played a pivotal role in this by ensuring that sites in their region understand the project requirements and support them with the technical implementations. From LHC start-up there will be a number of new technical problems that will best be dealt with through coordinated effort. These are likely to involve deployment issues such as resolving data transfer problems, fixing problems with the data storage configurations at sites and clarifying specific experiment-site communications. 

Day-to-day deployment and operations will be driven by a core deployment team. This team will meet weekly and will consist of the GridPP Production Manager, the four Tier-2 Coordinators, the Tier-1 Technical Coordinator, members of the GridPP storage group and other experts as needed. The experts will span the areas of security, networking, data transfer, experiment software and experiment operations. To maintain a production Grid requires the creation and running of general support routes and services: this is the Global Grid User Support (GGUS) which requires UK expertise to answer UK specific ticketed questions. GridPP Deployment will provide the necessary support for this service together with documentation and web-resources for system administrators and all users. 

To improve middleware packaging and GridPP knowledge of upcoming middleware releases the deployment area should continue to provide a UK contribution to the EGEE pre-production service and middleware pre-release testing process. Security will become ever more important in GridPP3. Deployment Support must provide expertise not only to offer advice on security best practice but also to deal with incidents promptly and correctly as they arise. 

With experiment data taking will come a barrage of new problems that could not be foreseen on the pilot infrastructure. The deployment area must be ready to deal with these in conjunction with the experiments. Thus, Deployment Support in GridPP3 will provide defined contact points between the GridPP deployment and operations team and the experiment operations teams. These teams will jointly work to ensure User Board allocations are met and adhered.

At RAL a Grid Operations Centre (GOC) has been created using manpower from both GridPP and the EGEE project. The GOC team have been instrumental in building and maintaining essential Grid components required by GridPP, WLCG and EGEE. Outputs have included the GOC database which acts as a repository of Grid-wide site information (now used as a central information source for many other applications), the Account Processing Events Log (APEL) mechanism for Grid resource usage accounting and interfacing and running the trouble ticketing and support service. Additional work has been done by this group in areas such as critical service sensor development, coordination of support services for the whole project and the UK Grid map monitoring. GridPP relies on this team for smooth operation of its Grid infrastructure and a team of three is seen as necessary to maintain services already provided and to develop those which are required in the era of GridPP3 and the LHC. 
8.2 Grid Support

Three criteria have been established to determine priority areas for future Grid support, building on present skills within GridPP:

1. Identified components must be “mission critical” to UK exploitation of the Grid. The activity must be such that failure to undertake it would present a significant risk to the viability of the Grid infrastructure in the UK and/or to the work of the physics community; or

2. Identified components are such that there is already an established expectation that the UK community will do its part in the wider context of LCG (and EGEE) in maintaining important components for the long term stability of the Grid infrastructure; or

3. It is possible to demonstrate significant leverage, to the obvious advantage of GridPP (and thus implicitly the UK particle physics community) by undertaking the activity.

The identified areas are expanded in detail in the following sections. 

Grid Data Management

The handling of large distributed datasets is one of the key issues for the Grid. Users must be given secure access to massive amounts of data stored at a number of remote sites within a global name space. This access should be transparent to the resources at the sites. The current status of the replica management tools on the Grid is rudimentary, comprising a file transfer service with defined site end-points and associated databases, linked to individual experiments’ systems handling file collections. It is widely recognised that significant further work is required in this area if large-scale data resources are to be used and deployed efficiently across the Grid. This area is identified as one where considerable support is required for the envisaged file transfer components and their monitoring systems as well as some development in order to optimise file replication and deletion from the distributed storage. This work builds upon the existing experience with the file catalogues, storage interfaces, and File Transfer Service (FTS) as well as the optimisation components (Optor) that require further development, maintenance and support.
The UK incorporates a large number of Tier-2 sites hosting files that must be seamlessly available via the Grid. This currently relies on the FTS components and associated FTA agents. In the future this will include a full suite of local replica catalogues, replica metadata catalogues, a replica manager and replica optimisation service components that will need to be supported as they develop. Given the expected data volumes, jobs running on the Grid must be able to efficiently locate the data they process. This is achieved by a series of queries to metadata relational databases. The set of metadata databases, as well as the surrounding middleware infrastructure require careful monitoring to ensure that they do not become a point of failure within the system. Data replication is the mechanism for making sure that files are available for the job to run. To provide a reliable and scalable service, files must be replicated to several independent locations. There needs to be a mechanism to prioritise replication work and storage usage that allows sustained throughput with real-world workloads. This work will thus also focus on the optimisation of file replicas across the Grid. In line with our activities in GridPP2, the reliability, manageability and fault tolerance of the software will be the primary aim of the work. The software will be integrated into the overall data management architecture being defined by LCG and EGEE/EGI.
Storage Management

One major component of deployment that will continue beyond 2007 is the integration of Storage Resource Manager (SRM) implementations at sites. The GridPP storage group will help sites address stability issues which will have a more significant impact once experiment data taking starts. The deployment area must continue to address gaps in services, such as the management and provisioning of data, as well as performance accounting. Within GridPP3 there will be a greater focus on overall performance monitoring. Where possible this work will be done in conjunction with the monitoring work in EGEE, however experience shows that EGEE requirements have often lagged behind those of GridPP. Grid Storage Management is vital for the success of LCG, covering all interfaces and layers between the Grid and the storage fabric (including client interfaces, command line tools, control and data transfer protocols, standards and interoperability, information publishing, logging, accounting, and security and access control).

This area also covers support for the server implementations that we run in GridPP, viz., packaging, deployment, configuration, advice on management and administration, monitoring, and optimisation. These servers must interface to diverse resources such as simple disk, RAID disk servers, SANs, tape robots, etc, and present to the Grid a coherent implementation-independent view of the storage resources. They must also ensure that the disk space is managed, including allocating pools from distributed resources, and ensuring files stay in fast cache access as long as they are needed and are subsequently cleaned up in a timely manner.

Workload Performance & Portals

The Workload Management System (WMS) has been in use successfully in LCG over a number of years as the primary means for effective CPU utilisation. However the heaviest workloads have yet to be realised in the LHC exploitation phase, and more critically, nor have additional ‘chaotic’ workloads resulting from physicist analyses. GridPP has established expertise in testing and performance measurement related to the WMS and is now leading this area in Europe. We have been strongly encouraged by EGEE to continue to support this area which will also be of direct benefit to UK physicists. In particular we have developed tools to extract data on individual jobs from the Resource Brokers deployed across the Grid and collect them in a central database. This information is used to compile statistics on the WMS performance, job throughput and site efficiency, which constitutes a valuable resource to all Grid sites and users, as well as providing important metrics for assessing the state of the Grid and optimising performance. This data is also used as the basis for a real-time display of jobs flowing across the Grid, which has been used as a demonstration at many conferences.

A Grid Portal toolkit has also been developed to provide an easy way for users to build a custom portal to submit jobs to the Grid and monitor its state. This monitoring is integrated with the job monitoring described above. In order to provide support for the many smaller or developing user groups in the UK, we need to maintain competence in this area. This expertise may be useful in our attempts to liaise with industry. Both the performance statistics and the real-time display are used widely within LCG and EGEE. We also expect to run Resource Brokers in the UK, and we will therefore require expertise on an ongoing basis to support their deployment and operation. The Grid Portal is expected to be used to allow new GridPP VOs to develop their use of the Grid with a lower learning curve than the standard command-line tools.

Information & Monitoring
Information and monitoring data are crucial to effective operation of the Grid. Other middleware components rely on Grid information and those running work on the Grid need both information and monitoring data. Services to manage such data must achieve high availability, robustness and fault tolerance. To this end and in collaboration with EGEE, GridPP has engineered the R-GMA system during GridPP1 and GridPP2.

R-GMA has been in production use for a little over 18 months and is now deployed widely throughout the EGEE/LCG infrastructure, underpinning the GridView monitoring of file transfers between major LCG centres and providing substantial information tracking execution of all jobs on the Grid. The APEL accounting system, layered on top of R-GMA, provides vital resource usage information and is the prime historical record of grid utilisation. These have come to be relied on as standard Grid services within the EGEE/LCG infrastructure. R-GMA is also exploited by the CMS experiment and used for collation of network monitoring information. The user base is steadily expanding and, for example, is being used outside EGEE/LCG by the Digital Library Community in the DILIGENT project. The UK is responsible for all aspects of development and support of R-GMA on the production infrastructure. The GridPP R-GMA team provide operational support both within the UK and internationally. The dynamic nature of the Grid means that a constant eye must be kept for problems. This must be backed up by bug-fixing and development support in the early years of GridPP3 and latterly direct support of day to day operations. 

The Service Discovery (SD) interface provides the means to locate service endpoints in a web context and is layered, amongst others, on top of R-GMA. Its production use is just commencing and is expected to grow from now on. SD is an important component in making the Grid easier to use (by removing the need for detailed knowledge of service endpoints) and will need both operational support and bug-fixing in GridPP3. International collaboration is expected to include: the development of the GLUE schema; "Grid Interoperability Now" (GIN) work within the Open Grid Forum (formerly GGF); and major contributions to the INFOD-WG which is also part of the OGF.

Security

The GridPP security policies and incident response procedures will need constant review. Effective security is critical to exploitation of the Grid infrastructure. It is vital that a safe computing environment is maintained for end-user physicists. GridPP has played a leading international role in the coordination of Grid security operations and policy, in security vulnerability risk analysis and management, and in the development and provision of security middleware, all of these being major UK contributions to the LCG and EGEE projects. 

The GridPP Operational Security activity is primarily focussed on security issues within GridPP but will also be an important identified role in the EU Grid infrastructure, as it is today in GridPP2/EGEE. The work involves close collaboration with other security personnel in national and international Grids, such as NGS, EGEE and LCG. The VO Management Service (VOMS) has been developed in the context of the DataGrid, DataTAG and EGEE projects, and is used to manage group and role information for VO members. A VOMS server maintains a database containing this information, and also provides a mechanism to embed VO, group and role information securely in a user’s proxy digital certificate. GridPP runs a VOMS server to support local VOs, in association with the NGS. This server is critical to Grid operation and needs to be operated in a highly secure way.

One of the most critical areas of interoperability between Grids is in the basic underlying security infrastructure. This is important not only in technical terms, i.e. authentication and authorisation, but also in terms of the need for interoperable policies and procedures. GridPP has played a major role in this area right from the start. This has since evolved into a major global activity, the International Grid Trust Federation (IGTF), which today accredits and coordinates Grid Authentication across the world, with more than 50 member national Certificate Authorities (CAs). The result is that a user with just one electronic identity (certificate) can identify themselves to multiple Grids. A second essential component for Grid interoperability is the building and maintenance of trust between Grids, sites and VOs. Many national networks are now starting to implement national e-Infrastructures with Authentication and Authorisation services for research and education. It is highly desirable for Grids to work together with the national networks and initiatives to aim for interoperability of the Authentication and Authorisation systems and policies. For the exploitation of LHC physics, this will maintain and potentially open up our access to computing resources funded by others

Software to control access to services and data is an essential part of deploying a robust, multi-user scientific Grid. GridSite is a security toolkit encompassing a number of components, most of which are deployed in critical areas of the EGEE/LCG infrastructure. GACL manages access to sites and is used to control which jobs can run at which EGEE sites. Extensions to the Apache webserver provide certificate verification and parsing of VOMS attributes. Delegation code permits access to Grid services by a job on behalf of a user. A more visible component of GridSite is website page management and access control as used at a number of sites (including GridPP, NGS, Grid Ireland and the UK GOC). Since GridSite is a toolkit and not a packaged solution, users of the software need explicit support in its use and maintenance. Tracking international standards will continue to be important for interoperability. Additional requirements will emerge as physicist analysis jobs are run on a large scale on real LHC data.

GridPP is playing a leading international role in LCG/EGEE operations in the area of Grid services security vulnerability and risk analysis/management. This work is aimed at improving the security of the Grid middleware and ensuring that services are deployed in a manner whereby the Grid can continue to operate with minimal security incidents. GridPP has paved the way in establishing the Security Vulnerability Group, where risks in middleware are identified, quantified and processes are put in place for their management and ultimate resolution. It is essential that this work, just begun, is allowed to continue as middleware matures through GridPP3.
Networking

Networking is not directly provisioned by GridPP, but rather necessary services are part of generic services provided by UKERNA, GEANT, Esnet, Surfnet, etc. However, fundamental to this structure is that GridPP members have had very stong, influential and respected links with the providers that have been built up over a considerable time, pre-dating Grid activities. Through direct involvement of GridPP members at a very high level, GridPP has been responsible for the inception and subsequent provisioning of the UKLight optical research network infrastructure. Furthermore, resulting from this, the connection to CERN has risen to 4 Gbit/s and will move to 10 Gbit/s by the end of 2006. Without these successes UK particle physics would be totally reliant on the production network and participation in LCG data/service challenges would have been severely compromised. This foundation is being taken forward in partnership with international colleagues in planning the LHC Optical Private Network between the CERN Tier-0 and the Tier-1s.

Fundamental to future provisioning with respect to evolving and expanding particle physics requirements is GridPP’s continuing ability to influence outcomes. It is worth noting that the cost for GridPP to provision directly would run over five figures. It is clearly in the interests of the particle physics community to be part of, and seen to be part of, the general provision. There are two components needed to take this forwards. Firstly, members of GridPP must continue to work at high levels within UKERNA and JISC in development of UK networking. Secondly, this must be backed up through continued development, support and exploitation of a comprehensive set of tools encompassing performance monitoring and diagnostics, thus enabling accurate information on production network services to be obtained. 

8.3 User Support and Documentation

GridPP has employed a Documentation Officer since the middle of GridPP2, on the recommendation of the Oversight Committee that more effort should be invested in the production and maintenance of documentation and web pages. In just one year, this work has already achieved a significant improvement in the documentation within GridPP and has also helped to coordinate activities with EGEE and LCG. The main problem is not the production of documentation, but indexing, editing and revision. The GridPP documentation officer has focussed on collating and writing two kinds of documentation: that for new users, for example on how to obtain a certificate and run a job, and more technical information for experienced users or system administrators. Experience in GridPP2 has shown that specific effort is required to manage and maintain the structure and content of the GridPP web site. The knowledge and skills required for this work are different from those needed in coordinating technical documentation. For this reason, we propose to split the work into two separate half posts in GridPP3, with a documentation post at 0.5 FTE as part of the Outreach team (see Section 11.3) and a technical documentation officer at 0.5 FTE associated with Grid support.

8.4 Summary of Grid Operations and Support Services

We propose to continue the successful operations structure of GridPP2, applying for support for 4 Tier-2 regional coordinators and 3 Grid Operations Centre staff that are currently funded by EGEE as well as the Production Manager currently funded by GridPP. We propose to continue our current middleware activities as part of GridPP2 up to the start of LHC data-taking. Beyond that we will need to support key areas of the Grid middleware infrastructure, focussed on the anticipated needs of the UK particle physics community at the start of LHC exploitation. Following internal evaluation, the level of effort proposed in each area is summarised in Table 13 below, profiled over the 3 years of GridPP3. 

	Area
	Role
	FY08
	FY09
	FY10

	Grid Deployment
	Production Manager
	1.0
	1.0
	1.0

	
	Tier-2 Coordinators
	4.0
	4.0
	4.0

	
	Technical Documentation
	0.5
	0.5
	0.5

	Grid Operations
	Monitoring
	1.0
	1.0
	1.0

	
	Accounting
	1.0
	1.0
	1.0

	
	International Coordination
	0.5
	0.5
	0.5

	
	Security Risk Management
	0.5
	0.5
	0.5

	Grid Data Management
	Operational Service Support
	1.0
	1.0
	1.0

	
	Metadata
	1.0
	1.0
	1.0

	
	Replica Management
	1.0
	1.0
	1.0

	Storage
	Castor Support
	1.0
	1.0
	1.0

	
	DPM Support
	1.0
	1.0
	0.5

	
	dCache Support
	1.0
	0.5
	0.5

	Information & Monitoring
	Operational Service Support
	1.0
	1.0
	1.0

	
	R-GMA Support
	3.0
	1.5
	0.6

	
	Service Discovery Support
	0.5
	0.3
	0.2

	
	GLUE & International Collaboration
	0.5
	0.2
	0.2

	Workload Performance & Portal
	Performance
	1.0
	0.5
	0.5

	
	Testing
	0.5
	0.5
	0.5

	
	Real-Time Monitoring
	0.5
	0.5
	0.5

	
	Portal Support
	0.5
	0.5
	0.5

	Security
	Operational Security Officer
	1.0
	1.0
	1.0

	
	GridSite Support
	1.5
	1.5
	1.5

	
	VOMS Support
	0.5
	0.5
	0.5

	
	International Security Co-ordination
	0.8
	0.8
	0.8

	Networking
	Requirements & Provisioning
	0.5
	0.5
	0.5

	
	Performance Monitoring
	0.5
	0.5
	0.5

	TOTALS
	
	26.8
	23.8
	22.3


Table 13 Grid Operations and Support Services [FTE].
9. The National and International Context
The PPARC call requested us to “show how developments build upon PPARC’s existing investment in e-Science and IT investment, leverage investment by the e-Science Core programme and demonstrate close collaboration with other science and industry and with key international partners such as CERN.” In this section we present a summary of the wider e-Science context within which GridPP operates.

The “Science and Innovation Investment Framework 2004-2014” published in conjunction with the 2004 budget emphasized the importance of a national e-Infrastructure (hardware, networks, communications technology) to provide “ready and efficient access to information of all kinds – such as experimental data sets, journals, theses, conference proceedings and patents”. Critical to successfully supporting and driving research and innovation will be full integration of computational resources and data generated across the full research and development lifecycle. This includes large international facilities such as the LHC.

Such a national e-Infrastructure would deliver much of what LHC computing will require. However, as outlined in the Investment Framework, the infrastructure being deployed by GridPP forms a part of the National e-Infrastructure and is not replaced by it. The vision of the National e-Infrastructure is one of coordinating project- and application-led investments to ensure coherence and integration. Ultimately the goal is clearly to exploit commonalities across the infrastructure to define and support a common basis for future investment and exploitation. Given the timescales involved and the mission critical nature of the current Grid developments it is essential for the UK particle physics community to invest so as to ensure delivery of the critical aspects of the infrastructure on the timescales required while fully engaging with the broader developments to assure future support of the infrastructure. Since GridPP is by far the most advanced production Grid in the UK, it has valuable experience to offer driven by real user and operational engagement.

The players in this future e-Infrastructure will be the UK Research Councils (RC-UK); the National Grid Service (NGS); UKERNA for UK networking; the Joint Information Services Committee (JISC) funding JANET and a range of other services such as the National Data Centres; Edina and Mimas; the European Open Middleware Infrastructure Institute (OMII) through its UK and European incarnations; the Digital Curation Centre (DCC); University (Research) Computing Services UK-HPC; and the National e-Science Centre (NeSC). 
NGS: The goal of the NGS is to provide coherent electronic access for UK researchers to all resources and facilities that they require to carry out their research, independent of the location of resource or researcher. Ultimately the National Grid Service will provide integrated, single sign on, access to the full range of the UK’s computation and data based research facilities, together with a range of sophisticated services to support novel collaborative and cross resource activities. There will be some integration between GridPP and NGS by the end of GridPP2, which we expect to continue during GridPP3 in a conscious and joint effort to deliver a common national e-Infrastructure. When this happens GridPP will be able to rely on the national e-Infrastructure for some services (e.g. CA, training) but will need to contribute a share to others (operations, user support) and run some particle physics specific services (accounting, LCG operations, data transfers). As part of these developments regional infrastructures will be established that contribute to these national operations.

Europe: The EU will not continue to fund projects like EGEE indefinitely but they do want to encourage European interworking and interoperability of emerging infrastructure across member states. To help achieve this, the Commission are encouraging the concept of a European Grid infrastructure, based initially on the developments of the current EGEE projects. GridPP does not believe that middleware standardisation and availability will be sufficient, even by the end of EGEE-2, to allow a model where a central body like Dante manages the interconnection of independent National Grids. Instead, GridPP encourages the continued development of a pan-European infrastructure with implants in each country to enforce standards and facilitate interoperation. This is essentially the EGEE model, but focused more exclusively on operation of the production infrastructure rather than middleware development. 

Worldwide: For the particle physics community the Worldwide LHC Computing Grid project (WLCG), coordinated by CERN, is the means whereby the contributions by, or use of, Grid infrastructures around the world are coordinated for the LHC. The WLCG has done and continues to do much work in developing policies and tools for practical interoperation. As one of the few truly worldwide applications at present, the LHC is seen as a key driver in international interoperation by many of the production Grid deployments around the world. GridPP will continue to participate in this work via EGEE and WLCG but will also engage directly with the US and others on networking, accounting and other projects. A number of production Grid projects from around the world have come together to explicitly work on the highest priority interoperability issues. This work has now been formalized as a Global Grid Forum Community group: “Grid Interoperation Now” (GIN). The GIN group is committed to supporting interoperation between Grids now and in feeding their practical experience into the standards work of bodies such as GGF. GridPP will encourage this work as being in our long-term interest.

Networking: The UK e-Infrastructure is founded upon the national research and education network, SuperJANET. As of 2006 the next incarnation, SJ5, is being deployed throughout the UK and will be based upon a dedicated managed fibre infrastructure. Using different wavelengths SJ5 will provide a highly resilient IP network with typically 10 Gbit/s access as well as dedicated circuits between major scientific data sources and computing centres. GridPP already benefits from these facilities, and will soon have a dedicated 10 Gbit/s link to CERN. The NGS has dedicated connections from HPCx to CCLRC-RAL and to the TeraGrid in the USA. Internationally the UK has direct links to Europe and the USA. We connect to Europe through the Geant network which has a similar structure to SJ5 and which completes the connection to CERN. We have a direct connection into the StarLight in Chicago as well as through Geant into Abeline and ESNet. This provides the potential to link the UK e-Infrastructure to specific sites or instruments outside of the UK. The planned availability of a lightpath from RAL to CERN removes a potential expenditure from PPARC. 

JISC: e-Science has a dual track approach in the UK, whereby research and some development is largely within the EPSRC e-Science Core Programme, whereas e-Infrastructure and service provision and some development is within the JISC remit. This programme is currently starting a new phase with the appointment of the e-Science Envoy and the new organisational structure but JISC will be the main funder of production services in a national e-Infrastructure. The JISC e-Infrastructure programme is allocating ~£10m funds in a series of targeted calls for e-Infrastructure services. 

Outlook: While it is our vision that GridPP will eventually be integrated into a national e-Infrastructure, we do not expect to achieve this completely during GridPP3. We have tracked progress towards this during GridPP2 and estimate that it will be several years yet until the higher levels of middleware used in WLCG are in widespread use in other communities and fully interworking in NGS. Despite this we wish to play a full role in encouraging convergence. GridPP will use components of the NGS resources, as they appear, becoming a (large) user community with its own resources. It will then depend upon the NGS providing compatible middleware that we can share with a broader range of other disciplines. We hope that NGS will provide common Grid services, operations and monitoring. Some run by the Grid Operations Centre, some as more general JISC-funded services. GridPP will still be responsible for keeping its own resources running and connected to the Grid, running particle physics jobs, curating particle physics data and keeping the particle physics data flowing (Tier-0 to Tier-1 to Tier-2 and back). In constructing this proposal we carefully considered the likely trajectory of NGS and we are not seeking funding for anything that we believe the NGS is better placed to provide. GridPP and PPARC thus need to do the following: 

· fund enough staff to run its own operation: this number will decrease as better integration with NGS proceeds;

· encourage the formation of a UK e-Infrastructure as it will benefit GridPP later in the life of LHC; 

· continue the integration with NGS so that we have a single National Grid including HPC and campus Grids;

· work towards interfacing this National Grid to a European Grid Infrastructure by continued work in EGEE II and LCG;

· continue working towards a common set of polices on security, virtual organizations, monitoring, data access and retention; 

· work with OMII-UK directly and with OMII-Europe through EGEE to achieve a supported common middleware stack.

10. Management

After careful review, it is proposed to continue the management structure of the current GridPP project with only minor changes for GridPP3. As shown in Figure 9, the central body is the executive Project Management Board (PMB) chaired by the Project Leader. High-level input to the PMB is received from a Collaboration Board (CB) and, if required by the funding agency, an Oversight Committee (OC). The PMB is complemented by two additional boards, the Deployment Board (DB) and the User Board (UB). These bodies, the roles of individual members, and the interactions between them are described in more detail in the Management Planning Document. 
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Figure 9 Interactions between the proposed GridPP3 management structures.

In the process of reviewing these structures, we have identified two distinct groups of stakeholders within the project: those who provide the product (the Production Grid), and those who use it. The Oversight Committee and Deployment Board both represent the interests of providers (of funding, and of the Grid technology, respectively); and the Collaboration Board and User Board represent the consumers of the end product. 

The focus of this proposal is to provide a managed computing infrastructure for the LHC fully integrated with the CERN LCG Project. Close ties are required both with the LCG, and with any pan-European project that provides middleware (currently EGEE). The PMB will have a designated member to liaise with these areas. Currently, the Deputy Project Leader sits on the LCG Management Board and the GridPP Middleware Coordinator sits on the EGEE Project Management Board. A full list of the roles that need to be covered by the GridPP3 Project Management Board is shown in Table 14.
	PMB Roles
	PMB Person

	CB Organisation/Liaison
	CB Chair

	Project Leader
	Project Leader

	Deputy Project Leader
	Project Deputy

	Project Manager
	Project Manager

	Tier-1 Oversight
	Tier-1 Board Chair

	Tier-2 Organisation
	Deployment Board Chair

	Deployment Oversight
	Deployment Board Chair

	Grid Manager
	Production Grid Manager

	Middleware Support
	Technical Coordinator

	Application Interfaces
	Technical Coordinator

	User Representation
	UB Chair

	User Allocations
	UB Chair

	EGEE/EU Coordination
	EU Projects Coordinator

	LCG Liaison
	CERN Representative

	Network Liaison
	Network Coordinator

	NGS liaison
	NGS Representative

	Outreach
	Project Manager

	CCLRC Travel and Resource Management
	CCLRC Representative


Table 14 Project Management Board Roles.
More details about these roles are given in the Management Planning Document. It is envisaged that the PMB will consist of 10-12 people as in GridPP2, and that most weeks there would be a one hour video conference complemented by face-to-face meetings 4 to 6 times a year as necessary. In a change from GridPP2, it is proposed that a single Technical Coordinator cover both the middleware support and application interface areas that are currently the responsibilities of distinct Middleware and Application Coordinators. The emphasis here is on providing a coherent user-facing structure to provide coordinated support.

The GridPP Deployment Board (DB) has overall responsibility for the deployment strategy and the integration of Tier-1 and Tier-2 resources into a production quality Grid to meet the needs of the experiments. This will also be the forum where providers and users formally meet so that direct dialogue takes place. This is a change from the present structure, where user and provider interests are only brought together at the PMB level. The Deployment Board will meet 3-4 times a year. 

The main responsibilities of the User Board (UB) will be to represent the interests of the various user groups. The board will compile user requirements, using a common basis, for both resources and functionality required. The UB would have a responsibility for defining, representing, and probably brokering, the many user needs within the strategic policies agreed by the community. It is essential that there is good two-way communication between the users and the providers. The Chair of the User Board will also take a longer term view to anticipate the community requirements for the future. In a change from the current system and in order to provide this longer term view, it is proposed that the Chair of the User Board be appointed for the duration of the Project.

The GridPP Collaboration Board has proved to be a useful body with which the PMB can raise strategic policy issues and consult at a senior level with the wider HEP community. It is proposed that the CB continues within GridPP3 with a membership composed of Group Leaders from all the UK institutions. However, in a slight change, it is proposed that each of the large user groups be formally represented at each CB meeting by somebody nominated by the UK Spokesperson. The function of this body will be to (a) endorse strategic policy decisions made by the PMB; (b) provide advice to the PMB on specific issues; (c) provide information to the institutions concerning the GridPP3 project; (d) a body to which the PMB can raise specific management problems for action.

One of the main drivers in the design of the GridPP3 management plan is to ensure a smooth transition from GridPP2 to GridPP3, making the minimum necessary changes. It is planned to extend GridPP2 as is from September 2007 until April 2008, when the GridPP3 phase will commence. 

11. Outreach
During GridPP2, we successfully raised awareness of the project’s achievements through activities such as:

· a popular website, receiving over one hundred thousand hits each month and awarded ‘Best e-Science Project Website’ by the UK e-Science programme.

· a programme of stands and demonstrations disseminating to physicists and other disciplines at  events, including Supercomputing, the UK e-Science All Hands Meeting, CHEP and the IoP HEPP Group conferences.

· numerous newspaper and online reports mentioning GridPP, for example on the BBC website, silicon.com, The Register, The Inquirer, and in the Guardian, Computerworld and New Scientist.

Project members are also involved in dissemination, both inward and outward, as members of governing bodies of various groups, including EGEE, GGF, JISC, UKLight and the e-Science Centres. Details of these posts are given in Appendix D. Further, GridPP groups collaborate with projects in other disciplines, such as astronomy, computer science, engineering and medical science, and GridPP plays a major role in EGEE, providing resources to a range of disciplines.

We consider it vital that these activities continue during GridPP3. However, in response to this call, we propose to extend our outreach effort in GridPP3, to place more emphasis on technology transfer. To take this forward, we propose to employ an Industrial Liaison Officer at 0.5 FTE, as well as a full-time Dissemination Officer. We have also moved 0.5 FTE of the current Documentation Officer’s role to the Outreach team, to be responsible for documentation for new users and the user area of the GridPP website.
11.1 Dissemination

During GridPP3, we plan to build on our previous successful dissemination activities through the continued employment of a Dissemination Officer. Key areas are:

News and press: We will continue our regular GridPP news service, with more than 60 items since the start of GridPP2. We have a successful programme of press releases, working with PPARC, LCG, EGEE and individual universities. The 11 press releases to date have resulted in positive coverage in a wide range of online and print news media, including the BBC online, The Register and silicon.com. We will maintain this, building on our growing contacts with the media and working towards increased coverage as LHC comes online.
Website: The GridPP website will remain central to project communications. With the expansion of the website, it is becoming harder to ensure that it remains up-to-date. We will thus introduce a more formal system of site review, with page owners allocated and an automatic reminder system being developed. During GridPP3, the Dissemination Officer would continue to be responsible for the overall structure of the website, its general design, and ensuring its continued relevance to the project.

Events and demonstrations: We will extend our events programme, ensuring GridPP is represented at all suitable conferences by papers, posters and stands. This includes producing regularly updated printed materials and posters; we currently have more than 20 posters in the GridPP template. These events are vital in raising GridPP’s profile among other disciplines. The Real Time Grid Monitor, developed for GridPP by Imperial College is now used widely at events and talks by the management of GridPP, LCG and EGEE. It is an excellent high-level tool for introducing the Grid, and has been seen, amongst others, by the King of Spain and the President of India. We will develop this further, for example by building it into a 3-D global view. We will also continue developing other demonstrations, such as on GANGA and security.

Projects: We will run annual rounds of our small grants scheme, which provides dissemination grants for one-off projects. This has been a promising part of GridPP2, enabling Birmingham University to run a programme introducing the Grid to local school students, assisting Imperial College to take part in CERN’s Beyond Einstein webcast, viewed by 30-50,000 people, and funding development of a GANGA demonstration at Cambridge. We are also part of PPARC’s LHC Promotion Steering Group, and will be actively involved in events they are planning for the period around the LHC start. Proposed projects include an exhibition at the Science Museum, a film, Parliamentary receptions and lectures.

Working with external groups: We will continue to work closely with the dissemination teams in PPARC, LCG and in EGEE and its successor projects. EGEE and OSG are currently negotiating a joint, weekly, electronic newsletter, and GridPP has been invited to be the first regional Grid to contribute. GridPP members will continue to play leading roles in external projects such as EGEE and UKLight, and to work with other disciplines on individual projects. Section 9 sets out how we will work with the NGS during GridPP3.
11.2 Technology Transfer

GridPP has now developed a range of technologies that could be of interest to industry, for example, GridSite, security tools, R-GMA and the APEL accounting system. There has been interest in using the GridPP Grid or one of the university sites to run pilot Grid applications in areas such as finance and image processing. During GridPP3 we plan to pro-actively encourage these opportunities, in order to disseminate GridPP’s work to industry.

GridPP has limited involvement with industry at present apart from attendance at PPARC/KITE club meetings and specific sites having close relationships with various industrial suppliers. However, we have started to expand this area, and recently helped to arrange a Grid Technology Brokering Meeting, in Cambridge in May 2006. Organised by Qi3, the PPARC KITE Club Innovation Advisory Service and CERN UK Technology Transfer Officer, the meeting brought together representatives from industry, GridPP, NGS and EGEE. It resulted in a number of ongoing contacts with SMEs who are considering using the Grid for their computing, and GridPP members in Cambridge are currently working on a PIPPS proposal with Cambridge Ontology, an image processing company who spoke at the meeting. Glasgow are also exploring joining the GILDA EGEE testbed, which can be used by industry to test Grid computing.

For GridPP3, we propose to establish a technology transfer activity led by a small steering group. We would receive assistance in this area from Qi3. The group would examine different methods of technology transfer, looking at examples including: CERN’s openlab programme; the EGEE Industry Forum; PPARC’s industry awards scheme and the DTI Technology Programme. We would then hope to identify a small number of GridPP activities that might usefully be explored as possibilities for technology transfer, and to work with selected companies running pilot applications on the GridPP Grid, potentially seeking PPARC PIPPS funding.

11.3 Documentation

As proposed in section 8.3 we propose to split this into two areas, with a Documentation Officer at 0.5 FTE as part of the Outreach team. This position would be focussed on documentation for new users. The current Documentation Officer has established a useful area for new users on the GridPP website, with basic descriptions and links to documentation provided by other projects. The Documentation Officer would keep this area up to date, ensuring that documentation links reflect the (sometimes rapid) changes in middleware and experiment software, and reviewing documentation as it is produced. This person would also write introductory material in areas that are missing, and oversee the overall structure and content of the user area on the website. By having this post as part of the Outreach team, user documentation will be more closely integrated into the rest of the website and other GridPP literature.
12. Resource Request

12.1 Overview

The GridPP request is for a total of £35.2m (including working allowance) to support a seven-month extension to the GridPP2 project followed by a three-year GridPP3 project starting in April 2008. The proposal foresees a build up of the Tier-1 resources and operations at RAL to a level consistent with the needs of the UK experiment groups and it enables the coherent development of Tier-2 resources around the country, grouped into four regional centres through the funding of hardware and support staff. The proposal recognises the need for support, particularly during the start-up period of the LHC, and acknowledges the current UK leadership and European responsibilities in areas such as Security, information and monitoring, workload performance and data management. An overview of the resource request is presented in the following two tables. Table 15 shows the staff effort requested as an evolution from GridPP2 through the extension labelled GridPP2+, to the end of GridPP3. Table 16 shows an overview of the financial request.

	GridPP2
	 
	GridPP2
	GridPP2+
	GridPP3
	GridPP3

	
	 
	 GridPP
	EGEE
	 GridPP
	EGEE
	FY08
	FY09
	FY10
	

	Management
	All Management posts
	3.87
	 
	3.87
	 
	3.45
	3.45
	3.45
	Management

	Tier-1 
	All Tier-1 Services
	13.50
	 
	16.00
	 
	18.00
	18.00
	18.00
	Tier-1

	Tier-2
	Hardware Support
	9.00
	 
	9.00
	 
	14.75
	14.75
	14.75
	Tier-2

	
	Specialist Posts
	5.50
	1.50
	5.00
	1.50
	18.30
	15.30
	13.80
	Support

	Middleware
	All MSN Posts
	13.00
	3.50
	13.00
	3.50
	
	
	
	

	Applications
	All Application Posts
	18.50
	 
	1.00
	 
	
	
	
	

	Operations
	Operations Manager
	1.00
	 
	1.00
	 
	1.00
	1.00
	1.00
	Operations

	
	Tier-2 Coordinators
	0.00
	4.00
	0.00
	4.00
	4.00
	4.00
	4.00
	

	
	GOC Posts
	0.00
	5.50
	0.00
	5.50
	3.00
	3.00
	3.00
	

	Documentation
	Documentation Officer
	1.00
	 
	1.00
	 
	0.50
	0.50
	0.50
	

	
	
	
	
	
	
	0.50
	0.50
	0.50
	Outreach

	Dissemination
	Dissemination + Events
	1.50
	 
	1.50
	 
	1.50
	1.50
	1.50
	

	TOTAL
	 
	81.37
	65.87
	65.00
	62.00
	60.50
	TOTAL


Table 15 Evolution of GridPP staff [FTE].
Staff effort has been costed assuming pay increments for existing personnel continuing in post in most cases. In practice our experience with GridPP2 suggests there will be some turn-over of staff, with new personnel coming in at a lower spine-point. Some attempt has been made to compensate for this in the financial model. In general, university staff costs have been calculated assuming a 2.5% annual inflation factor; a 3% annual increment factor; and at 80% of the Full Economic Cost derived by adding an average estates cost of £11k and an average indirect cost of £33k per annum (pro-rated for FTE and scaled with inflation) to the salary costs. CCLRC staff costs have been based on an average cost of £74.3k per FTE in 2007, scaled by 3.5% per annum to account for inflation and increments. Due to the parallel requirement for Institute JeS forms and CCLRC submissions and the subsequent need to re-cost following project approval, the staff finances should be considered as estimates accurate to a few percent overall.
	Work Package
	Cost Table
	TOTAL [£m]

	A
	Tier-1             Staff

                       Hardware
	4.99

11.72

	B
	Tier-2             Staff

                       Hardware
	3.29

5.12

	C
	Grid Support Staff
	4.50

	D
	Grid Operations Staff
	1.89

	E
	Management
	1.17

	F
	Outreach
	0.37

	G
	Travel and Other
	0.84

	
	Project Sub-Total
	33.90

	
	Working Allowance (4%)
	1.25

	
	Project Cost
	35.15

	
	Contingency (12%)
	4.15

	
	Tier-1 Running Costs
	2.50

	
	Full Approval Cost
	41.80


Table 16 Overview of resource request by Work Package [£m].
12.2 Cost of GridPP2 Extension

GridPP seeks early approval for the seven month GridPP2 extension from 1st September 2007 to 31st March 2008, primarily in order to ensure the retention of key staff.  Table 17 shows the breakdown by work package. All costs refer to Financial Year 2007 and are based on the assumption that existing post-holders continue. The overall estimate is expected to be accurate to a few percent.

	Work Package
	Cost to PPARC [£k]

	A:  Tier-1
	693.47

	B:  Tier-2
	147.84

	C:  Support
	695.81

	D:  Operations
	43.34

	E:  Management
	194.35

	F:  Outreach
	59.95

	G: Travel and Other
	134.48

	TOTAL
	1,969.25


Table 17 Cost of the GridPP2 extension by Work Package [£k].
We note that the cost of extending the Application posts is not included in this total as these have been applied for on the rolling grants. The full cost of extending the Application posts by 7 months would be approximately £715k.
12.3 Work Package A: Tier-1

The running of a Tier-1 Centre with the required functionality based on the current infrastructure at RAL requires 18 FTE per year funded by GridPP, complementing the 3.6 FTE funded by CCLRC. In GridPP2, there is currently funding for 13.5 FTE (in addition to 3 FTE funded by CCLRC); we propose to increase this to 16 during the 7-month GridPP2 extension and then to 18 at the start of GridPP3. This early ramp-up of effort is predicated on the need to install a large amount of hardware during the GridPP2 extension period. The Tier-1 staffing roles are described in more detail in Section 7.1 and in the Tier-1 Planning Document.

The Tier-1 hardware request is based on meeting the Tier-1 requirements of the three large LHC experiments for CPU, Disk and Tape storage, together with requests from ALICE, BaBar and other running experiments. The experiment requirements described in Section 6.3 have been scaled up by ~10% to allow for known system overheads, and costed according to the expected evolution of hardware prices. For tape, a detailed model has been developed mapping the transition from the current 9940B technology, through the T10K and then to the T20K high performance drive expected in about FY10. More details are given in the Tier-1 Planning Document.

12.4 Work Package B: Tier-2

The level of Tier-2 based resources required during the project was established on the same basis as the Tier-1 resources (described above). The hardware proposed also covers the (mainly simulation, but as yet largely undefined) needs of future initiatives such as Linear Collider; Neutrino or Muon related experiments, with the small addition of 5% extra disk and CPU. In contrast to the Tier-1, no attempt was made to establish the actual cost of purchasing or running these resources. Instead, a market-approach has been adopted where GridPP has offered the Tier-2 Institutes a price in return for the provision of a specified level of resource with a specified level of service. This approach has arisen from the observations that (a) there are currently more Tier-2 resources available than required; (b) some of the hardware already funded by other means is new enough to contribute to GridPP’s needs up to 2008 or 2009; (c) dual-funding opportunities continue to exist in many places; and (d) joint ventures and internal priorities encourage some institutes to offer resources at discounted prices. GridPP has offered each institute a combination of staff effort and funding for hardware at a level that is estimated to be approximately 80% of what it would cost GridPP to place that resource at the Tier-1. As with all new markets, there is a risk that the price-point chosen is either unnecessarily high, or too low to generate the resources required. This latter issue is addressed in Section 12.11.

The amount of CPU required at the Tier-2s over the lifetime of GridPP3 is very similar to the Tier-1 total. For disk, the integrated total at the Tier-2s is about 70% of the Tier-1. The total staffing offered to the Tier-2s to run the hardware is 14.75 FTE per annum, compared to 18 FTE at the Tier-1. Clearly, the distributed nature of the Tier-2s increases the need for staff, on the other hand, the level of service required from the Tier-2s is not as stringent and does not include supporting tape. The 18 FTE at the Tier-1 include an incident-response team of 3 FTEs which is required to meet the Tier-1 service-level requirements. The level of staffing offered to the Tier-2s may need to be adjusted, depending on the amount of other effort that can effectively be leveraged.

12.5 Work Package C: Grid Support

In GridPP2, there is mixture of middleware development, testing, deployment, and support in the form of dedicated middleware posts and Tier-2 specialist posts. In GridPP3, middleware development is phased out and there is an emphasis on support. The detailed description of each area is contained in the Middleware Support Planning Document. A summary showing the evolution of posts in this area from GridPP2, though the extension period, and then to the end of GridPP3 is shown in Table 18. 
	GridPP2
	 
	GridPP2
	GridPP2+
	GridPP3
	GridPP3

	
	
	GridPP
	EGEE
	GridPP
	EGEE
	FY08
	FY09
	FY10
	

	WLMS
	Tier-2 Expert
	1.0
	 
	1.0
	 
	2.5
	2.0
	2.0
	Workload 

Performance

and Portal

	
	MSN
	1.0
	 
	1.0
	 
	
	
	
	

	Portal
	Apps. Interface
	1.0
	 
	1.0
	 
	
	
	
	

	Data Management
	Tier-2 Expert
	1.0
	 
	1.0
	 
	3.0
	3.0
	3.0
	Data 
Management

	
	MSN
	1.0
	 
	1.0
	 
	
	
	
	

	Data Storage
	Tier-2 Expert
	1.0
	 
	1.0
	 
	3.0
	2.5
	2.0
	Storage 

	
	MSN
	2.0
	 
	2.0
	 
	
	
	
	

	Security
	Tier-2 Expert
	1.5
	 
	1.5
	 
	3.8
	3.8
	3.8
	Security 

	
	MSN
	3.5
	 
	3.5
	 
	
	
	
	

	InfoMon
	Tier-2 Expert
	0.0
	 
	0.0
	 
	5.0
	3.0
	2.0
	InfoMon 

	
	MSN
	3.5
	3.5
	3.5
	3.5
	
	
	
	

	Network
	Tier-2 Expert
	0.5
	1.5
	0.5
	1.5
	1.0
	1.0
	1.0
	Networking

	
	MSN
	2.0
	 
	2.0
	 
	
	
	
	

	HP Post
	Tier-2 Expert
	0.5
	 
	0.0
	 
	0.0
	0.0
	0.0
	 

	GRAND TOTAL
	24.5
	24.0
	18.3
	15.3
	13.8
	


Table 18 Evolution of posts from Middleware Development to Grid Support.
12.6 Work Package D: Grid Operations

The GridPP Operations Staff is proposed to be at the level of 8.5 FTE of effort per year on an ongoing basis. This consists of the Production Manager, four Tier-2 Coordinators (currently funded by EGEE), three GOC staff and 0.5 FTE for technical documentation. Grid Operations is the activity responsible for deploying, operating and supporting the UK particle physics Grid environment. These duties are performed as an integral part of the larger international Grid infrastructures, namely EGEE and LCG, and in coordination with the UK National Grid Service and Grid Ireland. The work has to be carefully coordinated with the management of the UK Tier-1 and Tier-2s, the system administrators at all sites, the middleware support experts and must take into account the requirements of the many different experiment communities (Virtual Organisations). The three GridPP-funded GOC staff are a contribution to a larger effort on Grid operations, the remainder being provided by NGS and EU funding. Bids to sources of UK and EU funding will be made wherever possible in the future but it is important to remember that EU projects require matching funding from local sources. Full details are given in the Deployment Support Planning Document.

12.7 Work Package E: Management

The evolution of the GridPP Management effort is shown in Table 19. The detailed description of the roles and project organisation is given in Section 10 of this document and in the Management Planning Document. The roles of Tier-2 Coordinator and Deployment Board Chair have been combined, reflecting the amalgamation of the Tier-2 and Deployment Boards. The Technical Coordinator role supercedes the existing Middleware Coordinator and Application Coordinator roles. It is proposed to appoint a Chair of the User Board for the duration of the project (0.25 FTE) to ensure stability and continuity in this role throughout GridPP3.
	
	GridPP2
	GridPP2+
	GridPP3
	

	Post
	
	
	FY08
	FY09
	FY10
	Post

	Project Leader
	0.67
	0.67
	0.90
	0.90
	0.90
	Project Leader

	Project Manager
	0.90
	0.90
	1.00
	1.00
	1.00
	Project Manager

	T2 Coordinator
	0.50
	0.50
	0.40
	0.40
	0.40
	Deployment Coordinator

	DB Chair
	0.30
	0.30
	
	
	
	

	UB Chair
	0.00
	0.00
	0.25
	0.25
	0.25
	UB Chair

	Middleware Coordinator
	0,50
	0.50
	0.40
	0.40
	0.40
	Technical Coordinator

	Application Coordinator
	0.50
	0.50
	
	
	
	

	CCLRC Management
	0.50
	0.50
	0.50
	0.50
	0.50
	CCLRC Management

	Sub-Total
	3.87
	3.87
	3.45
	3.45
	3.45
	


Table 19 Evolution of GridPP Management Roles.
12.8 Work Package F: Outreach

Dissemination work in GridPP is currently managed by a Dissemination Officer (0.5 FTE) and an Events Officer (1.0 FTE). The results of this, though sometimes less tangible than in other areas, have been of great benefit to the project and have received universal praise. In GridPP3, we wish to build on this success but are conscious of the additional area of industrial liaison which we are explicitly requested to address in the call. We propose, therefore, to maintain the effort at the level of 1.5 FTE but to broaden the mandate of this team to include industrial liaison. In addition, we propose to split the exiting Documentation Officer post into two half posts with 0.5 FTE associated with the Outreach team and responsible for the GridPP website content and introductory level user documentation. The Outreach Planning Document gives more details of the dissemination and industrial liaison plans.

12.9 Work Package G: Travel and Other Costs
Based on experience in GridPP2 we have budgeted £3.5k per FTE per annum for travel, a reduction of about 10%. These funds cover collaboration meetings, national and international conferences and workshops, technical meetings, management meetings, and other travel directly related to GridPP activities. GridPP does not in general support LTA. The current policy, which will be reviewed but is likely to remain largely unchanged, is available at http://www.gridpp.ac.uk/meetings/Travel_Policy.html. In addition, a sum of £15k per annum has been included in this line for outreach expenses and other operational expenses (licences, laptops, test machines, web server, software etc.) 

12.10 Resource Request Summary 

The total request for GridPP3 and GridPP2 extension is £33.9m over a three years and 7 month period plus a Working Allowance of £1.25m discussed below. The resources required have been defined from the bottom-up based on analysis of the minimum requirements for a project of the scope and functionality described. Table 20 provides a summary of costs by financial year. The overall estimate is expected to be accurate to better than a few percent. The pie chart in Figure 10 gives a breakdown of the total costs by Work Package.
	Work Package
	
	FY07
	FY08
	FY09
	FY10
	Total

	A
	Tier-1
	Staff
	693.47
	1384.21
	1432.66
	1482.80
	4993

	
	
	Hardware
	3810.50
	2621.22
	3025.76
	2265.54
	11723

	B
	Tier-2
	Staff
	147.84
	1008.59
	1047.87
	1088.90
	3293

	
	
	Hardware
	1163.24
	1294.63
	1382.60
	1281.84
	5122

	C
	Support
	
	695.81
	1416.04
	1232.93
	1155.33
	4500

	D
	Operations
	
	43.34
	592.72
	614.84
	637.85
	1889

	E
	Management
	
	194.35
	311.78
	324.97
	338.78
	1170

	F
	Outreach
	
	59.97
	99.72
	103.58
	107.61
	371

	G
	Travel and Other Costs
	
	134.48
	242.50
	232.00
	226.75
	836

	
	Total
	
	6943.00
	8971.41
	9397.21
	8585.39
	33897


Table 20 Overview of resource request by financial year and Work Package components [£k]. 
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Figure 10 Pie chart of proposed overall funding by Work Package.

12.11 Risks, Working Allowance and Contingency

GridPP has a mature risk assessment process based on a Risk Register that forms part of the GridPP Project Map. The current register contains 76 individual risks and their assessments, which are reviewed on a six-monthly basis. We will extend this process to cover GridPP3 at the appropriate time. However, in terms of the current process of Project Definition a number of high-level risks can be identified and mitigated by assignment of Working Allowance and/or Contingency funds.

Project Level Risks

	#
	Name
	Likeli- hood (1-4)
	Impact

(1,2,3,5)
	Risk

(L x I)
	Action to Mitigate Risk

	1
	Insufficient funding.
	3
	5
	15
	Present requirements. 
PPRP to advise on strategic priorities.

	2
	Hardware costing. Hardware prices don’t fall as anticipated.
	2
	3
	6
	Delay if possible or de-scope if necessary.

	3
	Tier-2 market fails.
	2
	3
	6
	Increase Tier-2 hardware price and/or Tier-2 staffing level.

	4
	Tier-1 fails to meet service level required.
	3
	2
	6
	Increase Tier-1 staffing level.

	5
	Tier-2s fail to meet service level required
	3
	2
	6
	Increase Tier-2 staffing level.

	6
	Middleware fails.
	2
	3
	6
	Mitigated by experiment specific solutions. Work with partners to address shortcomings. Re-target support effort.

	7
	Industrial take-up low.
	3
	1
	3
	Facilitated by Industrial Liaison post.

	8
	Outreach fails.
	1
	2
	2
	Appoint Dissemination Officer.

	9
	Staffing missing/unqualified.
	1
	3
	3
	Build on existing expertise. Assume likelihood is low if early approval of GridPP2 extension.

	10
	Organisational problems.
	1
	3
	3
	Define/build/agree GridPP3 structure. Clarify the role of GridPP3 and its interactions. 

	11
	Technical Risks - See GridPP2 risks: R9, R10, R13, R14, R16, R22, R25, R27, R36, Also, physical risks.
	*
	*
	*
	Develop a full GridPP3 Risk Register based on that from GridPP2. 
Adopt a conservative approach to technology deployment. 

	12
	Inadequate support infrastructure.
	2
	2
	4


	Monitor performance of support activities via pre-defined metrics.

	13
	Lack of interoperability.
	2
	2
	4
	Active engagement in NGS, GGF, WLCG, EGEE.

	14
	Security compromise.
	3
	3
	9


	Work with other e-Infrastructure providers. Limit capability through portals. Key part of user training.


Table 21 Preliminary analysis of the high-level GridPP3 risks.
Contingency

Risk-2 in Table 21 addresses the uncertainty in the costing of future hardware. Previously experience suggests, very roughly, a 10% uncertainty per year of extrapolation. However, these uncertainties may not compound linearly and could, for example, diverge quadratically in integrating planned purchases over a number of future years. One can argue that there are systematic deviations from Moore’s Law (or Kryders’ Law) and there are more random deviations due to particular technology steps or simple market factors. Systematic effects are cumulative whereas random deviations tend to cancel. In the event of sustained systematic slow-down in price reductions, all LHC partners will face the same problem and collaborative, and probably compromise, solutions would have to be found. Therefore, to address this risk, we feel that it is reasonable to assign a contingency of 15% of the proposed hardware budget (Tier-1 + Tier-2) over the lifetime of the project.

Risk-3 in Table 21 reflects the market-approach that we are taking to the provision of Tier-2 hardware. To mitigate this risk, we propose a contingency of an additional 15% of the proposed Tier-2 hardware budget plus a contingency for providing an additional 12 person-years of hardware support effort at the Tier-2s (i.e. 1 FTE for 3 years at each of the four Tier-2s). The contingency is summarised in Table 22 in the next section.

Working Allowance
Risks 4 and 5 in Table 21 address the possibility that service level requirements (as defined by the WLCG MoU) at the Tier-1 and Tier-2 are not fully met. At the Tier-1, we believe we have a minimal staffing plan necessary to meet these requirements, however, there is a risk that the service level falls below that specified in the MoU and, perhaps more relevantly, below that of other Tier-1s. To mitigate this risk we request a working allowance to cover an additional 2 FTE (6 person-years of effort) at the Tier-1. At the Tier-2s, we do not directly fund all the staff necessary to provide the level of service desired. Although the levels of service are less stringent than those for the Tier-1, they are still broadly defined in the MoU and there is a risk that at some point we will be under pressure to improve on the delivered service. Therefore, we request a working allowance to cover an additional 2 FTE (6 person-years of effort) at the Tier-2s (this is in addition to the contingency noted above in this area).

A small (5%) working allowance is requested on the Management budget line, reflecting the fact that the User Board Chair has not yet been appointed. A number of strong candidates exist but their availability will not be established for some time. This creates some uncertainty in the financial model.

A working allowance of £300k is requested on the Travel and Other budget line. This sum is to address medium-scale requests (£5,000 to £30,000) for funding for unanticipated items such as specialist test-beds, software licences, etc. Examples during GridPP to date include: Workload management, data management, and R-GMA testbeds; Globus Support; and Oracle Licences.
	Item
	Contingency [£m]
	Working Allowance [£m]

	Tier-1 Staff
	
	0.478

	Tier-1 Hardware
	1.758
	

	Tier-2 Staff
	0.853
	0.426

	Tier-2 Hardware
	1.537
	

	Management Staff
	
	0.049

	Operations
	
	0.300

	TOTAL
	4.148
	1.253


Table 22 Contingency and Working Allowance Summary [£m].
We do not request explicit contingency or working allowance for support or operations staff as we feel that the risks here are already mitigated by the possibility of obtaining additional EU funding for some posts in these areas in the future. 
13. Conclusion

We request £35.2m to fund a 7-month continuation of the GridPP2 project followed by a new three-year project, GridPP3. This will provide a Production Grid incorporating access to the Tier-0 Centre at CERN and the gLite middleware deployment releases, the UK Tier-1 Centre, integration of four distributed Tier-2s, operational and technical support across the Grid, and outreach. The project is in direct support of PPARC's highest priority science programme, the LHC, during its crucial start-up phase.

Appendix A Planning Documents
The Planning Documents provide additional details in each area of GridPP3.

A.1 Hardware and Service Requirements Planning Document 

GridPP-PMB-85-Experiments describes the current estimates of the computing needs of the experiments. These emphasise the requirements of the LHC experiments but also include those of experiments in preparation and currently taking data as well as associated phenomenology. Uncertainties are discussed and the current usage of the Tier-1 Centre at RAL and Tier-2 resources around the UK are highlighted.

A.2 Middleware Planning Document

GridPP-PMB-86-Middleware describes a programme of middleware support that is targeted upon areas that are mission critical to particle physics operations, where GridPP has particular strengths and leadership, and synergies exist between GridPP and the wider community. This programme includes data management, workload management, information services, networking and security. 
A.3 Deployment Support Planning Document

GridPP-PMB-87-Deployment describes the Deployment Team function.
A.4 Tier-1 Planning Document

GridPP-PMB-88-Tier1 describes the services planned for the Tier-1 Centre at RAL, the hardware plans and the staff support required. It also positions the Tier-1 in a UK and international context.
A.5 Tier-2 Planning Document 

GridPP-PMB-89-Tier2 describes the rationale behind the Tier-2 planning, the current and future hardware resources at the four Tier-2s, their proposed management structures and relationship with GridPP3, and presents a proposal for PPARC to fund manpower and hardware at the Tier-2s.

A.6 Management Planning Document

GridPP-PMB-90-Management describes the management proposed for the project. Terms of reference for the boards envisaged are provided, along with descriptions of the key roles within the project. The document also illustrates the management tools that have been developed for GridPP2 and proposes these as the basis for managing GridPP3. The proposed travel budget for GridPP3 follows from the travel budget monitoring of GridPP2.
A.7 Context Document

GridPP-PMB-91-National-Context describes the context within which GridPP3 will operate from 2008-2011. It defines the main players, the management plan(s) and the structures that exist elsewhere. 
A.8 Resource Utilization Document
GridPP-PMB-92-Utilization presents the past performance of the resource providers in terms of the central accounts. 

A.9 Outreach Document
GridPP-PMB-93-Outreach outlines the increased importance of dissemination and industrial liaison in GridPP3, describes our current dissemination activities and future plans with respect to industrial liaison and documentation for new users.
A.10 GridPP2 Finance Document

GridPP-PMB-94-Finance gives more information on the breakdown of costs for the GridPP2 extension and the full proposal.
Appendix B Minimum Service Levels 

The following is taken from the LCG Memorandum of Understanding as signed by PPARC on 17th March 2006, following discussions between PPARC, GridPP and LCG management. It describes the services to be provided at the Host Laboratory (CERN), in Tier-1 and Tier-2 Regional Centres, and by institutes providing basic operational infrastructure and operation. Service levels are defined at a very coarse level. Detailed service definitions with key metrics are elaborated and maintained by the operational boards of the LCG project. 

B.1 Tier-0 Host Laboratory Services
The Host Laboratory shall supply the following services in support of the offline computing systems of the LHC Experiments. 

· Operation of the Tier0 facility providing:

· high bandwidth network connectivity from the experimental area to the offline computing facility (the networking within the experimental area shall be the responsibility of each Experiment);

· recording and permanent storage in a mass storage system of one copy of the raw data maintained throughout the lifetime of the Experiment;

· distribution of the raw data to Tier1 Centres, in-line with data acquisition;

· event reconstruction;

· services for the storage and distribution of current versions of data that are central to the offline operation of the Experiments, according to policies decided by the Experiments.

· Operation of a high performance, data-intensive analysis facility including:

· data-intensive analysis, including high performance access to the current versions of the Experiments’ real and simulated datasets;

· end-user analysis.

· Provision of high capacity network capability to all Tier1 and major Tier2 Centres, sufficient to support the above services.

· Coordination of the provision of networking services between the Host Laboratory, Tier1 and major Tier2 Centres, in collaboration with national research networks and international research networking organisations.

· A general-purpose service in support of application program development and maintenance.

· Basic services for the support of standard physics “desktop” systems used by members of the LHC Collaborations resident at CERN (e.g. mail services, home directory servers, help desk).

· Administration of databases used for the storage of physics data and associated meta-data.

· Administration of the Virtual Organisation (VO) associated with each Experiment.

· Provision of the following services for Grid Coordination and Operation:

· Overall management and coordination of the LHC grid - ensuring an effective management structure for grid coordination and operation (e.g. policy and strategy coordination, security, resource planning, daily operation,...);

· integration, certification and distribution of software required for grid operation;

· organisation of adequate support for this software, generally by negotiating agreements with other organisations;

· participation in the grid operations management by providing an engineer in charge of daily operation one week in four (this service is shared with three or more other institutes providing amongst them 52-week coverage).

The following parameters define the minimum levels of service:

	Service
	Maximum delay in responding to operational problems
	Average availability
 measured on an annual basis

	
	Service interruption
	Degradation of the capacity of the service by more than 50%
	Degradation of the capacity of the service by more than 20%
	During accelerator operation
	At all other times

	Raw data recording
	4 hours
	6 hours
	6 hours
	99%
	n/a

	Event reconstruction or distribution of data to Tier-1 centres
	6 hours
	6 hours
	12 hours
	99%
	n/a

	Networking service to Tier-1 centres during accelerator operation
	6 hours
	6 hours
	12 hours
	99%
	n/a

	All other Tier-0 services
	12 hours
	24 hours
	48 hours
	98%
	98%

	Networking service to Tier-1 centres
	12 hours
	24 hours
	48 hours
	98%
	98%

	Operations management (engineer in charge)
	4 hours
	6 hours
	12 hours
	n/a
	n/a

	All other services – prime service hours

	1 hour
	1 hour
	4 hours
	98%
	98%

	All other services – other times
	12 hours
	24 hours
	48 hours
	97%
	97%


B.2 Tier-1 Services
Each Tier1 Centre
 forms an integral part of the central data handling service of the LHC Experiment. It is thus essential that each such centre undertakes to provide its services on a long-term basis (initially at least 5 years) and to make its best efforts to upgrade its installations steadily in order to keep pace with the expected growth of LHC data volumes and analysis activities.

The LHC Experiments depend on the Tier1 Centres operating with a high level of reliability and availability, and consequently these services shall be provided with a high level of availability and rapid responsiveness to problems.

The following services shall be provided by each of the Tier1 Centres in respect of the LHC Experiments that they serve, according to policies decided by these Experiments:

· acceptance of raw, processed and simulated data from the Tier0 Centre, keeping up with data acquisition;

· recording and maintenance of raw and processed data on permanent mass storage;

· provision of managed disk storage providing permanent and temporary data storage for files and databases;

· operation of a data-intensive analysis facility;

· provision of other services according to agreed Experiment requirements;

· provision of high-capacity network services for data exchange with the Tier0 Centre, as part of an overall plan agreed amongst the Experiments, Tier1 and Tier0 Centres;

· provision of network services for data exchange with Tier1 and selected Tier2 Centres, as part of an overall plan agreed amongst the Experiments, Tier1 and Tier2 Centres;

· administration of databases required by Experiments at Tier1 Centres.

All storage and computational services shall be “grid enabled” according to standards agreed between the LHC Experiments and the regional centres.

The following parameters define the minimum levels of service:
	Service
	Maximum delay in responding to operational problems
	Average availability measured on an annual basis

	
	Service interruption
	Degradation of the capacity of the service by more than 50%
	Degradation of the capacity of the service by more than 20%
	During accelerator operation
	At all other times

	Acceptance of data from the Tier-0 
	12 hours
	12 hours
	24 hours
	99%
	n/a

	Networking service to the Tier-0 during accelerator operation
	12 hours
	24 hours
	48 hours
	98%
	n/a

	Data-intensive analysis services, including networking to Tier-0, Tier-1 centres 
	24 hours
	48 hours
	48 hours
	98%
	98%

	All other services – prime service hours

	2 hour
	2 hour
	4 hours
	98%
	98%

	All other services – other times
	24 hours
	48 hours
	48 hours
	97%
	97%


The response times in the above table refer only to the maximum delay before action is taken to repair the problem. The mean time to repair is also a very important factor that is only covered in this table indirectly through the availability targets. All of these parameters will require an adequate level of staffing of the services, including on-call coverage outside of prime shift.

B.3 Tier-2 Services
Annex the term Tier2 Centre refers to a single centre or to the collection of centres forming the distributed Tier2 facility. In order to qualify as a Tier2 Centre thus defined, a centre or federation of centres must provide to at least one LHC Experiment a deliverable (effective) capacity that amounts to at least 4% of the total capacity of all Tier2 Centres serving that Experiment.

The following services shall be provided by each of the Tier2 Centres in respect of the LHC Experiments that they serve, according to policies decided by these Experiments:

· provision of managed disk storage providing permanent and/or temporary data storage for files and databases;

· operation of an end-user analysis facility;

· provision of other services, such as simulation, according to agreed Experiment requirements;

· provision of network services for data exchange with Tier1 Centres, as part of an overall plan agreed between the Experiments and the Tier1 Centres concerned.

All storage and computational services shall be “grid enabled” according to standards agreed between the LHC Experiments and the regional centres.

The following parameters define the minimum levels of service:

	Service
	Maximum delay in responding to operational problems
	Average availability measured on an annual basis

	
	Prime time
	Other periods
	

	End-user analysis facility
	2 hours
	72 hours
	95%

	Other services
	12 hours
	72 hours
	95%


B.4 Grid Operations Services
This section lists services required for the operation and management of the grid for LHC computing. These will be provided by Members of the LCG Collaboration in the context of this MoU. The service levels shall be defined separately for each service provider in an addendum to this Annex.

· Operations centres – Responsible for maintaining configuration databases, operating the monitoring infrastructure, pro-active fault and performance monitoring, provision of accounting information, and other services that may be agreed. Each operations centre shall be responsible for the operation of a defined set of regional centres and shall provide on-line coverage during defined hours. The service levels defined in the addendum shall specify the following information:

	Scope of the service
	Sub-grid or list of grid nodes supported by the operations centre

	Period during which the centre operates as the primary monitoring centre
	….

	Availability of monitoring services during this period
	99%

	Availability during other periods
	97%


· Participation in the Grid operations management by providing an engineer in charge of daily operation one week in four (this service is shared with three or more other institutes providing amongst them 52-week coverage). The following is the minimum service level:

	Service
	Maximum delay in responding to operational problems
	Average availability
 measured on an annual basis

	
	Service interruption
	Degradation of the capacity of the service by more than 50%
	Degradation of the capacity of the service by more than 20%
	During accelerator operation
	At all other times

	Operations management (engineer in charge)
	4 hours
	6 hours
	12 hours
	n/a
	n/a


· User support for grid and computing service operations:

· First level (end-user) helpdesks are assumed to be provided by LHC Experiments and/or regional centres, and are not covered by this MoU.

· Grid call centres, providing second level support for grid-related problems, including problem management, may be provided by Members of the LCG Collaboration. These centres would normally support only service staff from other centres and expert users. Each call centre shall be responsible for the support of a defined set of users and regional centres and shall provide coverage during defined hours. The service levels defined in the addendum shall specify the following information:

	Scope of the service
	Definition of the users and regional centres served by the call centres.

	Period during which the provides an online service
	….

	Maximum response time to a problem during the period of service
	1 hour

	Availability of monitoring services during this period
	99%


Appendix C Baseline Services

Table 23 shows the baseline services required by the experiments of the Grid. The categorisation is as follows:

· Priority A: High priority and mandatory;

· Priority B: Standard solutions are required, but experiments could select different implementations;

· Priority C: Desirable to have a common solution, but not essential.
	Service
	ALICE
	ATLAS
	CMS
	LHCb

	Storage element
	A
	A
	A
	A

	Basic transfer tools
	A
	A
	A
	A

	Reliable File transfer service
	A
	A
	A/B
	A

	Catalogue services
	B
	B
	B
	B

	Catalogue and data management tools
	C
	C
	C
	C

	Compute element
	A
	A
	A
	A

	Workload management
	B/C
	A
	A
	C

	VO agents
	A
	A
	A
	A

	VOMS
	A
	A
	A
	A

	Database services
	A
	A
	A
	A

	Posix I/O
	C
	C
	C
	C

	Application software installation
	C
	C
	C
	C

	Job monitoring tools
	C
	C
	C
	C

	Reliable messaging service
	C
	C
	C
	C

	Information system
	A
	A
	A
	A


Table 23 The baseline middleware requirements of the experiments.
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	Organisation
	Role
	Dates

	F. Harris
	EGEE
	Project Executive Board
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	P. Clarke
	EGEE
	Project Executive Board
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	D. Kelsey
	EGEE
	Project Executive Board (Deputy Head of Security for EGEE)
	1/4/06 – present

	R. Middleton
	EGEE
	Project Management Board member (Chairman 10/04 – present)
	7/04 – present

	D. Colling
	EGEE
	Project Collaboration Board member
	1/4/06 – present

	
	
	
	

	J. Gordon
	EGEE
	Project Collaboration Board member
	1/4/04 – present

	J. Tseng
	EGEE
	Project Collaboration Board member
	1/4/06 – present

	A. Doyle
	EGEE
	Project Collaboration Board member
	1/4/06 – present

	R. Barlow
	EGEE
	Project Collaboration Board member
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	F. Harris
	EGEE
	Deputy Head NA4 (Applications)
	1/4/04 – 08/05

	F. Harris
	EGEE
	Head/ Deputy Head NA4 (HEP)
	1/4/04 –04/06

	P. Clarke
	EGEE
	JRA4 Activity Leader
	1/4/04 – 1/4/06

	S. Fisher
	EGEE
	JRA1 Cluster Leader (UK)
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	S. Fisher
	EGEE
	JRA1 representative on QAG
	1/4/06 – present

	S. Fisher
	EGEE
	Member of gLite Design Team
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	A. Doyle
	EGEE
	UK&I Management Board member
	1/4/04 – present

	J. Coles
	EGEE
	UK&I ROC manager
	1/9/04 – 04/06

	P. Strange
	EGEE
	UK&I ROC manager
	04/06 – present

	L. Cornwall
	EGEE
	Leader, Grid Services Security Vulnerability and Risk Assessment
	1/4/06 – present

	L. Cornwall
	EGEE
	Security Co-ordination Group Member
	1/4/06 – present

	D. Kelsey
	EGEE
	Security Coordination Group Member
	1/4/06 – present

	D. Kelsey
	EGEE/LCG
	Chair of Joint Security Policy Group
	2003 – present

	A. Parker
	e-Science
	Director, Cambridge e-Science Centre
	2001 – present

	A. Doyle
	e-Science
	e-Science Institute Programme Committee
	10/05 – present

	A. Parker
	e-Science
	e-Science Steering Committee Member
	2004 – 2006

	A. Parker
	e-Science
	Management Committee of the National Institute for Environmental  eScience
	2001 – 2006

	N. Geddes
	e-Science
	OSI e-Infrastructure Steering Group
	6/05 – present

	N. Geddes
	e-Science
	EPSRC Strategic Advisory Team for e-Science
	6/06 – present

	P. Watkins
	e-Science
	Director, Midlands eScience Centre
	04/03 – present

	P. Clarke
	e-Science
	Deputy Director, NeSC (Director 2006 – present)
	2004 – 2006

	J. Gordon
	e-Science
	Head of Operations and Deputy Director, CCLRC e-Science Centre
	2003 – 2006

	J. Gordon
	e-Science
	Head of Services Division and Deputy Director, CCLRC e-Science Centre
	7/2006 – present

	J. Gordon
	e-Science
	Director of Grid Support Centre
	2003 – 2004

	R. Middleton
	e-Science
	UK Grid Operations Support Centre Board, EGEE rep.
	2004 – present

	R. Jones
	e-Science
	PPARC Scientific Computing Strategy Panel member
	2006 – present

	D. Kelsey
	e-Science
	UK Security Task Force
	2002 – present

	P. Clarke
	e-Science
	UKLight Steering Committee
	2003 – 2006

	R. Jones
	e-Science
	ESELA activity leader
	2004 – present

	S. Lloyd
	e-Science
	PPARC Particle Physics Grants Panel
	9/05 – present

	N. Geddes
	e-Science
	PPARC Scientific Computing Advisory Panel
	6/06 – present

	S. Lloyd
	e-Science
	EPSRC e-Science Centre assessment panel
	11/05

	D. Newbold
	Experiment
	CMS Computing Committee Chair
	2004 – present

	R. Jones
	Experiment
	Chair of the ATLAS International Computing Board & Computing  Management Board
	2003 – present

	N. Brook
	Experiment
	LHCb Offline Computing Co-ordinator
	02/03 – 01/05

	N. Brook
	Experiment
	LHCb Computing Project Leader
	01/05 – present

	M. Houlden
	Experiment
	PI for ATLAS code development and user support grant
	1/12/05–present

	J. Tseng
	Experiment
	ATLAS Software Coordinator, Upgrade Steering Group
	10/05 – present

	J. Tseng
	Experiment
	ATLAS Software Project Management Board member
	10/5 – present

	S. Lloyd
	Experiment
	ATLAS Software Infrastructure Team
	2004 – present

	D. Kelsey
	EU 
	e-Infrastructure Reflection Group White Paper Editorial Team
	03/04 – present

	F. Harris
	EU 
	e-Infrastructure Reflection Group Workshop Working Group
	2005 – 2006

	N. Geddes
	EU 
	e-Infrastructure Reflection Group UK representative
	6/05 – present

	D. Colling
	GRIDCC
	System Architecture workpackage leader
	1/9/04 – present

	P. Hobson
	GRIDCC
	Real-time and Interactive web services workpackage leader
	1/9/04 – present

	P. Hobson
	GRIDCC
	Technical Management Board member
	1/9/04 – present

	D. Colling
	GRIDCC
	Project Management Board member
	1/9/04 – present

	A. McNab
	GGF
	Chair - Authorization Working Group 
	2002 – 2005

	A. McNab
	GGF
	Chair - OGSA Authorization Working Group
	2003 – 2005

	S. Fisher
	GGF
	Info Dissemination Working Group (Secretary)
	2003 – present

	A. Djaoui
	GGF
	OGSA working group: Information services lead
	01/2004 – present

	R. Jones
	HEPIX
	Chair, Storage Task Force
	2005 – 2006

	P. Clarke
	JISC
	JCSR Member
	2004 – 2006

	N. Geddes
	JISC
	JCSR Member
	2004 – present

	J. Gordon
	JISC
	JCSR Member
	2003 – present

	D. Kelsey
	JISC
	Member of Working Group on AAA, Middleware and Digital Rights
	10/05 – 03/06

	P. Clarke
	JISC
	JCN Member
	2001 – 2006

	J. Gordon
	LCG
	Management Board (UK rep)
	09/04 – present

	A. Doyle
	LCG
	Deputy UK Rep. Management Board
	09/04 – present

	N. Brook
	LCG
	Management Board (LHCb rep.)
	01/05 – present

	N. Geddes
	LCG
	WLCG Collaboration Board Chair
	1/06 – present

	R. Jones
	LCG
	WLCG Collaboration Board
	2005 – present

	D. Colling
	LCG
	WLCG Collaboration Board 
	1/4/06 – present

	J. Tseng
	LCG
	WLCG Collaboration Board
	1/4/06 – present

	N. Glover
	LCG
	WLCG Collaboration Board
	1/4/06 – present

	R. Jones
	LCG
	Chair WLCG TDR Editorial Board
	2004 – 2005

	N. Geddes
	LCG
	WLCG Project Oversight Board

(formerly LCG Project Overview Board)
	2002 – present

	A. Doyle
	LCG 
	Deputy UK Rep. WLCG Project Oversight Board
	09/02 – present

	J. Gordon
	LCG
	Grid Deployment Board (UK rep)
	2002 – present

	J. Coles
	LCG
	Grid Deployment Board (Deputy UK rep) and Secretary
	09/04 – present

	D. Kelsey
	LCG
	Grid Deployment Board (Security)
	2003 – present

	N. Brook
	LCG
	Grid Deployment Board (LHCb)
	01/05 – present

	A. Doyle
	LCG
	Collaborative Tools Group member
	04/04 – 06/05

	A. Doyle
	LCG
	Software Computing Committee
	01/04 – 12/05

	A. Parker
	Microsoft
	Research 2020 Science Steering Group
	2005 – present
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� 1 kSI2k is approximately equivalent to one single core 3GHz processor. 


�  (time running)/(time scheduled to run) 


� Prime service hours for the Host Laboratory:  08:00-18:00 in the time zone of the Host Laboratory, Monday-Friday, except public holidays and scheduled laboratory closures.


� The term “Tier1 Centre” includes a distributed Tier1 Centre according to the provisions of this MoU. In terms of services and levels of service a distributed Tier1 Centre shall be indistinguishable from a single-location Tier1 Centre.


� Prime service hours for Tier1 Centres:  08:00-18:00 in the time zone of the Tier1 Centre, during the working week of the centre, except public holidays and other scheduled centre closures.


� (time running)/(time scheduled to run)
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