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Introduction

In April 2008 the LHC will start running at full energy for the first time and will take proton data for much of the year. To meet the experiment requirements for storage and compute resource, the Tier-1 will need to rapidly expand in physical size in late 2007 and will continue to grow steadily until 2010. The growth late in 2007 will be unprecedented; the physical footprint will triple from 2006 with the installation of 72 new racks of equipment. The installation and commissioning (to a tight timetable) of so much equipment in a short period of time will be challenging – by April 2008 it must all operate without problem. Growth will continue until 2010 and the immense physical scale will make considerable demands on the machine room infrastructure (not to mention the staff). 

The Tier-1 centre will have a vital role; receiving a high rate stream of raw, processed and summary data from CERN for archive on tape, (re)processing or physics analysis. Average IO disk loads will be huge – 5000MB/s - far exceeding current experience. Peak rates will be even more challenging; the tape infrastructure will also be operating well beyond current levels.

The experiment’s expectations of the Tier-1 are also exacting.  The service will be expected to operate at 98% availability throughout the year. For the data acceptance path from CERN 99% availability is expected. The Tier-1 will be monitored at many levels, from availability and performance to trouble ticket response times and even the quality and timeliness of the weekly reporting. All this must be achieved while operating an immense infrastructure based on commodity equipment, a free operating system and often “bespoke” middleware. 

These challenges are described in more detail below and we explain how they will be met as the Tier-1 moves from production to exploitation.

Role of the Tier-1

As part of the existing GridPP2 project, the Tier-1 centre at RAL provides computing resources for a wide range of experiments, particularly Babar, ATLAS, CMS and LHCb. It is already a significant contributor to the Worldwide LHC Computing Grid collaboration (WLCG), and contributed 20% of global Tier-1 resources used in 2005.

The role of a Tier-1 is well described in the WLCG MoU
:
“Tier-1 Centres provide a distributed permanent back-up of the raw data, permanent storage and management of data needed during the analysis process, and offer a Grid-enabled data service. They also perform data-intensive analysis and re-processing, and may undertake national or regional support tasks, as well as contribute to Grid Operations Services”

The exact role of the Tier-1 varies from experiment to experiment, and is provided in detail in the individual experiments’ TDRs. However broadly the Tier-1 is responsible for the following tasks:

i. acceptance of an agreed share of raw data from the Tier-0 centre, keeping up with data acquisition.

ii.  acceptance of an agreed share of first-pass reconstructed data from the Tier-0 centre.

iii.  acceptance of processed and simulated data from other centres of the WLCG.

iv.  recording and archival storage of the accepted share of raw data (distributed back-up).

v. recording and maintenance of processed and simulated data on permanent mass storage.

vi. provision of managed disk storage providing permanent and temporary data storage for files and databases.

vii. provision of access to the stored data by other centres of the WLCG.

viii. operation of a data-intensive analysis facility.

ix.  provision of other services according to agreed experiment requirements.

x. ensure high-capacity network bandwidth and services for data exchange with the Tier-0 centre, as part of an overall plan agreed amongst the experiments, Tier-1 and Tier-0 centres.

xi. ensure network bandwidth and services for data exchange with Tier-1 and Tier-2s, as part of an overall plan agreed amongst the experiments, Tier-1s and Tier-2s.

xii. administration of databases required by experiments at Tier-1 centres. All storage and computational services shall be “Grid enabled” according to standards agreed between the LHC experiments and the regional centres.

By April 2008, the Tier-1’s principle role (and challenge) will be to meet the data processing and analysis requirements of the LHC experiments. Data taking is planned to start in 2007, and full data rates are expected early in 2008. As we move from the current “production” phase to exploitation phase, the key challenges will be to:

· Scale up to full capacity to meet the experiments’ resource requirements

· Meet commitments on service availability 

· Meet the experiments’ expectations by providing a responsive, high quality support infrastructure

Although primarily designed to meet LHC computing requirements, it is expected that the needs of the non-LHC experiments will also be met by the same infrastructure and it is planned that the Tier-1 will continue to provide resources to many UK particle physics experiments.
The Existing Facility

CCLRC has a long history in large scale computing and data storage for all disciplines including particle physics.  Both the previous (Ken Peach) and current (Neil Geddes) directors of the CCLRC e-Science Centre (ESC) are particle physicists. The e-Science Centre Head of Operations (John Gordon) and the Tier-1 Manager (Andrew Sansum) are former particle physicists. The co-location of the Tier-1 with RAL’s large and active Particle Physics Department (PPD) has proved invaluable in providing experimental software support and advice. PPD (Director: John Womersley) exercises financial control of GridPP’s staff, capital and recurrent budget (overseen by Dave Kelsey).  All the above has ensured that the focus of the Tier-1 has been to meet the needs of the community it serves. 

During GridPP1 (2001-2004), CCLRC developed a Tier-A centre for BaBar’s distributed computing model, and a prototype Tier-1 centre allowing it to participate in a range of Grid work including European Data Grid, DataTAG, the LHC Computing Grid (LCG), BaBar Grid and the UK ETF Level2 Grid. 

During GridPP2 the Tier-1 service has developed from a prototype to full production service, closely aligned with the WLCG project. It has been closely engaged in a series of WLCG service challenges demonstrating increasing levels of data management capacity and an ever widening range of WLCG services meeting the experiment requirements. At the time of writing (May 2006), the Tier-1 facility consists of:

· A batch farm of approximately 550 systems providing over 1000 KSI2K of capacity

· A Disk Cluster of 80 disk servers with over 300TB of usable capacity

· Over 500TB of usable tape capacity in a (shared) STK SL8500 tape robot with agreed expansion of GridPP’s share up to 5000 slots (approximately 2.5PB)

· A wide range of auxiliary systems and services

It has consistently been one of the major contributors to WLCG CPU capacity and delivered more CPU resource than any other Tier-1 centre during 2005. It has continued to provide a major resource to the BaBar community.

Over the period of GridPP2 CCLRC and the e-Science centre have made a substantial investment in staff, machine room infrastructure such as power and cooling and new robot infrastructure; much of this has been for the benefit of the Tier-1. 

Experiment Resource Requirements

Experiment requirements are discussed in full in the Experiment Hardware and Service Requirements Planning Document. It is the aim of this proposal to fully meet the stated requirement; individual needs are discussed under the separate sections. 

It should be remembered that where the commitment is to provide the resource in full production operation in time for April of a given year (which is the case for the WLCG MoU), the equipment needs to be delivered in the previous financial year. This allows time for acceptance tests and to deploy the hardware with sufficient margin for error to allow for procurement and hardware problems.

The year is expected to be split into two main phases:

· During data taking, the Tier-1 will accept raw data from CERN, carry out prompt reconstruction or delayed reprocessing of the recently received data.

· Outside data taking, all data from the current and previous years will be reprocessed.

Analysis work is expected to continue throughout the year. 

Challenges

In moving to full LHC production mode there are a number of major challenges to be faced by the Tier-1.

The Machine Room Environment
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Despite the ever increasing capacity/performance of computer hardware, the scale of the hardware deployment remains challenging. The number of 42U server racks is expected to increase from the present 40 racks to over 100 racks by the end of 2007 and 200 racks by 2010  (Figure 1). These will occupy a machine room floor area of 160 M**2 late in 2007, rising to 290M**2 by 2010. A further 100-200 M**2 will be required for cooling equipment, other aisles, tape robots, network equipment and so forth. Space close to but outside the air-conditioned area will be needed for operations area, workshop and other storage areas. Meeting the power and cooling requirements of the hardware will also be demanding and a detailed planning process is underway within CCLRC to ensure that the machine room environment is able to meet the Tier-1’s needs. CCLRC are in the process of specifying a new computer building which (if approved) is expected to be built and available by April 2008.
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Figure 1: Rack Count
Hardware Operation 

The increase in size of the Tier-1 in GridPP3 makes the hardware a significant area of concern and one that needs careful management and sufficient resources. The system management of large numbers of systems is not inherently labour intensive given good system management tools and processes, however the scale problem impacts two key areas; exception handling and disk resource management. 

Exception handling in particular is expected to be onerous. Hardware exceptions, on critical systems – particularly disk servers (where valuable user data resides) usually require an immediate response from system staff to prevent further data loss and restore the production service. This is potentially extremely disruptive to scheduling, efficiency and work quality of development staff who may find themselves distracted part way through a delicate operation in order to service a critical system failure. Wherever possible, exception handling needs to be handled by a dedicated team whose primary duty is the maintenance of the operational state of the service. A tiered support model is used, allowing staff of the appropriate grade to be used for routine hardware repair and well documented recovery process. 

Two teams of staff are expected to handle these kinds of incidents:

· A team of 3 incident response staff whose primary duty will be to rapidly respond to incidents, these staff will have an extensive knowledge of the components of the service and will be capable of diagnosing software faults and carrying out recovery procedures. These are expected to be junior system administrators.

· A team of two hardware technicians capable of identifying and isolating hardware faults, and  repairing or managing repair under warranty. Although also capable of dealing directly with certain incidents, much of their work will be the routine processing of faulty units.

In the event of major incidents (such as loss of power to the machine room), most Tier-1 staff will necessarily be involved in service recovery as many systems are likely to be impacted. 

Disk Servers

The disk service will grow from 2000 spinning disk drives in May 2006 to 10,000 drives at the start of GridPP3 and 20,000 drives at the end of the project. At current drive packing densities, 80 servers today will increase to 450 at the start of GridPP3 and 780 by the end of the project.

Operation of a disk service of this scale will be immensely challenging. Fault recovery is already a significant part of the current running cost of the existing disk service (probably taking about 0.8 FTE of effort at present). Typically when a disk server fails or data is at hazard of being lost it is necessary to take immediate real-time action in order to restore service or prevent loss of data.

Existing operational experience at RAL, the Tier-0 and other Tier-1 sites indicates annual drive failure rates of about 2-3% for commodity desktop drives under typical workloads (spinning 24*7, frequent quasi-random access and occasional high data rates – typically on filling). Each drive failure requires the intervention of a hardware technician to: 

· Replace the disk drive.

· Manage an engineer visit or the return of drive to supplier for replacement.

· Monitor the rebuild of the RAID set from parity information.

· Handle any problems that occur during rebuild (such as multiple drive failure), carry out data recovery actions where necessary and so forth. This last item quite a common occurrence – typically about 25% of rebuilds are not trouble free at present.

If current failure rates are sustained
, by late 2007, drive failures are expected to increase to 200-300 pa and will have almost doubled again by the peak drive count in late 2010. Drive failure represents about 50% of disk server incidents, the remainder varying from minor fan/PSU failure to a range of more complex problems – some of these can be very time consuming indeed. In complex situations, data recovery or restoration of service and data revalidation can take many days of staff effort – 3-5 is not uncommon.

A number of strategies will be adopted to keep the support effort within reasonable bounds:

· Introduce staff dedicated to incident management.

· Streamline the hardware repair process – diagnostic, repair under warranty (or local repair) will be by production line, where repair staff can work in an organized manner rather than in an interrupt driven mode. 

· Where affordable, require suppliers operate a high quality maintenance service

Even so this is an area where we expect considerable challenges. 

CPU Farm

The CPU farm will grow from 550 systems today, to 1800 in 2008, and 2700 in 2010.

Hardware failure rates for CPU systems are approximately 7% pa, a similar number of incidents are raised where no hardware failure is identified and the system is returned to service. Typical failures involve mainly memory, hard drive failure and a few PSU and fan failures. Although the fault rate is similar to the disk service, the impact is much less:

· Unlike disk servers, the impact to the service of losing 1 batch worker in several hundred is not significant to the service. Failed batch workers can be put to one side and dealt with systematically.

· Failure modes are simpler and diagnostic tools are available to isolate faults. 

Nevertheless by 2008 we expect to have to arrange repair under warranty (or by us for older equipment)  of  100-150 systems with at least the same number of  interventions to run diagnostics that lead to the system being returned to service without repair. By 2010, the rate will have increased by a further 50%.

Critical Services
The Tier-1 has a substantial number of critical systems, such as conditions databases, experiment software repository, batch master servers, compute element (CE), the network infrastructure and so on. Hardware failure of these systems usually leads to the whole service being flagged as unavailable. Wherever possible resilient services and hardware will need to be deployed to minimise downtime – these carry a cost associated with duplication or higher specification equipment. Where failures occur immediate high priority intervention will be required. 

As the service increases in size, scaling problems are expected to manifest themselves.  Much of the purpose of the ramp of the LCG service before data taking is to identify these problems, however it is inevitable that some problems will only appear once we reach the full deployed capacity. Fixes to architectural problems in the software or performance problems in the hardware can be very time consuming to isolate and obtain a fix from manufacturer or software provider. It is important that capacity is deployed and tested sufficiently well in advance and that team capabilities are sufficient to diagnose and address even the most difficult of faults. 

Service Availability

Because of the central role the Tier-1 has in data archiving, reprocessing and analysis, the Tier-1 service must provide excellent reliability, a high level of availability and rapid responsiveness to problems.

The following parameters define the minimum levels of service required of the Tier-1 (extracted from WLCG MoU):

	Service 
	Maximum delay in responding to operational problems 
	Average availability measured on an annual basis 

	
	Service interruption 
	Degradation of the capacity of the service by more than 50% 
	Degradation of the capacity of the service by more than 20% 
	During accelerator operation 
	At all other times 

	Acceptance of data from the Tier-0 centre during accelerator operation 
	12 hours 
	12 hours 
	24 hours 
	99% 
	n/a 

	Networking service to the Tier-0 centre during accelerator operation 
	12 hours 
	24 hours 
	48 hours 
	98% 
	n/a 

	Data-intensive analysis services, including networking to Tier-0, Tier-1 centres outwith accelerator operation 
	24 hours 
	48 hours 
	48 hours 
	n/a 
	98% 

	All other services – prime service hours6
	2 hour 
	2 hour 
	4 hours 
	98% 
	98% 

	All other services – outwith prime service hours
	24 hours 
	48 hours 
	48 hours 
	97% 
	97% 


Table 1: Required Service Availability (from LCG MoU)
All of these parameters will require an adequate level of staffing of the services, including on-call coverage outside of prime shift. 3 FTE of effort has been included to ensure that faults are quickly dealt with, this is detailed in the Staffing section under “Incident Response Unit”. Provision for this must be incorporated into PPARC planning if the service levels noted in the MoU are to be maintained

Although the incident response unit is expected to be the primary team responsible for incident management, most staff will be required to provide some level of out of hours cover as primary or second level support. It will be essential that recovery processes are designed to be straightforward and are well documented (and tested).

In general it is expected that the team maintain considerable strength in depth with several staff able to provide expertise for critical systems. It is our experience that at least three staff are required who are able to provide expertise for a particular system, this allows for scheduled work trips/holidays and unscheduled absence due to illness. 

Sophisticated automation, exception monitoring and automated callout and escalation will be essential. Tools for remote working will be required, such as: 

· Remote power management. 

· System consoles accessible from the network.

· Portable devices such as laptops and handhelds, so that staff will be able to carry out remote intervention from as wide a range of locations as possible. 

Hand in hand with a distributed support capability will be the information and logging systems to ensure that staff (and users) know what actions are being carried out and ensure that members of the team do not work at cross purposes. 

Service resilience (such as multiple instances of critical systems) will be required at many levels.  Where feasible, nationally or globally critical systems will be replicated off site –  either to RAL’s sister site Daresbury, other GridPP Tier-2 sites, or even other Tier-1 centres. 

The Hardware Proposal

Table 2 below summarises the capacity planned to be available for April of each year of GridPP3 in order to meet the stated requirement of the experiments. The experiments’ tape and network bandwidth requirements also need to be met. These are addressed in the tape and network section respectively.

	Hardware
	Apr-08
	Apr-09
	Apr-10
	Apr-11

	Tier-1 CPU [KSI2K]
	6770
	10219
	16065
	22911

	Tier-1 Disk [TB]
	3623
	5157
	8097
	10916

	Tier-1 Tape [TB]
	3787
	6519
	13039
	12977


Table 2: Capacity plan, for CPU, disk and tape.

In order to provide this equipment by April (in time for the start of the year’s data taking) it will be necessary to have received delivery of the equipment by September of the previous financial year.

A detailed capacity planning model has been built in order to estimate the cost of providing the equipment listed above. It takes into account a number of important variables:

· Estimates of price per unit CPU/storage until 2011
. 

· Operational life of the equipment (phase out date).

· Known operational overheads.

· Lead time for delivery and deployment.

The hardware costs predicted by the model are given in Table 3 below:

	SPEND
	FY07 
	FY08 
	FY09 
	FY10

	[K£]
	
	
	
	

	CPU
	1252
	1015
	1137
	961

	Disk
	1786
	851
	1170
	855

	Tape Media
	238
	421
	366
	0

	Tape Robotics and Drives
	421
	215
	228
	319

	Tier-1 Infrastructure and M&O.
	113
	119
	125
	131

	Total
	3810
	2621
	3026
	2266


Table 3: Hardware Spend Plan

In order to keep capital costs to a minimum, commodity solutions have been chosen wherever possible. Although this may lead to somewhat increased operational costs, these are expected to be significantly less than the expected cost of solutions considered by the manufacturer to be more reliable and appropriate solutions.

In order to meet the hardware requirement, CCLRC will provide:

· A machine room at no charge for floor space. CCLRC are in the process of specifying a new computer building which (if approved) is expected to be built and available by April 2008. This will provide an air-conditioned machine room with space, cooling and power expected to be sufficient  to accommodate all hardware planned for installation up until December 2010. 

· A power distribution infrastructure, up to machine room distribution boards or power rails, but not including all electrical work and components such as plugs, sockets or cables necessary for the connection of an individual rack to the power distribution infrastructure.  At present a typical rack of computer equipment with two 32 Amp feeds costs GridPP about £1K installation costs

· All cooling infrastructure will be provided by CCLRC provided current estimates of the planned cooling load of GridPP equipment are accurate. In the event that thermal limits are exceeded, GridPP will be expected to reduce the heat generation load by purchasing lower power consumption systems or by purchasing rack based water cooling (estimated at £6K/rack for modest supplementary exhaust cooling fins and £20K per rack for a completely contained rack cooling system). 

· Maintenance and operation of the building and cooling equipment will be provided by CCLRC, but electrical running costs are discussed below. GridPP is expected to contribute its share towards the operating costs of the operation team’s system monitoring and callout infrastructure.

· A significant part of the cost of migrating equipment from the old to the new machine room. Moving costs are expected to be about £1K per rack. Equipment installed in 2004 or earlier is scheduled to be phased out in place in the ATLAS centre. However equipment installed in the ATLAS centre after this date may need to be moved depending on (yet to be decided) final closure date of ATLAS. The exact cost of this operation will depend on exactly what equipment is installed before the new machine room comes into operation (expected in April 2008). 

Electricity costs for the operation of the Tier-1 service have been identified as a separate line and are given below. They are not included in the total overall hardware cost given above as these costs are not currently charged to GridPP by CCLRC. It is proposed that these would be held as contingency by PPARC in case the situation changes by or during GridPP3.
Table 4 below provides an estimate the likely size of the electricity bill.
. Little published information is available that might help estimate the likely cost of electricity in 2008 and beyond and it should be kept in mind that recent experience indicates that prices can be quite volatile, subject to pressure from both unexpected disruption to supply or raised demand. An estimate of future power consumption of equipment is somewhat easier and is based on private dialogue with hardware manufactures and review documentation from the cooling industry. 

	Electricity Cost
	FY07 
	FY08 
	FY09 
	FY10
	FY11

	[K£]
	
	
	
	
	

	
	
	628
	798
	1071
	1273


Table 4: Estimated Electricity Cost

Likely technology choices and trends are considered in more detail below.

CPU

Since 2002, the Tier-1 has deployed rack mounted dual processors running an x86 instruction set (1U, “pizza box”, PC servers in other words). All competitive tenders to date have resulted in a supplier-integrated “white box” solution, built by hardware integrators from components from several different manufacturers. There appear to be no significant benefits to increasing costs by buying from “Tier-1” companies (although we would be happy to see competitively priced solutions offered). Some cost savings might be achieved by moving to low cost “desktop” systems, or even cheaper “shuttle” type systems, however there are significant risks and challenges in running large amounts of hardware of this type (not specifically designed for 24*7 operation in a machine room environment).  Many of the commodity industry drivers today are towards small, quiet systems able to serve as the hub of a home multi-media centre, this is an area (like specialist gaming machines) worth monitoring but does not seem likely to offer deployable solutions at present.

Another alternative is a “blade” solution, high density solutions, where motherboards are usually vertically mounted (as blades) in a specialist chassis. Some improvement in packing density can be achieved and usually a reduction in power consumption per server. Spare parts are not necessarily easily obtainable after maintenance. These solutions have not been competitive on price at present, but may become so in the future. 

Over the last few years, CPU manufacturers have found it increasingly difficult to increase CPU performance by the historically successful method of increasing clock speeds. Leakage currents have become a major problem, leading to excessive heat production. Both AMD and Intel have now begun to put two CPU cores on a single processor (dual core systems). Performance can be gained by being able to run twice as many concurrent operations as a single core system at the same clock speed. Quad-core systems are expected in 2007 and there are indications that manufacturers believe eight way servers (and beyond) are possible.  The trivially parallel nature of particle physics codes makes them well suited to parallel running on multiple cores, however it should be kept in mind that bottlenecks in memory architecture may lead to difficulties with concurrent running of many instances.

The observed doubling of the number of transistors on a processor every two years is known as Moore’s law. Price/performance has also been found to follow a similar evolution. Future CPU costs have been estimated by extrapolating recent purchase prices to 2009 and thereafter by assuming Moore’s law holds with a 24 month halving in price.
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Figure 2: CPU price trends plotted linearly and as a natural logarithm (LN) for recent purchases (2002-2006) and extrapolation, 2007-2012

Disk

The Tier-1’s current storage solution of choice is based on a dual processor x86 server, with 24 enterprise quality 500GB SATA drives directly attached to a PCI hosted RAID controller (this is consistent with current WLCG recommendations.
 This is a “white box” solution built by hardware integrators from components from several different manufacturers. A solution of this type is not targeted by the storage industry at high IO load in an enterprise class environment (which is what we have to achieve), however the need to reduce costs means that this is the only realistically affordable solution and is commonly used in other larger HEP computing centres. Deployment of hardware of this type can be challenging, however the RAL Tier-1 team have long experience of commodity storage solutions, having worked with commodity disk servers since 1999. 

The observation that disk drive capacity doubles approximately every 2 years is termed Kryder’s Law. Future disk costs have been estimated by extrapolating current prices, assuming that storage costs halve every 24 months. It is consistent with our own historic purchase data and is validated against specific predictions made by the disk manufacturing industry.
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Figure 3: Storage cost trend plotted linearly and as a natural logarithm (LN) (based on purchases made 2002-2006 and future extrapolation 2007-2012)

Although only a rough estimate, there are a number of reasons for believing that the assumption is reasonably accurate.

· Although there has been a decrease in the growth of drive capacity over the last few years as manufacturers have struggled to make larger disk platters, the recent move from horizontal to vertical recording technology should enable capacities to increase somewhat faster once more.

· Several manufacturers have confidently stated that they expect to be making 1TB disk drives by 2007. Recently a 750GB (desktop) drive has become available, manufactured using vertical recording technology. 

· At least one manufacturer believes that they will be able to manufacture 1TB platters by 2010, leading to 3-4 TB disk drives.

For capacity planning purposes, this 24 drive server solution has been used throughout the capacity and resource planning. This 5U rack mounted server is about as physically big as is operationally feasible to manage. Drive count per server may more than double over the next couple of years as denser (top mounted) disk servers become available (such as Sun’s “Thumper” system) however there is not yet any guarantee that these will meet either our price or performance requirements and so are not used in the capacity planning model.

Tape

One of the major responsibilities of the Tier-1 will be the acceptance from CERN of an agreed share of the raw data, its safe keeping and its subsequent reprocessing. Although relatively high data rates are expected, both data acceptance from CERN and reprocessing are sequential operations and the order of reading can be scheduled to maximise mount time of individual tapes. Thus the raw data is suitable for storage on a tape device to be accessed by a hierarchical storage management system (HSM).  CCLRC has chosen CERN’s CASTOR2 system to provide the HSM, disk pool management and Grid interface to storage (SRM).  CCLRC are members of the CASTOR2 project, and have provided the SRM for CASTOR2 (giving us particular expertise in this part of the software).

Only high performance, enterprise class tape drives and media are likely to meet the performance, data retention and operational reliability required by the service and only a limited number of choices are possible. CCLRC have completed evaluation and tender and now operate an STK SL8500 tape library and T10K tape drives. It is expected that this solution can be operated for many years and a smooth upgrade path is expected in future to the next generation of high performance tape drive: the T20K. 

In the long term, holographic storage may well offer an alternative to tape and is an area well worth monitoring, however it is not likely to offer any benefits over most of the life of GridPP3 and even if/when this technology becomes available, many of the same HSM problems will remain, even if hardware and media costs are reduced. Work investigating holographic and other alternative storage media is expected to take place over GridPP3. 

The SL8500 tape library has 10,000 tape slots, with 8 mini-robots mounting tapes in tape drives. The mini-robots provide reliability through redundancy. Several SL8500s can be chained together to provide “pass-through” between systems if required. After allowing for average HEP compression levels, average fill level and other overheads, it is expected we can store 0.45TB data on each tape. We expect tape prices to fall linearly between 2006 and 2009 from their present £90 per tape to £60 per tape in 2009 (however these tapes are very new and estimates of price evolution are inexact). We have assumed that tape robotics and drives are constant in price over the life of the project. We believe that a new generation of tape drives (T20K) will become available in 2010. The T20K is expected to be able to write the existing media at double the present density. This has the attractive benefit that investment in existing media will not be wasted, although a rather rapid migration to the new drives may see the early phase out of some relatively new T10K units.

Although disk prices are expected to fall rapidly over the next few years, integrated over the period 2007-2011, tape hardware and running costs (excluding staff effort) remains surprisingly good value for money when compared to disk (our recent analysis suggests a price ratio of ~ 1:4  - tape:disk integrated over 2008-2011). Other than cost, the other major benefit of tape is the high reliability of the media (when not in use) making it extremely suitable for long term data retention. Despite the performance limitations of tape, the high capital and maintenance costs of tape robots and the labour intensive nature of HSM operation, tape still has a place in the service for hosting datasets that are only rarely read. 

CCLRC will make available to up to 5000 slots of its existing STK robot – no capital depreciation charge will be made, however GridPP will pay maintenance and operation charges associated with the robot, management systems and running costs in proportion to its fractional share (by slot count) reserved. This is expected to total £40K pa for 5000 slots. GridPP will pay for tape media and tape bandwidth
, together with any further tape robotics and management systems necessary for an increase beyond 5000 slots.

To meet the experiments’ capacity requirements an additional 6000 slot robot will need to be installed late in  FY07, allowing time to commission before additional tape slots are needed in the middle of 2008. The robot will need to be upgraded to 10000 slots in early FY09. Robot capacity and media should then be sufficient until 2012, provided T20K tape drives are released early in 2010 and are compatible with the existing media (which is currently believed to be the case). In the event that the T20K drives were late, then a further tape robot would need to be purchased late in 2009 (this is not budget for in the hardware plan).

If the tape system is to meet experiment needs, it must be provisioned with sufficient tape drives to meet the experiment bandwidth requirements. Two methods have been used to estimate the required IO bandwidth to tape:

· An estimate by the experiments based on their detailed data flow model (see the Experiment Requirements Appendix)

· An estimate by the Tier-1 based on a  global view of the amount of data needing to be stored to tape and a limited set of assumptions about time windows over which this is carried out.

These two methods lead to reasonably consistent answers (about 700MB/s in 2008) giving some confidence that the estimates are valid. 

Once the requirement is known, it is necessary to estimate what the hardware is capable of delivering. The T10K tape drive can nominally write data to tape at 120MB/s. However it has been found challenging to achieve this rate in practice. Measurements at CCLRC indicate that 80MB/s is reasonably achievable. The challenge is to deliver the data in a sufficiently steady manner that the tape unit can remain in high speed streaming mode. We also assume (based on observation of existing 9940 tape drives) that in the SL8500 tape drives will be active reading or writing data 75% of the time, the remainder being taken waiting for tape load/unload or carrying out file seek. This leads to an estimated “effective” drive bandwidth of 60MB/s on writing – possibly less on reading where less consecutive file access is expected.  There is no published information regarding the expected performance of the T20K drive, we have assumed 120MB/s will be achievable in streaming mode. 

Figure 4 below shows planned tape drive count, estimated expected peak load and available drive bandwidth. Peak load includes a component from the experiment and a system component for internal movement of data between media. 

System overhead is normally expected to be small, but in 2010 is expected to be over 800MB/s (400MB/s in and 400MB/s out) for 6 months while data on T10K media is converted to T20K. Media conversion will be required in order to compress existing data to double density in order to release media  for 2010 and 2011. This process will be challenging and timing will depend on the delivery date for the T20K drive. Ideally, as much as possible of the media conversion would be carried out in winter 2009 concurrent with the experiment’s reprocessing, however the T20K may not be available in 2009; for planning purposes we have assumed this process takes place in 2010 concurrent with data taking.

In the early years, bandwidth requirements are dominated by work going on during data taking. However by 2011, the dominant factor becomes the need to reprocess all previous years’ data during the winter months. This will almost certainly become increasingly untenable as we reach the end of GridPP3 and bandwidth limitations may force the experiments to change their present plans reducing their winter reprocessing to a reduced set of the total data.

Figure 4: Tape drive count (histogram), available and required bandwidth

Network

By autumn 2006, the Tier-1 will have a direct 10Gb link to CERN (with no resilient failover), which will be provided as a “light-path” as part of the SuperJanet 5 service. This link will allow RAL to be a member of the LCG Optical Private Network (OPN) which will carry traffic between the Tier-0 and Tier-1 and also between peer Tier-1 sites. This service is scheduled to remain in place over the life of SuperJanet 5. The planned capacity is expected to be sufficient to meet the stated experiments’ requirements for a peak 7Gb/s of traffic on the RAL segment of the OPN in 2008 and is consistent with LCG planning recommendations out until 2010
. To ensure good performance, this traffic will be routed directly to the Tier-1, bypassing the main site  firewall and network infrastructure. A limited access control list will be maintained on one of the routers in the path.

By the end of 2006, Rutherford Laboratory will be connected at 10Gb/s to the new SuperJanet 5 commodity IP service. Although a shared service between all users at RAL it is expected that sufficient bandwidth will be available to meet the experiments’ peak requirement of approximately 5Gb/s traffic in 2008 between Tier-1 and the UK Tier-2s
.Planning is well advanced to ensure that the Tier-1 has excellent connectivity to this network. Once again, for performance reasons, it is planned that a firewall will be implemented by router ACL rather than at the site  firewall. 

Recent experience and calculation of experiments’ expected IO rates to disk and CPU indicates that within the Tier-1 network infrastructure low cost 10Gb/s commodity network solutions are likely to meet expected IO rates. 

CCLRC will provide:

· Up to two 10Gb access ports to the site commodity 10Gb IP network and access to the SJ5 shared commodity IP service accessed via TVN. 

· Up to two 10Gb access ports to the site edge router providing access to a 10Gb light-path between CERN and RAL provided by UKERNA through the SuperJanet 5 project.

Staffing
Level of Cover

The staff cover provided for the service described above is as follows. 

· By using flexible time working, there will be system staff cover from 0800 -1800 Mon-Fri excluding UK public holidays. There will be no permanent presence outside these hours, nor will staff be available to resolve routine issues.

· Wherever possible, out of hours fault recovery will be automatic or handled by resilience within the infrastructure. On-call staff will be called, where automatic fault correction is impossible or unsuccessful. This is subject to the continued willingness of staff to provide cover outside normal working hours. The interval allowed between fault notification and staff response will be set at a level consistent with the service level commitments described above, but the guaranteed maximum response time will not be less than 2 hours. No cover will be provided over Christmas Day and Boxing Day except to respond and make safe equipment in the event of a machine room emergencies such as loss of cooling.  Allowances are payable to staff who are “on-call”. Further payments are made in the event of a response to a callout.

Level of Effort
An absolute minimum contribution by GridPP of 18 staff will be required in order to operate the hardware needed to meet the experiment requirements with a service quality consistent with the WLCG MoU requirements. The CCLRC e-Science centre will fund a further 3.6 FTE. 
	Work Area
	GridPP3

	
	PPARC funding
	CCLRC funding

	CPU
	2.0
	0.0

	Disk
	3.0
	0.0

	Tape Service (CASTOR2)
	2.0
	1.3

	Core Services
	1.0
	0.5

	Operations
	3.0
	1.0

	Incident Response Unit
	3.0
	0.0

	Networking
	0.0
	0.5

	Deployment
	1.5
	0.0

	Experiments
	1.5
	0.0

	Tier-1 Management
	1.0
	0.3

	Totals
	       18.0
	3.6


Table 5: Staff Effort by Work Area
The team has been structured to minimise the effort required and cost incurred. Because of the size and complexity of the service, hardware failure and fault management will be a normal everyday occurrence during GridPP3. The interrupt intensive areas have been separated from the process oriented (hardware repair) and deadline oriented (system administration) work. Experience during GridPP2 has shown that staff productivity is severely impacted when staff are expected to context switch between incident management and deadline oriented tasks. 

· The routine task of hardware repair has been separated from the process of dealing with the result of the hardware failure. This allows the two hardware support staff to work a production line process, maximizing their efficiency. The routine and documented nature of the work allows recruitment of “technicians” rather than system administrators, reducing costs.

· The system administration teams (Disk, CPU, Robot, CASTOR2 and Deployment) are sized to carry out scheduled system administration and development work. They will not be expected to deal with normal – every day – fault management and will therefore be free to work to planned schedules, meeting commitments to WLCG to a project schedule.

· Incidents will be managed by a multi-skilled incident response unit. This is intended to reduce the risk of over-provisioning other work areas to cope with long term fluctuations in fault rate. These staff will have an expectation that their primary daily role will be dealing with what has gone wrong. They will also provide the backbone of the primary callout team. They will be supported by the system administrators who  have the expertise to deal with the most challenging of problems and will also provide essential extra effort to cope with major disasters (such as unexpected loss of power). 

Experiment support is another potential area which is interrupt driven and needs a rather different set of skills (such as: people skills) to those of the average system admin.

CPU Farm

The CPU farm is the main CPU resource of the Tier-1. Over the duration of GridPP3 the CPU farm (presently 550 systems) is expected to grow to approximately 2000 systems in 2008 and 3000 systems in 2010.

	Source
	Effort

	GridPP
	2.0

	CCLRC
	0.0


The effort described here is sufficient to manage the basic CPU fabric (the hardware, installation environment, operating system etc) but cannot be taken in isolation from the experiment support and deployment staff who will provide the detailed technical support of the specialist Grid interfaces, provide experiment support and manage resources (such as the PBS scheduler).

Staff working on this work area will be responsible for all “low level” operation of the CPU Fabric. This will include the evaluation of new technology and specification of new systems. There will be substantial involvement in the tender process, delivery and subsequent commissioning. Staff will be responsible for the security, integrity and performance of the operating system, ensuring the service is well managed and maintained.

A large CPU cluster will be built incrementally to meet the experiments’ requirements for CPU. The cluster will be developed in stages adding new nodes at least annually. This will result in a variety of nodes, differing in power, memory, disk, bus speeds, and architecture. It has already been demonstrated in GridPP that resource schedulers (eg PBS) are sufficiently flexible to cope with such mixtures efficiently.

	Staff already in Post

	Name
	Role

	Martin Bly
	CPU farm system manager, operational manager of Tier-1 fabric, deputy Tier-1 manager


Disk Farm

The Disk Service is the main disk resource of the Tier-1. Of necessity it will be based on commodity hardware and a standard Linux operating system. Depending on hardware trends in packing density between 300 and 800 disk servers (10,000-20,000 disk drives) will be required to provide the storage capacity needed by GridPP.

	Source
	Effort

	GridPP
	3.0

	CCLRC
	0.0


High quality data services are the foremost requirement of a Tier-1 centre. As well as large capacity, the service must be reliable, robust, well-managed and guarantee the integrity of the data. The particle physics community’s requirement that a disk service simultaneously provides: high capacity, high performance, high reliability at low cost is impossible to achieve and compromises have to be made in reliability if an affordable solution is to be deployed. CCLRC has a proven track record in successfully running such data services over many years for particle physics, often working at the leading (sometimes bleeding) edge of the commodity storage sector.
Staff (2 FTE) working on this work area will be responsible for all “low level” operation of the Disk Service fabric (a further 1 FTE will manage the CASTOR disk pools and will be described later in this section). This will include the evaluation of new technology and specification of new systems. They will carry out the tenders, manage delivery and subsequently commission the systems. Staff will be responsible for the security, integrity and performance of the operating system, ensuring the service is well managed and maintained.

Apart from fault rate, we know (from current operational experience) that many more system administration issues are associated with a disk service when compared to a CPU farm. Many of these need the attention of experienced system administration staff. Examples include:

· Specialist custom device drivers and kernels are often needed – these need to be maintained and updated against security fixes.

· Performance related issues can be an area of considerable concern. The disk service needs to be optimized to give peak performance in a wide range of circumstances. A kernel update can substantially change the IO rates achievable and much time can be spent tuning for good performance.

· Complex interactions between the many layers of the Linux IO system can lead to stability problems not seen in simpler configurations such as worker nodes.  

· Evaluation, testing and benchmarking of potential new systems needs to be a carried out as a routine task.

· Hardware installations can raise a range of complex problems, needing lengthy interaction with the suppliers and manufacturers.   

One member of staff (1 FTE) will be responsible for management and operation of the CASTOR2 disk pools providing the Grid interfaces to the user data. They will:

· Be responsible for all allocation and de-allocation of storage and all routine data moves between disk pools. 

· Have considerable challenge in performance tuning and optimizing storage pools and replicas to meet the IO requirements of reprocessing and data analysis.  

· Provide support to the incident response team to assist diagnosis of CASTOR2 related problems and will be expected to work closely with the CASTOR2 core team and the Grid deployment team.

	Staff in Post

	Name
	Role

	Nick White
	Disk farm Manager

	Derek Ross
	Disk Pool manager


Tape Service (CASTOR2)

The tape robot is controlled by the CASTOR2 control system, which provides HSM capability needed to manage the temporary staging of data between tape and disk. Staff in this work area will manage both the tape robot and the central CASTOR2 infrastructure, which are inextricably entwined. 

	Source
	Effort

	GridPP
	2.0

	CCLRC
	1.3


The staff who manage the tape hardware are responsible for all system management duties associated with the specialist tape robot, tape drives and fibre channel network linking the two (1FTE). The tape robots and drives are a shared service between many customers and the effort here is GridPP’s reasonable share of the total cost of running the service taking into account both the number of robots and drives required. They will be responsible for the procurement and installation of the new tape robots expected to be required during the project together with the commissioning of tape drives. Work will be needed to ensure that the tape IO subsystem fully meets its performance targets.

The CASTOR2 part of the team (2 FTE) are those staff necessary to maintain and operate CASTOR’s core software (which we expect to run as a stand alone instance for GridPP). A further 0.3 FTE is funded to support the Oracle Database Administration that is the state-full heart of CASTOR. The CASTOR team will work closely with the disk server admin staff who will be responsible for the deployment of CASTOR2 on the disk pool servers. 

	Staff in Post (not all full time on the Tier-1)

	Name
	Role

	David Corney
	Group Leader, responsible for strategic planning 

	Tim Folkes
	Team leader for hardware team, primary system admin for the tape robot and drives

	Chris Kruk
	System administrator

	Bonny Strong
	Primary CASTOR system admin and CASTOR2 project leader


Core Services

These are the underlying systems and utilities such as system consoles, monitoring, conditions databases and high availability file systems used by most of the other components of the Tier-1.

	Source
	Effort

	GridPP
	1.0

	CCLRC
	0.5


Staff will maintain and deploy exception monitoring, management and automation tools as these become available. As the farm grows, increasing sophistication will be required in this area in order to cope with the increasing problems of scale.

Staff will operate a number of critical fileservers together with a small AFS service which has been requested by a number of the LHC experiments.

The Tier-1 will also need to maintain the WLCG Oracle 3D service (estimated at 0.5 FTE of the 1.5 FTE). 3D is an Oracle database service hosting conditions data for several of the experiments. In order to successfully maintain this service at the funded level of dbadmin effort (0.5 FTE) it will be essential the staff funded by the Tier-1 work in a larger group of Oracle staff working on a range of projects. Only in this manner is it possible to ensure sufficient staff effort to provide out of hours cover and deal with unexpected staff absence. 

	Staff already in Post

	Name
	Role

	Jonathan Wheeler
	System Manager

	Gordon Brown
	Database admin

	Nuala Cullen
	Database admin


Operations

The CCLRC Operations group manages the Atlas Centre machine rooms and routine tasks (such as daily physical inspection of equipment) taking place within them (2FTE are planned to fund this, one of these funded by CCLRC). Dedicated Tier-1 staff are also identified under this section to manage hardware failures, these will be routine daily events in a facility of the size that the Tier-1 is expected to be (2 FTE are planned to fund this).

	Source
	Effort

	GridPP
	3.0

	CCLRC
	1.0


Operations staff (2 FTE)

· Maintain a daytime presence in the machine rooms, being responsible for the machine room environment, liaising with CCLRC site services to manage power, cooling, safety, physical security and access control and many other routine day to day tasks needed.

· Responsible for the physical installation of delivered equipment, liaising with suppliers and systems engineers. Staff also deal with the routine arrival of system engineers in response to hardware failures – ensuring there is always someone available to meet the engineer and provide access to equipment.

· Carry out routine daily inspection of all Tier-1 equipment

· Manage tape movements and robot intervention; this is expected to be a substantial duty as the number tape drives increases to 20 in at least 2 tape robots.

· Carry out a number of routine tasks on the Tier-1 not easily automated. 

· Act as final point of system monitoring escalation in the event that neither automated processes nor Tier-1 staff respond to an alarm event. 

The rapidly increasing scale of the whole machine room operation (driven by the Tier-1) requires substantial specialist effort to deal with increasingly complex issues of long range capacity planning (and management of the procurement and installation) of power infrastructure, cooling, floor loading, building capacity, site security, safety and so forth.

During GridPP3 CCLRC expects to have to manage the commissioning of a whole new computer building, while continuing parallel operation of the existing ATLAS centre and managing the gradual movement of Tier-1 (and other) hardware from the old to new site 

The Hardware Repair team (2 FTE) will be responsible for dealing with all Tier-1 hardware exceptions (other than the robot). They will typically be Linux hardware technicians rather than system administrators.

The team will provide the first point of response to hardware exceptions identified by the exception monitoring system. They are responsible for all aspects of the process of taking a node offline for validation/repair and returning it to service. Key roles are:

· Respond to hardware exceptions in a timely manner, where appropriate, drain hardware or otherwise offline equipment.

· Diagnose faults and monitor fault rates and fault statistics

· Replace field replaceable components (such as disks)

· Manage engineer callout under warranty/service and track response times and service success rates.

· Repair out of warranty systems, manage spare parts pool.

· Return systems to service, monitor status etc, validate data where appropriate.

· Support hardware installations, carrying out routine validation/commissioning of new hardware

The Machine Room Operations Team comprises 4 staff managed by Graham Robinson (Group Leader). The existing hardware support staff member is not expected to be in post by 2008 and is not therefore identified here.

Incident Response Unit

This team will provide the first line of response to service exceptions and is provided to ensure that WLCG service level commitments are fully met. No effort is included in any of the other system administration work areas to manage faults and these staff will be an integral part of the overall service. These staff (together with a number of other experienced system administrators) will be the primary on-call contacts for out of hours incidents. They will be supported by other system staff providing “second level” cover. 

	Source
	Effort

	GridPP
	3.0

	CCLRC
	0.0


Hardware and software exceptions are expected to be a daily fact of life on a service of the size and complexity that the Tier-1 will have grown to by 2008 (see page 5, Hardware Operation). Unless managed carefully, faults will disrupt many planned and scheduled activities. Wherever possible a robust and simplified process will be needed, however the worst incidents (particularly where data retention and catalogue inconsistency are an issue) can be very time consuming to resolve, several staff days not being unusual.

Experience shows that fault rates for individual components of the service are by no means constant, fluctuating according to the vagaries of changing environmental conditions and work mix (for the hardware)  and the quality and maturity of software releases. By concentrating the effort in a single dedicated team we will avoid the risk of over provisioning effort in other areas, allow greater flexibility to respond to changing circumstances.

These staff will work closely with the hardware support staff and complement the work of the other system administrators. They will have general Linux skills and will be familiar with operational issues associated with the WLCG middleware.  They will need to be confident and flexible. Systems and services will need to be well documented, but these staff will need to have considerable expertise of their own and be able to work outside the limits of their documentation. 

They will need to: 

· Respond to incidents raised by exception monitoring. 

· Provide our primary operational point of contact with WLCG, responding to fault notifications as appropriate.

· Identify and isolate the cause of the problem.

· Restore service as quickly as possible.

· Maintain the exception monitoring configuration, improving monitoring tasks and processes.

· Test and improve the recovery processes.

· Help provide suitable documentation where appropriate.

At present many existing staff (named in other sections) respond to incidents. Once the three members of the incident response team are recruited, the remaining staff will provide training and second level support. 

Networking

The Tier-1 service relies on a site-wide network infrastructure provided by CCLRC. Effort described here will fund both the management and maintenance of the local Tier-1 subnet(s) and fund the substantial extra load placed on the CCLRC network team by the Tier-1 service.

	Source
	Effort

	GridPP
	0.0

	CCLRC
	0.5


Effort described here provides and supports the Tier-1 network infrastructure. No development effort is funded. Effort here:

· Will maintain and operate CCLRC’s end of the WLCG Optical Private Network (OPN) to CERN. Will liase with other WLCG sites operating the OPN and will deploy such systems and services as are required.

· Maintain and operate the Tier-1 Local Area network (LAN), overseen by Tier-1 staff. The LAN equipment is very reliable but with over 3000 ports will be quite substantial.

· Provides advice on technical network issues.

· Support the Tier-1’s connection to the SuperJanet 5 commodity network where the data rates expected to be generated by the Tier-1 (several Gb/second) are expected to introduce additional workload over and above normal CCLRC network operation.

Robin Tasker is group leader of the network team, which comprises Robin, with 7 staff at RAL.

Grid Deployment

The deployment team will manage and troubleshoot the Grid middleware layer of the Tier-1. Grid deployment staff will be system administrators with specialist application and middleware expertise.

	Source
	Effort

	GridPP
	1.5

	CCLRC
	0.0


The deployment staff will provide essential support for the Tier-1 Grid middleware infrastructure. This is the non-experiment-specific infrastructure such as storage and compute elements.  Although actual installation may be carried out by CPU and Disk service staff (where installation tools are available within the Fabric Management systems), responsibility for ensuring that these systems work correctly will be that of staff identified here. These interfaces provide the main entry point for work into the Tier-1 and their reliable and sustained operation is vital to the success of the service. Experience deploying Grid middleware into a production environment  has shown that many problems can come to light under high load or unusual access patterns or use and debugging and rectification can be both difficult and time consuming. Insufficient effort available to the Tier-1 may lead to substantial system downtime.

Deployment staff may also be required to manage a number of Core UK Grid services or even Global WLCG services.

	Staff already in Post

	Name
	Role

	Steve Traylen
	System admin and Tier-1 Grid and Support manager

	Derek Ross
	System admin


Experiment Support

This is outward-looking Tier-1 effort that is intended to complement dedicated experiment software support that the experiments have bid for. The staff will help meet the special needs of individual experiments and provide wider UK support where possible.

	Source
	Effort

	GridPP
	1.5

	CCLRC
	0.0


Experiment support staff will be system administration staff with a preference towards end user support. They will:

·  Act as liaison between Tier-1 and experiments

· Install, maintain and debug experiment specific Grid interfaces at the Tier-1.

· Provide user support at the Tier-1 

· Manage Tier-1 job scheduling and data flows

· Carry out resource allocation, monitoring, control and reporting.

As experiment-specific infrastructure is gradually replaced by standard tools and service this aspect of the work is expected to be considerably reduced. However, as the farm expands released effort will be needed in support of a larger and more diverse user base and a substantial role in resource management.

	Staff already in Post

	Name
	Role

	Matt Hodges
	System admin 

	Catalin Condurache
	System admin


Tier-1 management

The Tier-1 service is a large and complex facility. Effort is needed to manage both the internal service and also maintain high level links with peer organisations.

	Source
	Effort

	GridPP
	1.0

	CCLRC
	0.3


The Tier-1 Centre Manager (1FTE) is responsible for the delivery and operation of the Tier-1 centre. The manager will take responsibility for all strategic technical and operational decisions that might impact the Tier-1 centre and will ensure that its operation meets commitments given to projects such as WLCG and BaBar.

The Manager is responsible for the Tier-1 project management and is expected to routinely report project management information to CCLRC, GridPP and WLCG. The Tier-1 Manager manages the Tier-1 finances and staffing levels and is overseen by the (unfunded) PPD budget holder for the Tier-1.  Within CCLRC the Tier-1 finances are controlled through routine monthly management meetings.

The Tier-1 manager manages the relationship with other CCLRC service providers such as Network Group, Operations Group, Data Management Group and the Atlas Datastore Team 

The manager will act as the interface between the Tier-1 and other centres such as the Tier-0 at CERN and Tier-2s within the UK and elsewhere. The manager will also ensure that contacts are satisfactorily maintained between the Tier-1 and the experiments and also between the Tier-1 and the GridPP2 Production manager, however day to day contacts will be between the staff in the Experiment Support and Deployment work areas of the bid.

The  Tier-1 Service will be overseen by the Tier-1 Management Board. The manager will provide a written report to each meeting of the Tier-1 Management Board, describing significant developments, operational issues and resource usage and future plans.

A further 0.3 FTE of effort is committed to funding the Tier-1’s share of the cost of supporting the UK’s high level interaction with WLCG and other similar projects.

	Staff already in Post

	Name
	Role

	Andrew Sansum
	Tier-1 Manager

	John Gordon
	GridPP Deputy Project Leader, representing UK/I interests within WLCG


Other Supporting Projects

CCLRC is involved in a number of other projects that will provide benefits to the Tier-1, 

CCLRC e-Science Centre

The CCLRC e-Science Centre participates in e-science projects of all Research Councils providing management, services and middleware development. The eSC provides a bigger pool of expertise to share with Tier-1.

HPCSG

The e-Science Centre’s High Performance Computing Services group (HPCSG) runs SCARF a parallel compute cluster for CCLRC internally to service the needs of the facilities (ISIS, DIAMOND, CLF) and simulation groups. For UK academia we also run a parallel compute cluster for NSCCS (National Service for Computational Chemistry Software), a National Grid Service (NGS) data node and for the Minerals and Ceramics consortium Mott2. In total this represents ~700 processors and ~100TB disk with major procurements in 2006/7 bringing the total to > 1000 processors and > 150TB diskspace.  There is significant sharing of expertise between HPCSG and the Tier-1 covering areas such as hardware performance and trend tracking, procurement, machine room housing, monitoring and infrastructure management. 
Petabyte Storage Group

The Petabyte Storage Group provides data archive and back up services to around 132 user communities in total to CCLRC facilities, and more recently to a growing number of external users from the UK academic community. Within CCLRC significant user communities include ISIS, British Atmospheric Data Centre, EISCAT (Radar research), National Earth Observation Data Centre, World Data Centre, CICT, Central Laser Facility, and the Diamond Light Source.  The service also provides data archive facilities to a growing number of PPARC astronomy communities including WASP, VIRGO Consortium, SOLAR-B, and many others.  Archive services to off-site institutes include the National Crystallography Service, Southampton University, Hartley Library, Southampton University, BBSRC (BITS), Arts and Humanities Data Service, and Integrative Biology.  The service being rolled out to BBSRC (BITS) will provide an archive service to around 5000 scientists from all of the BBSRC institutes.  We are constantly looking at ways in which we can grow the service and widen our user community.  Income provided from the user community helps to offset the costs to all other users.

The storage group is also embarked on an R&D programme to asses and review upcoming technology, and to investigate scalable archive systems into the future.  The benefits of this also accrue to all communities who use the archive services.
National Grid Service (NGS)

CCLRC is the lead site for the UK National Grid Service (NGS
). CCLRC hosts one of the NGS storage nodes at RAL and later in 2006 will operate a combined storage and compute node as part of the NGS2 upgrade.  The NGS team at RAL also operate the UK e-Science certificate authority, providing a useful source of local expertise regarding authentication and the x509 infrastructure. The group also operate a support team to handle UK e-Science Grid related issues and are therefore provide an additional source of local Grid expertise the Tier-1 team can call upon. 

EGEE-II (and the Grid Operation Centre)

CCLRC is responsible for the overall operation of the UK/Ireland Regional Operation Centre (ROC) as part of the EGEE-II SA1 work area. The ROC is directly responsible for the smooth operation of the UK Grid. The ROC has many roles, described under SA1 but particularly:

· Coordinates requests for access to resources.

· Manages the flow of support calls and incident reports for the UK region, 

· Manages Grid security

· Monitors that SLA commitments are being met.

The ROC also runs part of the Grid Operations Centre
 for the WLCG project, being responsible for resource accounting and part of the monitoring framework.

Data Curation Centre

The Data Curation Centre is a jointly funded JISC and EPSRC project, funded for 3 years until 2007. The DCC is a virtual organisation lead by Edinburgh University, comprising CCLRC (leading development), Glasgow (leading services), Edinburgh (leading research), and UKOLN (leading user outreach).  It aims to provide advice and guidance (and eventually services) to communities who need to curate their data to ensure it can be read, understood and re-used by communities in the future, long after a project may have finished and the project expertise dispersed. (For example the potential benefits of re-using medical data are obvious.) Current curation models recognise five independent layers, the bottom one of which is the curation of bits and bytes and migration of data to new hardware technologies. Above this is the data format (and other) layers. 

The Tier-1 centre at CCLRC benefits directly from CCLRC’s involvement in the DCC particularly from having close access to the DCC development programme and growing expertise in bit (and higher) level curation and in the development of related standards.


























































� The WLCG MoU CERN-C-RRB-2005-01 1 June 2006 - http://lcg.web.cern.ch/lcg/C-RRB/MoU/WLCGMoU.pdf


� Drive failure rate is influenced by many factors: some well controlled by the manufacturer (such as single bit error rates) some unexpected by the manufacturer, such as batch related, systematic manufacturing problems, and some entirely outside the manufacturers control such as handling in transit and heat and vibration on site. Manufacturers quoted reliability data (even if available) only tells part of the story. However, quoted single bit error rates of 1**10-15 suggest that in 2008 (with an estimated 5GB/s disk IO rate) the Tier-1 will experience over 1300 unrecoverable single bit disk IO errors, of which we might expect the RAID controllers to manage to correct a significant fraction (remapping bad blocks) before ejecting the drive as bad (maybe in 5-10% of cases which is a rough estimate of our current operational experience). This suggests failure rates consistent with the estimate above of 2-3% of disks failing in any given year. We have no expectation that significant improvements in drive reliability will happen in the next few years – indeed recent trends indicate a willingness to generate IO errors earlier in the retry process in order to allow the RAID array to handle the failure as part of its normal bad block management process. 


� These are essentially informed by Moore’s law (price of CPU halves every 18-24 months), are cross checked against prior experience and sanity checked where possible against expected technology developments. Some further detail is provided in the individual sections below. It should be kept in mind that this is not an exact science, the extrapolation itself is unlikely to be accurate and competition leading to changes in manufacturers pricing strategy, unexpected technology changes and supply side shortages (or glut) can have a significant impact.  





� The cost of electricity has been assumed to be £.08 per KW/h in 2008, inflated by 5% per annum thereafter. For worker nodes power consumption per server has been assumed to be constant at 260W until 2008 (in line with current experience and industry statements), thereafter inflated at 5% per annum (based on predictions made by ASHREA). Power consumption of disk servers is expected to be 740W per 24 drive disk server, inflating at 5% per annum. This later estimate may be rather pessimistic as packing density of drives per disk server may be higher in future reducing overall consumption. The above leads to estimated electrical running costs of: £628/798/1071/1273K in FY08-FY11 respectively.  


� Storage Task Force: Meeting the Storage needs of the LHC Experiments, an interim report. HEPIX-05-STF, J Van Wezel et all.  https://www.hepix.org/documents/HEPiX_GDB_STF_v1.0.0.0-1.pdf





� Bandwidth is provided and charged for in multiple units of “storage bricks”.  A single storage brick consists of a tape drive and tape server, and includes 1 year maintenance costs. Further years’ maintenance need to be purchased as they fall due. 





� The estimate assumes that 80% of the growth in the tape capacity in any given year can be attributed to raw data to be shipped from CERN over a period of 100 days (proton running). This allows an estimate of the nominal raw write rate from the Tier-0. A factor of 2 is allowed to allow for catch up in the event of parts of the data chain being unavailable for periods of time ranging from minutes to days. Further assumptions are incorporated to allow for reprocessing of part (50%) of the current years’ data during data taking (with a 2 month delay)  and the full dataset (taken over several years) over a 4 month period when no data taking is taking place. A further complication is a substantial media conversion challenge in 2010 when media has to be converted from T10K to T20K. A number of other minor details are also incorporated in the model.


� Installation costs and line rental of a second line to CERN would be incurred in the event that additional capacity was required  above the present 10Gb/s.


� CCLRC has also planned a flexible solution to ensure that additional 1Gb/s lightpaths to a number of Tier-2 sites could be terminated at RAL. However any costs associated with the provision of additional lightpaths (and their termination at RAL) would have to be funded by the Tier-2, UKERNA or GridPP as appropriate. 


� http://www.ngs.ac.uk/resources.html


� http://goc.grid-support.ac.uk/
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