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Introduction

This document describes the support planned for Middleware, Security and Networking (MSN) areas in GridPP3. At the start of this phase of GridPP the LHC experiments are anticipated to have just commenced serious data taking, and the models of Grid computing developed over the first two phases to meet these challenges will be severely tested. Production of Monte Carlo data will be in full swing and the reconstruction of real data will be underway for the first time and at a scale not fully tested before. In parallel to this is the need to support the “chaotic” work patterns associated with the first analysis jobs by end-user physicists.

Although very significant large-scale testing of the Grid infrastructure and Grid middleware will have occurred prior to the first LHC beams, it will not be possible to stress systems to the full load expected in the first years of LHC operation. At this critical time it is clearly prudent to maintain significant support in key areas of MSN, to oversee teething problems, to fix unforeseen issues and to meet any new urgent requirements not previously encountered.

Thus, in GridPP3, MSN activities will be focussed in support of operating the UK Particle Physics Grid to enable full exploitation by LHC and other experiments. To this end, three criteria have been established to determine priority areas, building on present skills within GridPP:

i) Identified components must be “mission critical” to UK exploitation of the Grid. The activity must be such that failure to undertake it would present a significant risk to the viability of the Grid infrastructure in the UK and/or to the work of the physics community.

OR

ii) Identified components are such that there is already an established expectation that the UK community will do its part in the wider context of LCG (and EGEE) in maintaining important components for the long term stability of the Grid infrastructure. 

OR

iii) It is possible to demonstrate significant leverage, to the obvious advantage of GridPP (and thus implicitly the UK particle physics community) by undertaking the activity.

The identified areas are expanded in detail in the following sections. Where appropriate, each section provides a rationale for the work, identifies components and presents operational, maintenance and development aspects. Long-term options for support are usually discussed and the planned effort in GridPP3 is noted.

The areas are as follows:

· Grid Data Management

· Storage Management

· Information & Monitoring

· Workload, Performance & Portals

· Security (including international co-ordination)

· Networking.
Grid Data Management

Rationale

The handling of large distributed datasets is one of the key issues for the Grid. Users must be given secure transparent access to massive amounts of data stored at a number of remote sites within a global name space. The effort in this area will focus on the support of generic data management tools, applied in particular to the LHC experiments, and deployed via the LHC Computing Grid as part of GridPP3 in the UK.

The current status of the replica management tools on the Grid is rudimentary, comprising a file transfer service with defined site end-points and associated databases, linked to individual experiments’ systems for handling file collections. It is widely recognised that significant further work is required in this area if large-scale data resources are to be used and deployed efficiently across the Grid. This area is identified as one where considerable support is required for the envisaged file transfer components and their monitoring systems, as well as some development in order to optimise file replication and deletion from the distributed storage. This work builds on the existing experience with the LCG File Catalog (LFC), Disk Pool Manager (DPM) and File Transfer Service (FTS) as well as the optimisation components (Optor) that require further development, maintenance and support. 

The UK incorporates a large number of Tier-2 sites whose files must be seamlessly connected to the Grid. This currently consists of the FTS components and associated FTA agents. 

Metadata describes the available data.  Given the expected data volumes, jobs running on the Grid must be able to efficiently locate the data they process.  This is achieved by a series of queries to metadata relational databases. The set of metadata databases, as well as the surrounding middleware infrastructure, require careful monitoring to ensure that they do not become a point of failure within the system. The metadata activity will thus continue to focus on surveying the available solutions and providing common monitoring plug-ins to enable the metadata systems to be deployed effectively.  

Data replication is the mechanism for making sure that files are available for the jobs to run.  To provide a reliable and scalable service, files must be replicated to several independent locations.  There needs to be a mechanism to prioritise replication work and storage usage that allows sustained throughput with real-world workloads. An optimisation framework becomes increasingly important within a running Grid.  Simulations of production Grid environments have shown that pre-emptive optimisation leads to increased throughput. For example, applying this approach to the LHC Computing Grid envisaged in 2008 showed that dynamically replicating data between sites using analysis access patterns decreased the running time and network usage of Grid jobs by up to a factor 3.

Work needs to be conducted in each of these areas if the envisaged data-intensive Grid is to function effectively.  The work to be conducted will be in a spectrum of activities, from operational support, maintenance and development. Support of these areas is important as these fields are currently immature, and failures in the components would result in a greatly reduced throughput on the Grid.

Components

The components required by Tier-2 sites will build on the existing low-level set and will include a full suite of local replica catalogues, replica metadata catalogues, a replica manager and replica optimisation service components that will need to be supported as they develop. The Tier-2 Data Management support role provides expertise to Tier-2 sites within GridPP in deploying and testing these components.  By consolidating feedback from Tier-2 sites, this role provides a strong connection between GridPP and the LCG middleware providers. 

The GridPP metadata group has established itself as a forum for common understanding of database problems associated with the deployment of metadata systems by a wide range of HEP experiments.  Effort is underway in identifying commonality, re-factoring common code and assisting in that code's wider adoption.  There are several different technologies to provide a fault-tolerant and scalable service, such as those embedded within AMGA (ARDA Metadata Grid Application) using PostGres, AMI (ATLAS Metadata Interface) using MySQL or 3D and FTS databases using Oracle. The stakeholders include all experiments with metadata services. There is particular expertise in the UK in MySQL development and deployment and in the development of the MonAMI monitoring daemon. MonAMI (http://monami.sourceforge.net/) has been developed and maintained to monitor the data management and other middleware at various sites - plug-ins have so far been provided for MySQL, Tomcat, Apache, AMGA, NUT, Ganglia, Nagios and MonALISA, and are being developed for FTS, DPM, R-GMA and SAM.

Work on replica optimisation has yielded a simulation tool OptorSim.  This simulation has been used to investigate the performance of various replication strategies under expected LHC running conditions, and has demonstrated the benefit of a replica optimisation system to the throughput of a Data Grid.  It is also in use by others outside LCG/EGEE.  The proposed work would be in collaboration with CERN and Trieste to provide a mechanism by which replica optimisation can be realised within a Production Grid.

Operational Support

Data Management support includes coordinating the testing of deployed middleware and proposed developments, providing a central contact point for data management issues within GridPP, and maintaining best-practice documents and other information on the GridPP web site. 

File transfer support will evolve from the current FTS and associated FTA agent components to include a full suite of local replica catalogues, replica metadata catalogues, a replica manager and replica optimisation service components that will need to be supported as they develop. Additional work would include improving UK-wide support scripts, adding suitable monitoring and writing additional tools to better control replication.

Metadata work would include tracking issues as they arise, and establishing and documenting best-practice.  A deployment plan will be developed to ensure that the various metadata systems can be deployed and monitored efficiently across the UK Grid. This deployment plan will allow for changes in the services and the schema. 

To facilitate operational support for the replica optimisation service, work is needed towards providing testing and monitoring tools. A deployment plan for replica optimisation components must be developed that ensures a stable functioning service. 

We anticipate an emphasis on operational support in the file transfer area, but recognise that some support will be required in all areas throughout GridPP3.

Maintenance (bug-fixing)

Of the three themes described here, the file transfer service components are relatively the most mature.  There have been several data challenges undertaken to test and prove the reliability of data transfers between different categories of site.  These tests have begun to prove the reliability of the file transfer components and their associated file catalogues, but there are likely to be further scalability and deployment issues that become apparent only once LCG is working at capacity.  Work here would be focused on collecting reports and on proactive testing of software, working with the relevant developer groups.

Deployment of metadata services within a running Grid environment is likely to be relatively immature.  The software, deployment and support will not have been hardened with years of production use.  We anticipate work in bug reporting and fixing as well as establishing best practice in fixing database-related problems at sites. We anticipate maintaining MonAMI and the various associated plug-ins for MySQL, Tomcat, Apache, AMGA, NUT, Ganglia, Nagios, MonALISA, FTS, DPM, R-GMA, SAM and any future required components.

Replica optimisation within a production Grid is a new activity, and hence will need to be established and proven before being deployed within LCG.  Introducing a new feature into a production environment will require significant development, certification testing and bug-fixing prior to establishment on the production Grid. 

Development

We anticipate the requirements placed on metadata to evolve over time.  Metadata involves storing data about the collected data, so the use-cases for metadata are likely to change as real data is routinely processed on the Grid.  Responsive development work will be necessary to support this.  The work already conducted within GridPP places us in a strong position to work in this area.

The optimisation theme will have a strong focus on development work.  No replica optimisation is currently performed and the work will first build on existing research to establish an initial service.  This will then be integrated into LCG, providing suitable control interfaces for site administrators.  Additional simulations, based on real-world data access patterns, will allow enhancement of the algorithms in the light of actual usage patterns.  GridPP has shown a strong lead in the development of simulation tools necessary for Grid optimisation and is in an excellent position to contribute to this development work.

Long term options for support

Of the three themes, file transfer management has had the most effort invested in deployment, testing and in establishing best practice.  The result is that software within this area is likely to become standardised.  As an example, the File Transfer Service (FTS) may become the de facto standard for queuing file transfers.  As the general utility of such services become established, the service may spawn commercial or community-supported projects.  When such services are available as standard components, the support required will be significantly reduced.

With metadata, there is currently a wide range of programmes underway (RDF, RDFS, OWL etc.).  This work is establishing standards for describing, interchanging and searching metadata.  As these technologies mature, they may become supported by a standard application that interfaces with the distributed relational databases, or metadata services may become integrated into the underlying databases, either literally, or as project/vendor maintained extensions.  

With replica optimisation, it is anticipated that a Replica Optimisation Service (ROS) will eventually become an integral part of LCG.  Later, ROS could become a standard Grid component with providers such as VDT, Globus or others providing instances that could be tailored for the needs of particle physicists. These ideas may influence commercial vendors in the longer term, but this will depend on the wider use of data-intensive Grids.

Effort

The case for providing support in the area of Grid Data Management has been made above. It is proposed to allocate 1.0 FTE to each of operational support, metadata support and replica optimisation development and support, making a total of 3.0 FTE in each of the three years.

Storage Management

Rationale

The Grid Storage area is essential for the success of LCG: it covers all interfaces and layers between the Grid and the storage fabric.  It covers client interfaces and command line tools, control and data transfer protocols, standards and interoperability, information publishing, logging and accounting, and security and access control.  The area also covers support for the server implementations that we run in GridPP, viz., packaging, deployment, configuration, advice on management and administration, monitoring, and optimisation.  These servers must interface to diverse resources such as simple disk, RAID disk servers, SANs, tape robots, etc, and present to the Grid a coherent implementation-independent view of the storage resources.  They must also ensure that the disk space is managed, including allocating pools from distributed storage resources, and ensuring that files stay in fast cache access as long as they are needed but are subsequently cleaned up in a timely manner.

Components

There are currently four Grid Storage (SRM – see http://sdm.lbl.gov/srm-wg/) implementations in use in the UK: DPM (from LCG), dCache (from DESY and FNAL), and two SRMs for CASTOR, one implementing the SRM 1 protocol (provided by CERN), and one implementing SRM 2 (provided by RAL).  The first two are very widely used by Tier-2s in LCG; in the UK about 1/3 of Tier-2 sites use dCache, the rest DPM.  Many Tier-1s use dCache as well, but CASTOR Tier-1s, and CERN, use CASTOR SRMs.  The UK Tier-1 currently uses dCache, but will be switching to CASTOR in Q2 06.

The SRM 1 for CASTOR is expected to be phased out by the end of 2006, but the other three SRMs, DPM, dCache, and CASTOR SRM 2, will be used extensively in the future.

GridPP also has extensive expertise with the SRM protocols themselves.  Apart from CERN, we are the only non-US collaborator in the SRM protocol collaboration.

The stakeholders are the LCG Tier-1 and Tier-2s in the UK, and, as of Q2 06, also the UK National Grid Service which has started looking into deploying DPM.  Sites elsewhere also benefit from the GridPP storage work.  They benefit directly from our documentation in the Wiki (we know that other Grid projects and sites outside the UK use our documentation, and we have received expressions of interest and positive feedback) and from the GridPP storage mailing list (three external sites have been represented in the GridPP storage collaboration, one in Holland, one in Poland, and one in Italy).  Other sites and Grids also benefit indirectly, via the feedback and support we provide to developers in LCG and at DESY.  Finally, the GridPP storage group is providing expertise in certain international storage fora, such as the Global Grid Forum data interoperability group, and has published articles on several storage-related issues.

Operational Support

Three different SRM and disk pool management implementations are required to meet the diverse needs of the Tier-1 and Tier-2s in the UK.  Experience in GridPP2 has shown that the implementations are either relatively immature, go through complicated upgrade cycles, or both.  For example, pinning and guaranteed space reservations are two of the main end user requirements, but in the current implementations this functionality is either absent or in its infancy.

SRMs, and dCache in particular, are so complex that site administrators themselves cannot in general have sufficient experience with installation, acceptance testing and debugging. Running dCache for a large site (like the Tier-1) is a full time effort, and Tier-2s don’t usually have that much effort.  Site admins rarely get sufficient support in this area from the developers: like most Grid middleware, SRM implementations are released without adhering to any particular release procedure, and significant testing – and often additional work on installation and configuration scripts – is required before the software can be deployed to Tier-2s.  Indeed, in GridPP2 we’ve found it necessary to have early adopter sites and our own testbeds and testing infrastructure for storage, independently of LCG.  We have also found that additional work is required to optimise the systems, to enable the Tier-2s to meet the service challenge goals for storage.

In addition to this, we are making substantial contributions to the knowledge base of both DPM and dCache, partly in direct interaction with the developers and partly via the Wiki.  The UK is in a unique position to have deployed both dCache and DPM very widely and on larger scales than many other countries; it is not unusual that bugs and interoperability problems are found first in the UK.  We are in the front line with testing not just the storage layer, but also its interaction with higher level services, thanks to good interactions in GridPP between storage, data management, sysadmins, and the deployment team.

Maintenance (bug-fixing)

The dCache disk pool manager is the most mature: it has been around for about a decade, and has a large (5-10 people) developer group.  It is still being very actively developed, and occasionally has very significant upgrades (e.g., complete replacement of the underlying database) that require significant testing and support.  dCache's SRM layer is much less mature; in fact, as of Q2 06, the SRM 2 interface has not been in use outside FNAL, and its developer and support team is much smaller.

The DPM disk pool manager is a few years old but has only been used heavily since 2005.  Its SRM 2 layer is about a year old.  DPM changes less radically than dCache, but also has a much smaller development and support team within LCG (one or two people).

The CASTOR SRM is less than six months old, and depends on CASTOR 2 which itself is only about a year old (CASTOR itself is much older, but the new stager was developed in 2005 to meet the needs of LCG).

There are two particular areas of work that GridPP “owns”, and is managing in parallel to the ongoing operational support.

The first is the dCache installation and configuration scripts, which we have fully taken over from LCG.  We have found significant gaps between the releases and being able to deploy.  The majority of them are in the areas of installation, configuration and monitoring.  Although CERN has some experience in this area, it does not equal the experience we have in the UK: unlike most other Grid services, storage must preserve state across installations and upgrades, and that presents unique problems which take more skill and experience to successfully solve.

The second area is the SRM 2 interface for CASTOR which was written by GridPP and RAL, and is currently being deployed by GridPP for the RAL Tier-1.  This SRM is facing a serious knowledge/support shortfall by the end of Q3 06, when the last developer leaves.  No site or project outside the UK has experience or knowledge in this area.

Development

We do not expect to have to do any development.  Although we have identified gaps in the current storage middleware, we would hope that they would be solved by the start of GridPP3.

However, it will be essential to stay involved with the protocol developments.  This work requires very little effort – as long as we have the background expertise.  SRM version 3 is likely to be deployed some time after 2007, and end user feedback has shown that clarifications and changes to the protocols – both SRM 2 and 3 – will be needed for some time to come.

Long term options for support

If storage middleware has matured sufficiently by the end of GridPP3, support can be taken over by the academic institutions running the middleware, if they share the burden.  Another option, also assuming more maturity, is that the developers will be able to fully support the UK.  Finally, by 2011 one would hope that the international user community has had more experience with GridPP-scale deployments, and may be able to support the middleware within it, e.g. via the LCG/EGEE support channels (GGUS).

Effort

There are 3 main components (CASTOR, DPM and dCache) for which support must be maintained in the UK. It is planned to start GridPP3 with 3.0 FTE staff, tapering down to 2.0 FTE by the end of the phase. This reflects the need at the outset to support the existing installed base in the UK, but also the desire in the longer term to minimise the diversity of solutions. It is also expected that the support load will decrease as the products become more mature. Of the 3.0 FTE at the outset, 1.0 FTE is foreseen to support CASTOR and associated SRM interfaces at the RAL Tier-1, 1.0 FTE is anticipated in support of DPM (currently in production use at 12 sites in the UK) and 1.0 FTE is planned in support of dCache (in production use at 7 UK sites).

Information & Monitoring

Rationale

Information and monitoring are crucial to the Grid. It is especially used by the other middleware components and for the operation of the Grid.

Components

The current UK products are R-GMA, the Service Discovery API and APEL (accounting). In addition, the GLUE information schema has been developed by an international consortium of Grid projects with considerable input from GridPP.

The BDII is currently the main LCG Information System. However, LCG have stated that they do not intend to develop it further, and as R-GMA is deployed in parallel with the BDII it is likely that at some stage a switch will be made to use R-GMA as the primary information system, once authorization is implemented and sufficient stability and robustness is demonstrated. This may be especially true if security concerns require the use of fine-grained authorization, which is not available with the BDII.

R-GMA is currently being used in a variety of areas in the Grid infrastructure, among which the more important are the APEL accounting system, and the monitoring of file transfers (GridView:  http://gridview.cern.ch/GRIDVIEW/), network status and job information (https://lcg-job-monitor.cern.ch:8443/job-monitor/job-monitor.cgi). R-GMA is also used by Grid Ireland as the basis of an intrusion detection mechanism. R-GMA interfaces are available as plug-ins for the WMS and for Service Discovery.

Among the experiments, CMS is using R-GMA to handle information for their job monitoring dashboard (http://www-asap.cern.ch/dashboard/info/), and R-GMA is also used for job monitoring by BaBar. Discussions with ATLAS are in progress.

Service Discovery is provided as an API which acts as a front-end and abstract interface to the information system. One or more information systems must be used as plug-ins.

Operational Support

Operational support involves monitoring the R-GMA servers as well as the Site and Service Functional Tests and correcting any problems that are found. In addition a prompt response to GGUS tickets is required. Tools have been developed and are being continuously improved to spot problems early – ideally before they have had any significant negative impact. Because of close contact with the developers, this is a job which can be done well in the UK, but the support would be provided for the entire LCG/EGEE Grid.

Maintenance (bug-fixing)

R-GMA development was started at beginning of EDG (5 years ago) and it has been in production for a little over 18 months.

Service Discovery is part of gLite 3.0 and was started near the beginning of EGEE-I (2 years ago). While it has been in gLite for over a year, where it has been quite well tested, it is only now about to go into production.

For all components we anticipate that they will be pushed to the limits of their performance – so we can expect to be asked to make improvements. In addition support requests for new platforms can be anticipated.

The UK, having developed these components, has the expertise to fix them efficiently and understands how to test any fixes made.

Development

It is not certain that R-GMA will meet its full functional specification by spring 2008. If not, more work will be needed to complete it. In addition we anticipate user requests for more functionality. These requests, if rated highly by the experiments during the lifetime of EGEE-II, will be dealt with ahead of the planned improvements – thereby delaying what was envisaged for EGEE-II.

The UK has put a substantial effort into developing these components over a number of years, thus building up significant skills in this area. In the context of LCG (and follow-on initiatives to EGEE) there is an expectation that GridPP will continue to support and develop these components further.

The GLUE schema is likely to require ongoing development for some time. This is not an area which requires a great deal of time, but maintaining the relevant expertise will allow GridPP to continue to help shape its development.

Long term options for support

LHC will still be running after March 2011, so it is possible that there may be a GridPP4 to fund this work for the benefit of HEP users in the UK.

OMII and/or OMII-Europe may be interested to carry on the support for the benefit of the whole Grid community – however they have not been approached yet.

Effort

R-GMA is underpinning an increasing number of information and monitoring oriented Grid applications and tools. Both full operational and “backroom” aspects of support need to be covered to ensure adequate support and maintenance for the service provided by GridPP to LCG and EGEE users. Service Discovery is set to become increasingly important now that gLite is moving into mainstream production. It is planned to allocate 1.0 FTE to cover operational aspects and 3.0 FTE reducing to 0.5 FTE over the 3 years of GridPP3 to cover bug-fixing and maintenance.

Workload, Performance and Portals

Rationale

The Workload Management System is a key component of the LCG/EGEE Grid. Although it is not a UK product, GridPP has been involved with testing and performance measurement related to the WMS for several years. In particular we have developed tools to extract data on individual jobs from the Resource Brokers deployed across the Grid and collect them in a central database. This information is used to compile statistics on the WMS performance, job throughput and site efficiency, which constitutes a valuable resource to all Grid sites and users, as well as the project management. This data is also used as the basis for a real-time display of jobs flowing across the Grid, which has been used as a demonstration at many conferences as described in GridPP-PMB-93-Outreach.
A Grid Portal has also been developed to provide an easy way for users to submit jobs to the Grid and monitor its state. This monitoring is integrated with the job monitoring described above.

GridPP has participated in various testbeds and in the Pre-Production System with a particular focus on the WMS, to allow its monitoring tools to be tested and to help uncover any potential problems with new versions of the middleware.

Testing the components of the system, while useful, can only tell part of the story, and so an understanding of the WMS performance during production operation is also of great importance. It is only through this understanding that we can tell whether or not the WMS is utilising the available resources efficiently. It is worth noting that the ATLAS experiment has been able to significantly increase their efficiency of use of the LCG resources by using their own slimmed down workload management system. This shows the importance of understanding the performance of this part of the EGEE/LCG system.

The UK needs to maintain competence in this important area. Both the performance statistics and the real-time display are used widely within LCG and EGEE. We also expect to run Resource Brokers in the UK, and we will therefore require expertise on an ongoing basis to support their operation. The Grid Portal is expected to be used to allow new GridPP VOs to develop their use of the Grid with a lower learning curve than the standard command-line tools.

Components

As described above, the main components are the WMS itself (Resource Broker, Logging & Bookkeeping server and CE), the tools to gather job information from the WMS, the statistics and Real Time Monitor tools which use the job database, and the GridPP Portal. The WMS is not a UK product, but the other components have been developed and are maintained exclusively by GridPP.

Operational Support

Operational support requirements are limited given that the main support for the WMS comes from the developers. GridPP expects to need some effort to continue to run testbed sites to allow WMS expertise to be maintained and the job monitoring tools to be updated for new versions of the middleware. Support will also be provided for instances of the WMS run in the UK, and for the Portal and monitoring tools.

Maintenance (bug-fixing)

There will be a need to respond to bug reports for the software produced by GridPP as part of the normal software support process.  

Development

The extraction of statistics from the job database is likely to require ongoing development for some time. EGEE has recently requested GridPP to develop this as a general service to the project. Collection of performance and usage statistics will be a vital optimization tool as the size of the Grid increases. The Real-Time monitoring display is also widely used, and development is underway both to increase the visual impact for demonstrations and to allow the presentation of more detailed information. Finally, the Portal will be developed as necessary to meet the needs of GridPP users.

Long term options for support

The WMS is a key component of the EGEE middleware, and is therefore likely to be supported as part of any successor to EGEE. Similarly, the statistics and monitoring tools are likely to be incorporated in a future Grid infrastructure. Support for the Portal will depend on the future evolution of GridPP and the long-term requirements of UK HEP users.

Effort

The components described above form a well-integrated work package with significant overlaps between the four sub-areas.  2.0 FTE are planned to cover all areas, with a rough split of 0.5 FTE on each of performance statistics, real-time monitoring, testbeds and portal development. In the first year the performance work will be augmented to 1.0 FTE to take into account the increased priority for understanding the operation of the infrastructure under the first full realistic load from the LHC experiments.

Security Middleware

Rationale

Software to control access to services and data is an essential part of deploying a robust multi-user scientific Grid: to prevent accidental interference between user jobs; to protect unpublished results from competing research groups; and to limit the harm which internal and external attackers can do. 

Components

The UK developed the pool accounts system that forms the basis of multi-user job execution at LCG sites, and the GridSite system used by EDG, LCG and EGEE starting in 2002. This was initially used to control access to web sites but has subsequently had wider applications.

GridSite's access control engine/language GACL is used by the Logging and Bookkeeping service, and by the WMProxy service through which jobs are submitted (GACL expresses policies to control which VOs/groups can perform particular operations).

GridSite's Apache extension, mod_gridsite, is used as the basis of the WMProxy service, and provides verification of the user's GSI Proxy Certificate and parsing of the VOMS Attribute Certificates which the user uses to prove VO, role and group membership. Code from the GridSite toolkit's web service delegation code is used to delegate GSI proxies to running jobs, to allow jobs to authenticate to remote file servers and data catalogues as the user in question. The WMS also uses GridSite's command line file copy tool, htcp, to copy files from the Computing Element.

GACL and mod_gridsite are also components of ATLAS's Distributed Data Management Catalog, and CMS's Clarens web services framework.

GridSite is also used for page management and access control on several prominent LCG/EGEE websites. These include the main GOC site (http://goc.grid-support.ac.uk), the GridPP site (http://www.gridpp.ac.uk/), Grid Ireland (http://www.grid.ie) and NGS (http://www.ngs.ac.uk/) 

All of these systems use components of GridSite as the basis of authentication and/or authorization decisions, and lack of support for GridSite would remove that security foundation from their services.

The VO Management Service, VOMS, has been developed in the context of the EDG, DataTAG and EGEE projects, and is used to manage group and role information for VO members. A VOMS server maintains a database containing this information, and also provides a mechanism to embed VO, group and role information securely in a user’s proxy. Although GridPP has not developed the VOMS software, we do run a VOMS server to support local VOs, in association with the NGS. This server is both critical to Grid operation and needs to be operated in a highly secure way.

Additional components (LCAS and LCMAPS) have also been developed to allow VOMS information to be integrated with site-level authorization. Again, although these are not UK components they are critical to both operation and security. A working group with GridPP participation is currently developing best-practice guidelines on how to use these components to meet VO requirements, and it is likely that this will be a developing area for a considerable period.

Operational Support

Ongoing support is required to run the VOMS server and provide advice and help to VOs using it. Advice may also be needed to both VOs and sites on how to use the VOMS information to control resource access and priority via the VOMS group/role information in the proxy.

The GridSite software takes the form of a toolkit with which to add support for Grid security objects to services, and a hosting environment in which to build services. Developers and packagers need advice about how to configure and use the stack of operating system / Apache / GridSite.

Since GridSite provides its own parsers for X.509 proxy certificates and VOMS attribute certificates, expertise has been acquired by the UK about the internals of different implementations of these standards, which is available to operational staff and software developers elsewhere in LCG/EGEE.

This support should continue to be done in the UK as the expertise exists here already, and GridSite is not developed (rather than being used) elsewhere.

Maintenance (bug-fixing)

Some components of GridSite have been in production use since summer 2001, and the overall code quality reflects this. However, subtle deviations or omissions from the standards and, to a lesser extent, bugs, continue to be discovered in GridSite as new developers apply the toolkit and environment in new ways.

This should continue to be done in the UK as the expertise exists here already, and GridSite is not developed (rather than being used) elsewhere.

VOMS is not a UK product and no maintenance requirement is therefore expected.

Development

We expect that additional authorization requirements will emerge as LCG is used for random analysis jobs by physicists on a large scale once data becomes available after LHC startup. There is still no clear model for how individual physicists will control access to their private analysis data at multiple sites, and we will have to implement whatever changes to the file server and/or GACL policy engine are needed by the solution agreed in 2007/2008.

This should continue to be done in the UK as the expertise exists here already, and GridSite is not developed (rather than being used) elsewhere.

Long term options for support

We aim to include as much as possible of the GridSite code within mainstream open source projects (in particular, OpenSSL for the credential parsing and Apache for the extensions to the web server) to remove the need for particle physics projects to support what are potentially generic Grid middleware components.

Effort

GridSite components are in production use in a number of key areas within the deployed infrastructure. For the ongoing security of the Grid it is essential that support continues. It is planned to allocate 1.5 FTE to this work.

VOMS support within the UK is also important to maintain, thus enabling “local” VOs to meet UK specific requirements. It is planned to allocate 0.5 FTE to this work.

Security – Operations & International Co-ordination

Rationale

There are many important challenges to be addressed in the area of security for Grids. Today’s public networks are becoming an increasingly hostile environment, where sites and systems connected to them are under constant attack. Individual sites have gained extensive experience at coping with this enormous problem via the use of many different aspects of a co-ordinated approach to security. The components of the site security approach include firewalls, security monitoring and auditing, intrusion detection, training of system administrators and users, and the speedy patching of systems and applications. 

The collaboration of a large number of independent sites into one Grid computing infrastructure potentially amplifies the security problems. Not only do Grids contain large computing and data storage resources connected by high-speed networks, these all being very attractive to potential hackers, but the connectivity and ease of use of the Grid services means that a successful compromise of one site in the Grid now threatens both the Grid infrastructure in general and all of the participating sites. The fact that Grid middleware is still relatively immature, with rather little effort having been spent on security hardening, can only add to the risk.

The methods needed to manage the risks are not yet well developed, unfortunately partly because coordinated attacks on the Grid infrastructure have not yet been observed. Such attacks are, however, very likely to start soon and well-developed operational security procedures will be crucial for the ongoing availability of Grid services. 

GridPP has played a leading international role in the coordination of Grid security operations and policy, in security vulnerability risk analysis and management, and in the development and provision of security middleware, all of these being major UK contributions to the LCG and EGEE projects. Given the increasing importance of Grid security we argue that it is essential to continue several of the existing posts in GridPP3.

Operational Security

The GridPP Operational Security post is primarily focussed on security issues within GridPP but will also be an important identified role in the EU Grid infrastructure, as today in GridPP2/EGEE. The work involves close collaboration with other security personnel in national and international Grids, such as NGS, EGEE and LCG. 

Duties include:

· Provide expert support and advice to the GridPP Deployment team and the Tier1/Tier2 centres in all aspects of Grid security with the aim of achieving secure and reliable operation of the GridPP production Grid.

· Act as the UK Regional Operations Centre security representative on the LCG/EGEE Operational Security team (or on the project that follows on from EGEE-II).

· Monitor operating system, network and Grid middleware vulnerabilities, in collaboration with Grid Operation Centres and Operational Security teams, and advise  GridPP system administrators, middleware developers and application developers on appropriate action.

· Lead and/or coordinate the investigation and response to security incidents in GridPP and act as the interface to other Grids involved.

· Assist in the negotiation and maintenance of appropriate GridPP and national/international security policies and procedures.

· Assist in the analysis of GridPP security risks and the management thereof.

· Investigate, develop and deploy appropriate security tools, procedures and new technologies in collaboration with other Grid projects.

· Collaborate with similar activities in other Grid projects both nationally and internationally.

This post will be based at RAL to allow close collaboration with Grid operations (GridPP, EGEE and NGS) and the Tier-1 staff.

International Security Co-ordination

One of the most critical areas of interoperability between Grids is in the basic underlying security infrastructure. This is important not only in technical terms, i.e. authentication and authorisation, but also in terms of the need for interoperable policies and procedures. Without all of these being in place it is impossible for users on one Grid to submit work to another Grid. This common security environment is essential for WLCG, where the LHC VOs need to submit jobs to and store data on multiple Grids, the two largest being EGEE in Europe and the Open Science Grid (OSG) in the USA.

GridPP has played a major role in this area right from the start of GridPP1. This started by creating and leading an activity to coordinate the EU DataGrid Certification Authorities (CAs), the aim being to allow users with just one nationally issued certificate to login and identify themselves to any part of the Grid. This has since evolved into a major global activity, the International Grid Trust Federation (IGTF), tied to no single Grid project, which today accredits and coordinates Grid Authentication across the world, with more than 50 member national CAs. The result is that a user with just one electronic identity (certificate) can identify themselves to multiple Grids in all continents.

A second essential component for Grid interoperability is the building and maintenance of trust between Grids, Sites and Virtual Organisations (VOs). Without sites being prepared to trust the procedures by which users register with a VO, every Grid user would have to register at each of the many hundreds of Grid sites, as used to be necessary in the pre-Grid days of distributed computing. This trust is difficult to establish and requires careful negotiation and agreement of interoperable and accepted security policies and procedures. GridPP has also played a leading role in this area by creating and leading the Joint Security Policy Group of LCG, EGEE and OSG.

While the work in this area has already made major advances, there are still many important developments expected during the next five years which will need ongoing coordination at both the national and international scale. Many national networks are now starting to implement national e-Infrastructures with Authentication and Authorisation services for Research and Education. The UK is amongst the leaders here with the implementation of a national Shibboleth infrastructure for UK academia. Active discussions are well under way in bodies such as TERENA to see how best to form international federations of these national initiatives, and this will grow in importance over the next 5 years. It is highly desirable for Grids to work together with the national networks and initiatives to aim for interoperability of the Authentication and Authorisation systems and policies. For the exploitation of LHC physics this will maintain and potentially open up our access to computing resources funded by others.

Duties will include:

· Member of the GridPP Project Management Board, representing and advising on all matters related to security.

· Together with other GridPP colleagues working on Grid security, ensure that GridPP has appropriate policies, procedures and technology to operate securely.

· Lead and chair the LCG/EGEE/OSG Joint Security Policy Group, charged with developing and maintaining interoperable security policies and procedures.

· Member of the WLCG Grid Deployment Board and EGEE Project Executive Board, representing Grid security interests.

· Represent the needs of GridPP, WLCG and EGEE as a relying-party member on the Grid Authentication PMAs under IGTF and on various security coordination bodies, such as middleware and operational security coordination.

· Contribute to the formation of national and international policy on e-Infrastructures through contribution to the EU eIRG, the UK Security Task Force and other appropriate JISC or Core e-Science groups.

· Play an active role in the negotiations between Grids and NREN Trust Federations via participation in appropriate TERENA working groups.

· Play an active role in international standardisation activities in Grid security, such as in the GGF, to aim for interoperable solutions.

Effort

The role of Operational Security Officer for GridPP is vital to ensuring a “safe” Grid environment for exploitation by the physics community, as has been argued above. Furthermore, it rests within the wider context outside the UK, where GridPP would be expected to give such a role high priority. It is planned to allocate 1.0 FTE to this work.

GridPP has established undisputed leadership in international security co-ordination. The case above indicates that there is still much to do in this area. It is planned to allocate 0.8 FTE to this important work.

Networking

Rationale

Networking is to some extent an anomaly in the context of computing provision.  On the one hand it is essential to linking our sites to CERN, FNAL etc. to achieve the very high data rates needed by the LHC experiments, while on the other hand it is the one component we do not and cannot provision ourselves.  We therefore rely upon: 

· Having very strong, influential and respected links with the network providers both in the UK (UKERNA) and outside (Geant, Esnet, Surfnet).

· Making appropriate cases to funding agencies when appropriate, and being represented on the SuperJANET policy committee.

· Developing usage and performance monitoring systems to allow the Grid Operations Centre to interoperate with the Network Operations Centres. 

In the last few years this has proven to be exceptionally successful. We have, through direct involvement of GridPP members at a very high level, been responsible for the inception and subsequent provisioning of a research network infrastructure in the UK (UKLight). It is directly as a result of this work that we now have 4 Gbit/s connections to CERN, rising to 10 Gbit/s by the end of this year, and that as a result we have been successful in the LCG service challenges. Without this work we would have nothing other than the production network, would have failed the data transport service challenges, and would be visibly worse off than our peer countries in Europe in respect of LHC connectivity. It should be noted that this is essentially cost free, i.e. as a result of a lot of work by particle physics representatives these facilities are provided under the general UKERNA remit.

As things now stand, the planned rollout of SuperJANET 5 will serve the needs of all research in the UK, and specifically the needs of particle physics, for the foreseeable future.

For the future (including the long term future) it is axiomatic that we must maintain this position of high level engagement with the JISC, UKERNA and other agencies.

Components

There are two components of the work to achieve what is needed for particle physics:

1. That particle physics representatives (members of GridPP) continue to work with the JISC and UKERNA to develop networking for all UK research, ensuring that particle physics is both served and seen as part of a general provision.  If this were not achieved and we had to pay for direct connections ourselves then the costs could be vastly greater than anything so far imagined (100s of £k). Currently particle physics has representation at all levels, and in particular on the JISC JCN.

2. Work with the providers in respect of the interface between Grid operations and network operations, to ensure that usage and performance monitoring information is deployed and available, and diagnostic tools are available. This is intimately tied up with item 1, for it is through this close and respected interaction with network operations staff that we have achieved the position of influence we have today. Over the last few years this has been mainly funded by EGEE and JISC (3 staff) for the development, with one GridPP funded staff for deployment.

Whilst (1) above has no direct cost implication for GridPP3 (it relies upon the time of senior academic and CCLRC network staff) it does rely, for its foundation, upon the ability to actually work with providers based upon the work in 2 above. 

Operational Support

This is defined in item 2 above. Some small resource is required for deployment and operation of usage, and performance monitoring and diagnostic tools. 

Maintenance (bug-fixing) 

There is not expected to be any significant effort needed for maintenance.

Development

There is no development resource required from particle physics. The software systems have moved into the deployment and operations phase and no longer require support directly from GridPP. In addition, EGEE and JISC continue to fund the majority of this work.

Long term options for support

It will be necessary to continue this work into the long term. It is important that evolving requirements of the UK particle physics community are effectively communicated to academic network providers and that GridPP maintain monitoring of its usage of shared infrastructures.

Effort

1.0 FTE is foreseen for this area, split roughly as 0.5 FTE for each of network performance monitoring and network requirements and provisioning.

Summary

A detailed case has been presented justifying support in key areas of MSN, focussed on the anticipated needs of the UK particle physics community at the start of LHC exploitation. The level of effort in each area is summarised in the table below, including profiling over the 3 years.

	Area
	Role
	FY08
	FY09
	FY10

	Grid Data Management
	Operational Service Support
	1.0
	1.0
	1.0

	
	Metadata
	1.0
	1.0
	1.0

	
	Replica Management
	1.0
	1.0
	1.0

	Storage
	Castor Support
	1.0
	1.0
	1.0

	
	DPM Support
	1.0
	1.0
	0.5

	
	dCache Support
	1.0
	0.5
	0.5

	Information & Monitoring
	Operational Service Support
	1.0
	1.0
	1.0

	
	R-GMA & Support
	3.0
	1.5
	0.6

	
	Service Discovery  Support
	0.5
	0.3
	0.2

	
	GLUE & International Collaboration
	0.5
	0.2
	0.2

	Workload, Performance & Portal
	Performance
	1.0
	0.5
	0.5

	
	Testing
	0.5
	0.5
	0.5

	
	Real-Time Monitoring
	0.5
	0.5
	0.5

	
	Portal Support
	0.5
	0.5
	0.5

	Security
	Operational Security Officer
	1.0
	1.0
	1.0

	
	GridSite Support
	1.5
	1.5
	1.5

	
	VOMS Support
	0.5
	0.5
	0.5

	
	International Security Co-ordination
	0.8
	0.8
	0.8

	Networking
	Requirements & Provisioning
	0.5
	0.5
	0.5

	
	Performance Monitoring
	0.5
	0.5
	0.5

	TOTALS
	
	18.3
	15.3
	13.8
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