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Introduction 

The current best estimate of the computing needs of the experiments involved within the GridPP programme are presented here. These estimates include not only the computing requirements of the LHC experiments but also those of experiments currently taking data. These figures, in particular for the LHC experiments, have associated uncertainties that are significant.

The LHC experiments will be using the LCG testbed and software to develop their computing models and the first release of the LCG system will not be in place until September 2003. The current plan is that the LCG will be based on middleware and services from the EU DataGrid project and the Virtual Data Toolkit (which includes CONDOR and Globus) from the US. The Technical Design Report (TDR) on computing for the LHC experiments, as well as for the LCG, will be submitted in 2005. It is only on this timescale will the hardware estimates become more precise. GridPP will continue to use the mechanism of an annual hardware assessment to monitor the actual needs of the experiments and the balance required between CPU and storage. 

During the period 2004-07 the LHC experiments will move away from “planned” Monte Carlo production tasks to a more “chaotic” environment encompassing analysis. It is hoped lessons will be learnt and implemented from the current data-taking experiments, who are already implementing analysis strategies in a distributed computing environment.

Feedback from Monte Carlo production and analysis exercises is invaluable in estimating the size of the resources that we will be required for the first years of LHC running. For example, CMS already have found previous resource estimates
 to be too low in the light of results from data challenges. On the other hand, it is expected that the production deployment of Grid middleware will result in large efficiency improvements. Until the full functionality of the deployed Grid middleware is included it is difficult to estimate what these efficiencies may be.

It is not a firm decision yet that whether all (re-)reconstruction of the RAW data will take place exclusively at the Tier-0 centre at CERN. There are favoured working scenarios that envisage this process occurring outside of CERN. Such a requirement would have a large affect on the experiments’ computing model and resource required outside of the central Tier-0 centre, in particular at the Tier-1 Centre. 

The current planning for Data Challenges to allow progress towards these Technical Design Reports is ongoing. On the short term this procedure is being conducted through the Project Execution Board of the LCG project. The detailed planning towards the next 6-12 months of Data Challenges is still being discussed. Within ~12 months this planning role will pass to the Grid Deployment Board. The management of GridPP is represented on both these bodies. This will enable the UK to influence and be aware of requirements to meet the needs of the experiments through the LCG project.

The LHC experiments ATLAS, CMS & LHCb assume the UK will provide a Tier-1 facility to meet each of their needs. In this proposal it is planned that a single, integrated Tier-1 facility will provide for the needs of all the LHC experiments. The plans for each of the LHC experiments assume that there will be 5-6 Tier-1 centres, around the world, serving their experiment’s community. In addition it is expected that resources, of the order of those at the Tier-1, will be needed in total across the UK Tier-2 facilities (at least for the CPU and disk demands.) These assumptions are built into in the figures listed later in order to estimate the overall UK computing requirements. To maximise the cost effectiveness of any hardware purchase, a large increase in the processing power and storage is envisaged the year before LHC start-up.

For this year’s Data Challenge ATLAS will require about one sixth of the total available CPU to be from the UK. This is equivalent to the share the UK is expected to provide at the time of the LHC start-up. The UK share of disk is larger than that of the CPU, as ATLAS-UK are eventually expected to store on disk one third of the fully reconstructed dataset, allowing two copies of each event to be on disk in the worldwide cloud of regional centres. ATLAS-UK is currently finding most of their CPU resources at from the UK Tier-2 prototype centres.

CMS anticipate that the resources will be spread between the UK Tier-1 and Tier-2 centres. The split of resources is not yet well understood, though a 60/20/20 split between the Tier-1 and two Tier-2’s is not unreasonable. It is important to note that the figures shown do not include any form of “efficiency factor”. They indicate the resource that must be available to CMS, regardless of the operational characteristics of the computing centres, or of the possibility of sharing the same resources with other experiments. One other source of uncertainty is the split between tape and disk storage. Again CMS is currently finding most of their CPU resources at the UK Tier-2 prototype centres. 

For the LHCC Review, LHCb absorbed all of the non-CERN computing resources into five Tier-1 centres, but acknowledged that a number of Tier-2 centres would also exist. Any final computing model would also need to take account of the physics interests of individual centres. The current working model assumes that the integrated Tier-2 resources across the UK will match the resources at the Tier-1 excluding the tape provision. It is assumed the persistent data storage will occur at the Tier-1 centre(s) as opposed to at lower Tier centres. This means all data at Tier-2 centres will be replicated from other sources. As with the other LHC experiments, the majority of UK CPU resources for the recent Data Challenges were provided outside of the Tier-1 centre. Unlike the ATLAS and CMS experiments, the current LHCb requirements are dominated by the production and analysis of simulated Monte Carlo data. 
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Figure 1: Share of CPU resources used in recent LHCb Data Challenge
To illustrate the ongoing activity towards developing the final computing model, LHCb can be used as an example. Over the last 2 months, LHCb have undertaken a data challenge to produce 40 million simulated events for the trigger and detector re-optimisation technical design reports. The 40 million events were produced ahead of schedule. Each job used from 32 to 56 hours of computing time on a 1 GHz PC processor, depending on the type of events simulated. It would have taken more than 1.5 million hours (170 years!) for a single PC processor to perform the same job. The total amount of reconstructed data was about 9 Terabytes. Seven of the eight LHCb UK institutes contributed to this Monte Carlo production, including the Tier 1 centre at RAL and the large regional computing resources in London and ScotGrid. Overall the UK contributed over 1/3 of all events produced and greater than 40% of all events produced outside of CERN. The breakdown of all LHCb contributing institutes can be found on http://lhcb-comp.web.cern.ch/lhcb-comp/ComputingModel/production/prod-status.htm 
The current large-scale, active experiments based at SLAC and FNAL (BaBar, CDF and DØ) are scheduled to carry on taking data up to 2007. These experiments will need the resources to store and analyse their datasets. The UK collaborations are already successfully producing Monte Carlo for the use by the whole collaboration. It is expected that these needs will continue to be met.

BaBar has detailed numbers on what the UK need to provide as part of a computing memorandum of understanding. This results in the UK receiving a rebate in the expected contribution to the BaBar common fund payment. It is essential these commitments be met to ensure the continuing rebate payments. Current experience of using the facilities provided at RAL show that BaBar (inside and outside of the UK) is using the currently allocated resources. The current projections for BaBar assume that the year-by-year increase of luminosity will continue and will need to be matched with increased computing resources. There is no reason to believe, at this stage, that the future hardware projections will not be fully exploited.  Current use of the Tier-1/A Centre in terms of CPU and disk is shown below, from which it is evident that BaBar dominate usage.
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Figure 2 The Share of the CPU usage at the current RAL Tier-1/A centre broken down by experiment
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Figure 3 The current share of disk allocation at the RQAL Tier-1/A centre broken down by experiment.

CDF and DØ figures are based on the experience they already have in performing analysis on a running experiment with an already implemented computing model. It should be noted in this context that CDF have only recently moved to the SAM system. CDF have revised their long term forecasts
 based on experiences in preparing for the Summer 2002 and Winter 2003 conferences. The changes were due to the underestimation of Monte Carlo needs and the re-processing of the data. 

The other experiments requiring resources are essentially expecting a centrally available facility to meet their requirements. Such a centrally provided facility historically has been provided at RAL. In general these individual requests are small with respect to the experimental requirements discussed above, but are essential to ensure maximum exploitation of the physics from these projects.  The MICE project may have particular requirements on the Tier-1 centre, as yet undefined. If approved, MICE will be hoping to use the RAL computing facilities as a Tier-0 since the accelerator facility is based at RAL.

Networking

It is essential for effective use of Grid computing that the network has the necessary bandwidth capability. The bandwidth requirements will be dominated by the replication of data in the analysis stage of the data processing. As already stated, the studies of the analysis and computing models are only just commencing within the LHC collaborations. The LHC experiments are using simulation tools, such as OptorSim
, to understand the “economics” of their computing model. Early estimates suggest that the data transfer rate could increase by at least a factor of 5 over the next few years.

Experience with current bulk data transfers from Monte Carlo data production already indicates network bottlenecks in the system. These tend to be unrelated to the network backbone, SuperJANET, but are in general associated with the institute link into the local MAN. 

CPU resources

There will be a steady rise in required CPU up to 2006. In 2006 there will be a steep in the CPU needs to meet the LHC requirements. By 2007 it is expected to be over 80% of the CPU resources will be needed to meet the requirements of the LHC experiments. This compares with ~65% in 2004. The dip in CPU needs for the ALICE experiment reflect their current planning for large scale Monte Carlo production. An idea of the level of uncertainty in the figures can be gained by comparing the needs of ATLAS and CMS. 

The current large-scale, active experiments are scheduled to carry on taking data up to 2007. At this junction, with the turn on of the LHC, it is anticipated that the experiments will concentrate on analysing the data already taken. In particular, the Fermilab experiments are anticipating a drop of needed CPU resources as the particle physics programme shifts emphasis towards the LHC.

The CPU resources needed are approximately equivalent to 14k 2.4GHz dual processor boxes running continuously.

CPU(kSI2000 yr)

	Experiment
	2004
	2005
	2006
	2007

	ALICE
	385
	225
	460
	514

	ANTARES
	40
	40
	40
	40

	ATLAS
	680
	1350
	2240
	4040

	BaBar
	274
	418
	598
	913

	CDF
	65
	52
	68
	36

	CMS
	202
	636
	1143
	1977

	D0
	65
	52
	68
	33

	LHCb
	300
	599
	899
	1498

	LISA
	5
	5
	5
	5

	MICE
	50
	50
	60
	60

	MINOS
	8
	8
	8
	8

	Phenomenology
	120
	180
	270
	400

	UKDMC
	40
	40
	60
	80

	UKQCD
	150
	400
	450
	350

	ZEUS
	11
	11
	11
	11

	Total
	2395
	4066
	6380
	9965
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Storage Requirements

As was seen with the CPU requirements, the requirement of disk storage sees a steady rise until the LHC requirements kick-in by 2007. About 70% of the disk storage will be required for the LHC experiments by 2007compared to 60% in 2004.  The non-LHC experiments will still have a call on storing their data on disk at that time, and so they will still have a significant call on the available resources. This reflects the fact that they will have already been taking data for a number of years before the LHC start-up.

The LHC experiments will transfer a large amount of their data onto “tape” media during the first year of data taking. This puts a more stringent demand on “tape” media than that anticipated from the rest of the experimental community. This is reflected in the large increase in tape that is anticipated which is dominated by LHC usage. In fact 90% of the anticipated tape usage is by the LHC experiments. Again the level of uncertainty in the figures can be gained by comparing the needs of ATLAS and CMS.
 The difference between the two Fermilab (FNAL) experiments (CDF and DØ) is attributable to the commitment each of the UK groups have made to provide central computing at FNAL. 

Available Disk Storage (TB)

	Experiment
	2004
	2005
	2006
	2007

	ALICE
	38
	21
	46
	51

	ANTARES
	2.5
	5
	7.5
	10

	ATLAS
	70
	130
	360
	710

	BaBar
	70
	110
	160
	240

	CDF
	3
	11
	17
	25

	CMS
	87
	249
	495
	823

	CRESST
	0
	7
	14
	22

	D0
	18
	70
	112
	164

	LHCb
	30
	60
	90
	150

	MICE
	25
	25
	30
	30

	MINOS
	0.5
	0.5
	0.5
	0.5

	Phenomenology
	3
	4.5
	7
	10

	UKDMC
	2.5
	2.5
	5
	10

	UKQCD
	20
	40
	80
	120

	Total
	369.5
	735.5
	1424
	2365.5



Available tape storage (TB)

	Experiment
	2004
	2005
	2006
	2007

	ALICE
	0
	38
	60
	106

	ANTARES
	2.5
	5
	7.5
	10

	ATLAS
	135
	215
	470
	850

	CMS
	139
	309
	704
	1152

	D0
	8
	27
	46
	65

	LHCb
	64
	128
	192
	320

	MICE
	0
	0
	5
	10

	MINOS
	2.5
	5
	7.5
	10

	UKDMC
	25
	25
	50
	100

	Total
	376
	752
	1542
	2623



Procurement

In GridPP1 a Hardware Advisory Group (HAG) was initiated to advise on the purchase of hardware for the Tier-1/A centre at RAL. This group consists of representatives from the experiments plus hardware experts from the Tier-1. The remit of this body was to ensure that experimental needs, such as the balance between CPU and disk, and experimental restrictions (e.g. Pentium versus Athlon) were taken into account before going to tender. It is also advised the Tier 1 staff on the bids once received. It is envisaged that the HAG will continue to function for the duration of GridPP2 for purchases at the Tier-1. In addition, it will issue guidance to enable the Tier-2 centres to expand in a manner that will meet the needs of the experimental community.

Summary

Over a four year period the UK Particle Physics programme estimate they need ~23 MSI2000 years, 2PB of disk space and equal amount of “tape” media. The estimated needs of the LHC experiments dominate these figures. Unfortunately the LHC experiments are still in the procedure of finalising the computing and analysis models, in preparation for their computing TDRs in 2005. This introduces a large margin in error in the forward projection for the computing hardware needs. These figures will need to be re-addressed following the approval of the computing TDRs.







� Hoffman report (CERN/LHCC/2001-004) - http://lhc-computing-review-public.web.cern.ch/lhc-computing-review-public/Public/Report_final.PDF


� R Harris et al, “CDF Plan & Budget for Computing in RUN 2”, CDF Note 5914


� http://www.gridpp.ac.uk/demos/optorsimapplet/
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