

GridPP-PMB-18-Middleware_v4.0


	[image: image1.png]GRIp

Particle p
Physics




	GridPP Project Technical Board


Middleware Development

GridPP2 Planning Document

	
	Document identifier :
	GridPP-PMB-18-Middleware

	
	Date:
	29/05/2003

	
	Version:
	4.0

	
	Document status:
	Final 

	
	Author(s)
	GridPP


Introduction

The next phase of the Grid for Particle Physics will see a move from an era where middleware development is the major thrust of the project to an era oriented toward stable production services for the client experiments. In this vein we have considered carefully the rational for the next phase of middleware development.

We recognize that GridPP does not need to be directly involved in the development of middleware in every sector,  whilst at the same time we balance this against the need to maintain expertise in mission critical areas and those areas where there are specific strengths or leverages possible. In addition it must be recognized that industrial quality middleware does not yet exist yet in a form needed to make a production HEP DataGRID work, hence in the near future we will still need to ensure that middleware of a suitable quality is developed for deployment on the production Grid.  

The policy adopted is that GridPP2 should support middleware development  in sectors  where one or more of the following criteria are manifest:: 

· The development work  is mission critical to the Particle Physics Grid.

· GridPP has a demonstrable expertise and lead in within the global community.

· We can contribute to a wider programme where we both leverage benefit to the Particle Physics Grid,  and at the same time contribute to the wider community.

In addition the following guidelines have been asserted:

· Each supported middleware sector should be managed through a few “centres” which can demonstrate a depth and breadth of expertise in the appropriate area and engagement with the wider global community.  This is both for reasons of qualification to carry out the work, and management reporting to GridPP2 through single points of contact.

· The work must be clearly useful to the LCG programme at CERN as this defines the needs of the Grid for the LHC.

· Wherever possible the work should be done in partnership/collaboration with non-HEP e-Science activities, and should preferably be of use to the wider e-Science community in at least the UK 

· We should seek to enable technology transfer to the industrial sector, and as a part of this benefit ensure  industrial quality validation, verification and testing processes are applied where possible.

· The work must demonstrate appropriate awareness of, and engagement in the GGF.

· We expect most work to encompass the need to cast services in the OGSA framework.
· . 
Middleware Activities

In determining the areas of middleware which we propose to support in GridPP2 we have taken into account the policies expressed above, and have looked particularly for those areas where there is a clearly demonstrated expertise, leadership and engagement on the world stage. In doing this we have drawn heavily upon the “value added” actually achieved through work funded under the GridPP project. We have also taken into account the proven strengths of the centres identified to lead the work.

The broad areas of  middleware development which we propose that GridPP-2 should support are listed below:

· Data & Storage Management

· Workload Management

· Security

· Information, Monitoring & Operations Development

· Technology Transfer 

The programme for each of these is described in detail below

Data and Storage Management 

Rationale  

Particle Physics is per definition a massively data centric application area. The need to replicate, store and manage vast data sets is at the heart of the LHC challenge. Few, if any, other disciplines have the direct need to store and manipulate data set on the scale of the LHC project in terms of volume and geographical span. Therefore Data and Storage Management is manifestly mission critical to GridPP2. 

Overview of programme

The Data and Storage Management working group is responsible for developing software tools for providing transparent, secure and efficient access to data, regardless of where it is stored. It is also responsible for providing tools to permit the manipulation and access of the data by its associated meta-data.

The working group will build upon the software products developed and the experience gained in the GridPP, EDG, the running Tevatron experiments and other Grid projects. These projects have examined closely the data management requirements of the experiments, and have developed appropriate and scalable solutions. The running experiments have demonstrated the scope of user demands in the presence of a significant dataset and under pressure to produce physics results for a conference cycle. The primary functionality required by the experiments has been delivered already to the experiment’s testbed. However, there remain some areas of the experiment’s requirements that are not adequately developed. These are the areas that this proposal will address:

· Full integration of experiment meta-data into the data management software. Integrated software solutions for this exist from the EDG project, but are not yet sufficiently mature to permit the experiments to exploit their full potential value; it is vital for this software to be developed further to support the richer forms of data-selection envisaged by the experiments and to increase both the manageability and the fault tolerance of the existing software. Note that this is an integral part of a wider replication software effort within LCG and elsewhere.

· Site local data management. Some basic solutions for this exist across the EDG middleware work packages and elsewhere, but require development and consolidation to ensure that the robustness and flexibility of the Grid sites are maintained. The work will be focussed upon applying intelligent caching mechanisms to the delivered datasets, guaranteed job-local data resource reservation (for output data), and robust data cleanup mechanisms. The criteria for matching the various hardware solutions, from piles of PCs to sophisticated symmetric parallel processors, to the appropriate resource management software must be determined.

· Support for UK mass storage sites. There is a requirement to ensure that all UK particle physics sites are fully Grid compliant, and work is required to further develop Grid interfaces to these diverse mass storage systems. Additionally, in collaboration with the UK e-Science centres, a number of novel architectures for distributed Grid sites (e.g. ScotGRID) and distributed Grid storage sites are being proposed. Integration of this effort is vital to ensure that particle physics can make full use of these emerging distributed resource centres.

· Grid Optimisation. The current replica optimisation component of the grid data management software is designed to maximise the efficient usage of the available networking and storage resources upon the Grid. However, the current software is conservative in terms of functionality, and there has been much recent research in this area that should be leveraged to improve the capabilities and the performance of the optimisation systems. We will continue to focus on optimisations that are of practical use to the particle physics computing problem. Additionally, there is a requirement from the experiments to support job partitioning whereby the results from multiple sub-jobs can be aggregated. The major code for this is within the scope of the Workload Management activity since it is the scheduling code that handles the job splitting. However, work will be required to define and implement the interfaces such that the data management system can provide the workload management system with all the necessary information to make an intelligent and optimum job splitting choice.

Specific Tasks
The four tasks are described below:

· Task 1. Meta-data: fuller integration of application meta-data into the data management software and development of the existing software for this end.

· Further evaluation and tracking of the experiments’ meta-data needs, as the understanding improves.

· Further development of the EDG Replica Metadata Catalogue (RMC) for file-specific meta-data and its continued integration with other replication software developments at LCG and elsewhere.

· Work to further improve the manageability and the fault tolerance of this part of the replication software.

· Examination and appropriate adaptation from the SAM system of the following features: expansion of user processing with cataloguing of conditions under which analysis is conducted; allowing for peer-to-peer sharing of datasets; automated system of Monte Carlo request submission; meta-data querying language to form datasets.

· Development and definition of the meta-data required to support richer forms of replica optimisation. In particular, examining how the experiment specific meta-data may aid the optimisation module in making sensible decisions about how to move, store and access the data.

· Further development of the Spitfire meta-data catalogue for more generic experiment meta-data, with the medium-term view of standardising this with work underway at the GGF in the DAIS Data Access and Integration Services (DAIS) specification working group.

· Evaluation of the UK OGSA-DAI project deliverables for use in particle physics. They implement the same standard, although are focussed upon bioinformatics use-cases.

· Task 2. Site local data management.

· Iteration and evaluation of experiment use-cases to refine further the understanding of the WorkloadManagement – DataManagement -- SiteManagement interaction.

· Examination of appropriate caching technologies and products (e.g. DCACHE), and integration of these into the data and site management systems.

· Determination of the proper correspondence of hardware configurations to the sophistication of resource management software.

· Further definition of the workload management – site management interface to permit output resource reservation upon the job-local storage.

· Examination of data cleanup mechanisms (for example the EDG Zambo prototype) and integration of this into the overall job – data management architecture.

· Task 3. UK Mass Storage systems and architectures

· Collaboration with international partners to define and develop standard grid interfaces to mass storage systems.

· Implementation of the standard interfaces necessary to fully grid-enable all of the range of mass storage systems at HEP sites in the UK.

· Iteration with the regional e-Science centres and various projects that will be contributing distributed resources to the particle physics community. This is vital to ensure that the novel architectures being developed here fit into the overall data and site management strategies being adopted by the experiments.

· Task 4. Grid Optimisation.

· Improving the current grid simulation tool (OptorSim) to develop better algorithms for grid optimisation, and validation of its predictions with the existing Tevatron experiments in a variety of experimental phases including debugging, full scale production, Monte Carlo production and analysis prior to conference. This comparison with real data will enable us to use the simulation to examine problems that are of practical concern to particle physics computing.

· Leveraging the latest research performed in GridPP and EDG to improve the capabilities and performance of the Optimisation module. The Optimisation module is part of the replica management system. Its development is driven from the Grid models studied using OptorSim.

· Incorporation of the Optimisation module into the Fermilab SAM / JIM system.

· Continuing to build on strong relationships with the UK networking community upon how their expertise can add value to the overall data management software. Their input has already been vital to the grid optimisation component of the software.

· Define and implement the necessary interfaces between the data management system, the workload management system and the experiment software to enable effective job splitting.

· Examine how the file meta-data from the experiments can be used to improve the Optimisation module for particle physics usage.

Justification / Relevance to GridPP2

While the major critical middleware components have been delivered by preceding developments within EDG and other projects, there is still a gap between what the experiments require and what is available to them in an integrated form. The current WP2 and WP5 source code-base consists of 30 megabytes and over 700 classes. This project will add value to existing middleware, extending the current code-base, improving the overall fault-tolerance and manageability and filling in the gaps where necessary, to maximise the utility of the developed middleware for the experiments.

We are already building upon a very close working relationship with CERN and developing one with Fermilab. Particularly strong bonds between ScotGrid and the CERN data management team have demonstrated how vital this relationship is to the continued success of the project. It is critically important that GridPP2 forms an integral part of the subsequent developments within LCG, EGEE and Fermilab.

The areas identified here are those in which we have existing expertise and that have been identified by the LCG experiments as still requiring development in order to build a fully functional grid for particle physics.

GridPP1 and EDG have already contributed significantly to the area of standards, both in data access and in replication, within the scope of the GGF Data Area. Through this involvement, the particle physics community will continue to play a leading role in the development and implementation of these standards. We see this as vital to ensure the long-term viability of particle physics grids.

Recent developments in mass storage systems have led to a proliferation of data access protocols such as rfio and dcap, and data transfer protocols such as bbftp, bbcp, and gridftp.  All are currently employed in HEP, and it is reasonable to expect that new protocols will emerge as such systems are further improved. At the same time, a similar proliferation has been seen with mass storage management systems such as SRM, SRB, and SAM. While a standard agreed for disk access can be easily implemented  across the grid, implementing a standard for mass storage management requires a similar amount of effort for each different mass storage system tackled. A number of distinct systems already exist in GridPP1 and more will likely be added during the build up of the Tier2 centres. If they are to be effective stores for HEP data then GridPP2 needs to ensure they are attached to the grid in ways that meet the agreed standards of HEP use. Similarly, for efficient data transfer, the data transfer protocols need to be implemented directly into the Mass Storage Systems.

GridPP1 has been active in the development of SRM as a grid control interface to Mass Storage Systems and in the performance of GridFTP and in OGSA-DAI which might provide the grid interface to data over time. CCLRC’s e-Science Centre has been an early adopter of SRB. By continuing these collaborations, GridPP2 will be a good position to make sure they converge in the mutual interest of all experiments and then to move to implementation in the UK.

Data transport and storage is so crucial to HEP computing that it is unrealistic to imagine that commercial solutions will ever be feasible unless some new killer storage application makes commodity storage so cheap that its efficient use is no longer relevant. There are likely always to be requirements for ongoing development as new methods of data transfer develop and new mass storage systems evolve. The mass storage strand of middleware development recognises this and meets the requirements for the duration of GridPP2. 

Outline Deliverables / Milestones

For the required improvements to inherited technologies, the aim is to have a prototype release by 6 months, whereupon the new software can be evaluated by the experiments. For new developments, there will be an initial requirements gathering phase (from the experiments), with first prototypes at 9 to 12 months. Subsequent development and iteration with the experiments will improve the functionality and stability of the software. This rapid development cycle has proved successful in EDG and it is this EU-wide expertise that we wish to develop. 

The GridPP1 team are a respected partner in the EDG project and have contributed successfully to the deliverables and management of the project; the remaining deliverables are fully under control. The team has gained invaluable experience in providing high quality software to a deadline, as part of a larger worldwide development effort.

For GridPP2, the following deliverables are planned, indexed by their task number (as defined above):

Completed by Month 6

Task 1:
EDG and OGSA-DAI meta-data software evaluation.

Task 1:
Evaluation of the factorisability of the SAM design with plans for adaptation of Grid features in SAM and extraction of SAM features to Grid.

Task 1:
Prototype developments of the EDG meta-data management software. Hardening of the


existing software base, concentrating of scalability, manageability and fault-tolerance.

Task 1:
Participation in architectural reviews with the experiments and our project partners


to ensure that the delivered solutions fit together. There has been significant work in


this area already in the EDG project and this will be a continuation of this review process.

Task 3:
Evaluation of UK mass storage site requirements and review of current standards.

Task 4:
Job splitting study from Data Management view.

Completed by Month 9

Task 1:
Report outlining current understanding of experiments’ meta-data management needs.

Task 1:
Aiding the Fermilab experiments in modification of SAM for testing with Grid compliance.

Task 2:
Evaluation of EDG Zambo job cleanup prototype.

Task 3:
Evaluation of multi-site storage architectures.

Task 3:
Initial release of single-site data access interfaces and integration with data management 

software at major sites.

Completed by Month 12

Task 1:
Inclusion of the OGSA-based GGF DAIS interface into the meta-data services.

Task 1:
Cut of the SAM design into Grid.

Task 1:
Aiding Fermilab in the demonstration of functionality of SAM in Grid through the use of “Predator 2” (“Predator 1” loaded to CDF data catalogue into SAM and proved in detail the compatibility of the systems).

Task 2:
Evaluation and understanding of existing local caching strategies. Determination of hardware to resource management correspondence.

Task 4:
Validation of OptorSim results with Tevatron and plans for modification of OptorSim.

Completed by Month 15

Task 2:
Prototype interfaces for job local output resource reservation.

Completed by Month 18

Task 1:
Evaluation of first meta-data release, outlining further understanding of the experiments’

requirements.

Task 1:
Work with Fermilab experiments to bring the SAM / Grid scheme into production and plan for deprecation of SAM.

Task 4:
Integration of UK existing expertise into OptorSim and Replica Optimisation products.

Task 4:
Release of OptorSim 2.0.

Task 4:
Incorporation of the Optimisation module in the Fermilab SAM / JIM system

Completed by Month 24

Task 4:
Prototype release of the improved Optimisation component of the replica manager.

Task 4:
Inclusion of modifications to OptorSim driven by comparison with Tevatron data handling.

Completed by Month 30
Task 1:
Intermediate release of meta-data software.

Task 1:
Continue work with Fermilab to eliminate of distinctions of functionality between SAM and Grid.

Task 2:
Job-local data cleanup software implemented.

Task 2:
Job-local output reservation software implemented.

Task 2:
Job–local data caching implemented.

Task 3: 
Intermediate release of single-site data access interfaces and integration with data

management software.

Task 4: 
Intermediate release of the improved Optimisation component of the replica manager.

Task 4: 
Improved use of application meta-data in Grid Optimisation decisions.

By month 36, final versions of the software will have been deployed and fully tested.

The documentation of the project will be in parallel to the coding, as experience has shown this is the best way of delivering properly documented software. Both semi-automatic (e.g. javadoc and doxygen) and full documentation will be provided. The project will leverage as much as possible the automatic software tools developed inside EDG and WP2, for example, automatic hourly builds and testing, documentation generation and release generation.

We will build upon existing experience in web and Grid services; the Grid world is slowly moving towards the OGSA standard, but this has not yet fully settled. In the areas where this standard in still fluid, we will adopt the strategy of using web-services with Grid security as this will minimise the overhead of any subsequent migration to OGSA-based services. The service software will likely be implemented in Java, with clients available in a number of languages. Providing C / C++ clients for the experiments is the major priority.

The software will build upon existing security tools that have been developed within the EDG, and will incorporate full Grid authentication and appropriate role based authorisation. Any subsequent developments in security made by the project will be incorporated into the software.

Experience in GridPP1 and EDG has show that best stability and robustness is achieved if acceptance and functional tests are built into the software from the beginning, with regular reviews by the experiments. Issue and bug tracking software will be used from the beginning of the project. An incremental programme of scalability tests performed together with the experiments is also critical to ensure the software can deliver the required performance.

Management Plan and Competence of the lead centre

Since data and storage management is so vital to the success of the CERN LHC experiments, we envisage that this effort will be led by CERN within the scope of the LCG and the EGEE projects. This will require very close management cooperation between these projects and the GridPP2 project to avoid duplication and hence wasted effort; the whole particle physics community must benefit from the developments described here. The best course of action is for the GridPP2 project effort to become a formal part of these projects, since this way we ensure that the developments are fully integrated with the rest of the community. Close management cooperation with the running Fermilab experiments is also vital to ensure that developments there are fed back into LHC and that developments in LHC are fed back into Fermilab.

For the local monitoring, we propose to share responsibility between ScotGrid at Glasgow (primarily responsible for data management and optimisation) and CCLRC Rutherford Labs (primarily responsible for storage management). These sites will be responsible for ensuring that effort is directed as necessary to ensure the timely delivery of the software. Within GridPP1 and EDG, both sites have a strong track record for delivery of high quality software and of working as an integral part of a larger project effort.

The local management will report quarterly via the future Deployment Board. Problems regarding assigned effort and any difficulties arising will be dealt with locally. However, any outstanding issues that cannot be resolved locally and are likely to affect the deliverables will be escalated to that board as soon as possible, and if necessary, to the Project Management Board. Problems arising between GridPP2 and our project partners in LCG and EGEE should be discussed immediately in the Deployment Board, with any unresolved issues being escalated to the Project Management Board in a timely manner.

To a large extent, the risks to the project are mitigated by the close involvement with the LCG and EGEE projects; this will negate the major risks of wasted and duplicated effort, provided we ensure the project is properly integrated with these developments, e.g. common deliverables being defined.  

There is a risk of divergent timescales of our project requirements and that of the standards being developed in the Global Grid Forum. The time it takes for the whole grid community to stabilise on a standard is likely to be longer than this project meaning that interfaces developed here may have to continue to be changed in the future to conform to the settled standard (we have earlier experience of this with Spitfire and OGSA-DAI). Our plan to minimise the impact of this is to work closely with the GGF on developing these standards as soon as possible (as we did with OGSA-DAI) – we are fortunate in this area, in that both the Data Access and Integration standard and the Replica Management standard have already reached reasonable stages of development in the GGF process.

Collaboration
We will continue our close working relationship with the CERN data management group, mass storage and networking groups within the scope of the LCG and EGEE projects.

We will integrate more closely with Fermilab and its running hadron collider experiments.

SRM is a protocol for remote interaction with mass storage systems under development by a collaboration of several US DoE labs, RAL, and CERN. It is a strong contender for a common HEP standard and there will be an attempt soon to seek adoption by GGF. We will continue to participate.

We will continue to work with the UK Database and Data Access community (currently embodied by the OGSA-DAI project) on further projects and the continued development and deployment of standards.

Exploitation Plans

The stakeholders are the experiments. Their input and their responses to the currently available and planned software have been vital in identifying the areas for further development. Iterations with the experiments and their continued support in stress-testing of the software are seen as the key elements of the overall strategy for the software development.

Many of the areas will be of interest to other projects, particularly the meta-data systems, the replication optimisation systems, and the mass storage developments. However, the emphasis is upon exploiting the middleware for use in particle physics, so this has to be the priority project for these developments.

The developments will be disseminated through appropriate publications and through grid standards forums, primarily the GGF.

Exit Strategy

It is the plan to have all components fully integrated and working on an operational grid by the end of the project. This will be aided by continual testing and usage of the grid system by the experiments. The common areas of development with other UK e-Science projects can and should be supported by the Grid Support Centres, and we will look for effort to ensure that they are in a position to support this software for our community.

It is likely that the areas of interest for spin-off / commercialisation are:

· The local site management and interfaces between the workload management system, the data management system and the site management system. The expectation is that large hardware manufacturers will be tracking grid developments and integrating them into their products as soon as they stabilise. This is the primary reason for making sure that our developments correspond to a standard, since this will ease migration onto emerging hardware platforms.

· Meta-data pertaining to file replication optimisation. This may be of interest to large database developers. This is why we need to continue our involvement in forums such as the GGF.

· Gridification of the mass storage interfaces. It is expected that mass storage vendors will incorporate grid interfaces to their systems as soon as these stabilise; this is unlikely to happen until after the end of the project. Again, involvement in the GGF is necessary to ensure that when this does happen, particle physics is in a position to make use of this as soon as possible with the minimum of migration overhead.

Publications and Presentations

The data and storage management team of GridPP1 have contributed to a number of publications and public presentations. In addition, the team continues to provide effort to the EDG Tutorial programme.

Publications:

1. Evaluation of an Economy-Based File Replication Strategy for a Data Grid, (William H. Bell, David G. Cameron, Ruben Carvajal-Schiaffino, A. Paul Millar, Kurt Stockinger, and Floriano Zini). In International Workshop on Agent based Cluster and Grid Computing at CCGrid 2003, Tokyo, Japan, May 2003. IEEE Computer Society Press.

2. Grid Database Service Specification GGF7, (A. Krause, S. Malaika, G. McCance, J. Magowan, N. Paton, G. Riccardi), Feb 2003.

3. Simulation of Dynamic Grid Replication Strategies in OptorSim, (William H. Bell, David G. Cameron, Luigi Capozza, A. Paul Millar, Kurt Stockinger, and Floriano Zini).  In Proc. of the 3rd Int'l. IEEE Workshop on Grid Computing (Grid'2002), Baltimore, USA, November 2002. (Springer Verlag, Lecture Notes in Computer Science).

4. Grid Database Service Specification GGF6, (A. Krause, S. Malaika, G. McCance, J. Magowan, N. Paton, G. Riccardi), October 2002. 

5. Project Spitfire - Towards Grid web services databases, (William H. Bell, Diana Bosio, Wolfgang Hoschek, Peter Kunszt, Gavin McCance, Mika Silander). UK e-Science All Hands Conference, Sheffield, September 2002. 

6. Studying dynamic Grid optimisation algorithms for file replication, (W. H. Bell, D. G. Cameron, L. Capozza, A. P. Millar, K. Stockinger, F. Zini). UK e-Science All Hands Conference, Sheffield, September 2002. 

7. Project Spitfire - Towards Grid Web Service Databases (W. H. Bell, D. Bosio, W. Hoschek, P. Kunszt, G. McCance, M. Silander) July 2002. 

8. Simulation of Dynamic Grid Replication Strategies in OptorSim (W. H. Bell, D. G. Cameron, L. Capozza, A. P. Millar, K. Stockinger, F. Zini) June 2002. 

9. Grid Enabled Relational Database Middleware (Wolfgang Hoschek, Gavin McCance) presented at Global Grid Forum 3, Frascati, Italy, October 2001. 

Other External Presentations

1. OptorSim: A Replica Optimisation Si8mulator for the EU DataGrid, Caitriona Nicholson, 2nd Meeting of the EPSRC Pilot Projects, National e-Science Centre, Edinburgh, 30th January 2003.

2. Project Spitfire: Towards Grid Web Service Databases, Will Bell, UK e-Science All Hands Conference, Sheffield Hallam University, 3 September 2002.

3. Data Centric Issues Panel: Particle Physics and Grid Data Management Tony Doyle, UK e-Science All Hands Conference, Sheffield Hallam University, Sheffield, 3 September 2002.

4. Project Spitfire, Gavin McCance, GGF5 DAIS Working Group, Edinburgh, 22 July 2002.

5. Dynamic Grid Optimisation, Paul Millar, TERENA Network Conference 2002, Limerick, Ireland, 5 June 2002.

6. Experiences of the Grid, Gavin McCance, National e-Science Centre, Edinburgh, 24 October 2001.

Workload Management

Rationale  

The GridPP effort in workload management  within the EDG programme has itself been modest, however this work has been set within the context of the London e-Science centre (LeSC). LeSC has a much wider role in this sector and as evidence of this has leadership roles within the GGF as well as being the point of focus within the UK e-Science Centre framework. Therefore by investing a modest amount of continued resource in this sector GridPP2 will benefit from the leverage of work done by a larger team in a wider context and ensuring that the functionality matches the needs of the PP Grid. At the same time the operational experience which Particle Physics has amassed will be fed into the efforts to benefit the wider community.

Overview of Programme

Direct workload management effort from the UK within the European DataGrid (Work Package 1) has been restricted to effort at Imperial College in providing a UK based Resource Broker (0.5FTE), and an EPSRC/PPARC funded project at London e-Science Centre (LeSC) to explore advanced scheduling infrastructures. As Grid infrastructures become widespread and the workload increases, issues such as job placement and workload balancing will become critical.

It is vital that GridPP2 retains and develops activity in the resource management area to support their immediate requirements within the LCG while supporting longer-term research to improve the effectiveness of resource brokering within Grids. This will not only the benefit the wider Particle Physics community but the UK’s e-science community in general where LeSC is playing a leading role in the construction of the UK e-Science Grid.  We therefore propose a package of work that will maintain a brokering infrastructure for UK activities and develop expertise in its use by the UK community. This will be deployed within the UK and wider application testbed in order to demonstrate its suitability for use within LCG.  Within this work we also propose to migrate the existing brokering infrastructure to the Open Grid Services Architecture by building on the existing work that is ongoing at LeSC. This migration will occur in such a way as to always provide the user community with a working resources management service.

GridPP2 will see the use of the resource broker increase from its current use with the UK’s testbed to near full-scale production use in preparation for activities at CERN. As such the UK will require a reliable resilient brokering infrastructure capable of sustaining high job submission rates. Recent testbed activity with the EDG has demonstrated scalability issues within the current architecture, some of which are intrinsically linked to the GT2 software and others to the current resource brokering architecture. We will adopt a twin track approach exploiting techniques for handling high peak loads that are well established in the commercial web serving space (such as over provisioning, load balancing across a pool of servers), and analysing and re-designing the overall workload management system (the resource broker and compute element) to eliminate scalability bottlenecks. Advanced aspects of this work will include autonomic provisioning of the workload management system over multiple servers, alternative scheduling approaches and integration into the computational economic infrastructure being developed elsewhere within the UK e-science programme. Many of these concepts have been prototyped within LeSC’s work with the resource brokering infrastructure within its OGSA (Open Grid Services Architecture) work and the Computational Markets project which LeSC leads.

Specific Tasks
Within GridPP2 we see the further development of the resource brokering activity dividing into two parts: the deployment and maintenance of the current resource brokering infrastructure and its enhancement over time with the results of this work, and to examine the current workload infrastructure with a view to identifying scalability bottlenecks within the OGSA virtualised resource broker (based upon the current EDG software) and eliminating these bottlenecks within a new brokering infrastructure based around OGSA compliant Grid Services. This work will focus on:

· Task 1. Deployment and maintenance of EDG and future LCG software base.

· Establishing a brokering infrastructure for UK resources.

· Deployment of latest releases, investigation of problems and creation of bugfixes for current EDG software base.

· Task 2: Updating User Requirements 

· Define the service granularity needed by the GridPP2 community.

· How these services should be made available to application developers.

· How these services should be available to the user.

· Task 3: Standardisation of workload management related service within the Global Grid Forum

· Establishment of Job Submission Description Language (JSDL) Working Group and contribution to activity

· Standardisation of Resource Brokering and Workflow service interfaces from a user and inter-service perspective.

· Working with established WG’s (e.g. GRAAP) or new WG’s to define interfaces to promote service interoperability with other work in this area, e.g. EGEE.

· Task 4: OGSIfication of the EDG Resource Brokering software stack.

· Establish an instrumented testbed within LeSC resources to examine scalability of workload management software. 

· Develop OGSA complaint interfaces to and within workload management software to enable (for example) the submission of JSDL documents and to extract job status reports etc

· Develop notification interface so that other services may subscribe to workload management events (e.g. job completion).

· Task 5: Redesign of workload management architecture

· Analysis of testbed scalability & reliability.

· Identification of bottlenecks in current virtualised architecture.

· Identification of failures to identify the ‘weakest link’ and to eliminate it.

· Performance and reliability driven replacement of identified problem areas with OGSA services.

· Improvements in workload management scalability through load balancing across multiple server instances

· Task 6: Development of a ‘pure’ Java client for interaction with workload management  infrastructure.

· Develop toolkit to interact with workload management services

· Develop Java JSDL client to submit, monitor and retrieve jobs from the workload management infrastructure.

· Develop management tools to monitor and report on the performance of the workload management instances.

· Task 7: Enhancements to workload management infrastructure

· Autonomic reaction to workload (i.e. as load increases and jobs fail deploy and configure in ‘spare’ RB units’) 

· Examination of alternative scheduling algorithms.

Justification / Relevance to GridPP-2

The Grid Middleware group within the London e-Science Centre (LeSC) has taken an active role in the development of ‘next generation’ Grid Middleware following its inception in July 2001. This work has built upon previous research work in parallel software environments and programming skeletons, and has led to the development of the ICENI (Imperial College e-Science Networked Infrastructure) a Grid middleware environment that is being used to develop OGSA compliant services and to develop the algorithms and meta-data needed for effective Grid scheduling. ICENI is being used within several UK e-science pilot projects and has been demonstrated at UK and international e-science meetings.

LeSC is also active within the UK e-science programme providing software and technical leadership with the Grid Engineering Task Force and the construction of the Level 2 Grid as part of its role as a regional e-science centre. 

The Imperial College HEP group has lead the UK involvement in the Workload Management Workpackages of EDG and GridPP.  The same team is also involved in adapting the software frameworks of several experiments to the distributed environment of the Grid and so also have a good understanding of the requirements of the user community.

The LCG requires a scalable resource brokering architecture. The experience of the EDG has already shown that the GT2 toolkit cannot provide this and we believe that the only currently viable approach is one based around OGSA compliant Grid Services. We will provide and implement such an architecture.

Outline Deliverables / Milestones

One of the primary exploitation routes of this work is the LCG activity being led by CERN. The LCG is focussed on delivering a production environment by 2006. This deployment decision will be based on a technical evaluation conducted during the first 6 months of 2005. Therefore early releases of this work have to be in production use on an LCG testbed by late 2004. To meet these demanding deadlines we will exploit the existing PPARC/EPSRC and EDG/GRIDPP funded posts based in the London e-Science Centre and High Energy Physics research groups at Imperial College London.

By exploiting this established expertise we will deploy the existing EDG software infrastructure to provide continuity to the established GridPP user community. During the course of this work we will enhance this infrastructure new developments are tested and found to meet user requirements and deliver improved scalability and reliability. Our milestones focus on the software deliverables that we will make available to the user community during the course of the project. These will be as a result of the ongoing tasks identified earlier. Software will be deployed and tested on a local testbed within LeSC before its use  in a production environment within resources of the London Tier 2. These proven software releases will be made available to the wider community and are described below as the LCG Testbed releases.

Completed by Month 3: Established local testbed environment within LeSC release 0

Completed by Month 6: Local deployment of release 1

Completed by Month 9: Deployment of release 1.1 on London Tier 2 resources

Completed by Month 12: Deployment of release 1.2 on LCG Testbed

Completed by Month 15: Deployment of release 1.3 on LCG Testbed

Completed by Month 18: Evaluation of release 1.3 on LCG Testbed

Completed by Month 24: Initial redesign completed with defined stable interfaces

Completed by Month 30: Deployment of release 2.1 on LCG Testbed

Completed by Month 36: Final Release Candidate 2.2 on LCG Testbed

Completed by Month 39: LHC Operational

Software releases

	Version
	Date
	Capability

	0
	1/4/04
	OGSA virtualisation of current RB infrastructure

	1
	1/7/04
	Instrumented version of release 0

	1.1
	1/10/04
	Elimination of significant scalability reliability bottlenecks in release 1

	1.2
	1/1/05
	Incremental fixes from semi-production use in London Tier 2

	1.3
	1/4/05
	Incremental fixes from early use in LCG

	2.0
	1/1/06
	Incremental redesigned and implemented 

	2.1
	1/7/06
	Fixes to 2.0 for scalability and reliability

	2.2
	11/07
	Fixes to 2.1 for scalability and reliability

	3.0
	1/4/07
	Scalable workload management infrastructure


We assume in these timings that the project starts on the 1/1/04. With the LeSC staff starting on 1/1/04 (to ensure continuity from PPARC/EPSRC funding) and 1/4/04 for HEP staff.

Management Plan and Competence of Lead Centre
The London e-Science Centre (based in the Department of Computing, Imperial College London) will act as the co-ordinating institute with respect to GridPP2 in this activity. This will be managed in close collaboration with IC HEP who have expertise in the EDG Resource Brokering software. This will continue existing collaborations between the Grid Middleware group within LeSC and Grid activities in the IC HEP. LeSC already supports diverse HEP activities through the provision of resources as part of local e-science activities and this role is expanding as the lead site in the London Tier 2 proposal.

Internally, close collaborations already exist between researchers in the Department of Computing and High Energy Physics. The CS research group will take a lead in the OGSIfication of the EDG software while HEP will lead the production testing of the software and its deployment to the wider UK community. While we define a clear line between these roles for management purposes we expect the both teams to be aware of and participate in each other’s activities. Both groups have established leadership roles within local, national and international Grid computing activities both within the CS and HEP communities.

Workload management is an internationally active area of research and this will work will not be happening in a vacuum. However through the leading role played in the GGF by LeSC members we will ensure that the this work complies with all relevant standards (in many cases it will be these members that are driving the standards). The High Energy Physics group at Imperial also has excellent contacts with the members of the EGEE project who will be working in this area and so will ensure compatibility.

The dependency of this work on a reliable release of GT3 by the Globus project is a real and unavoidable risk. However by adopting the migration plan that we outline we will be internalising this risk and, as far as possible, minimising the implications for the user community. 

Formal reporting to GridPP2 will take place every 6 months. Informal reporting against agreed milestones will take place between the software development teams at least a monthly (usually weekly) frequency.

Collaboration

There are several activities within the ‘WP1’ (resource brokering and management) area that are not currently critical to GridPP’s activity but which foresee as becoming key during the lifetime of GridPP2. These are areas that LeSC is pursuing for funding from other funding sources. None of these items could be considered as critical to GridPP2’s functional success however they offer the potential of increasing the effectiveness of the GridPP brokering infrastructure through their early migration from research driven middleware, such as ICENI, to the GridPP software stack.

· Coordinated Scheduling: Current EDG resource brokering infrastructure focuses on locating the availability of computational resources. The decision as to which computational resource to use may be modified by the location of the data files needed (or produced) by the computation. In the current model no allowance is made for the reservation of compute or networking resources. In the lifetime of GridPP2 it is likely that the ability to reserves resources will come to fruition and this capability (and any associated tradeoffs) needs to be integrated into the brokering infrastructure. Such an infrastructure will have to implement fair-share scheduling over distributed federated resources requiring the monitoring of resources consumption by different users, groups and VO’s. The ability to define and implement deadline scheduling and advanced reservation will be of increasing importance.

· Performance Engineering: As the diversity of compute resources increases the performance of an application on any particular resource will need to be assessed as part of the resource brokering process. It will soon become infeasible to find the best resource for an application through purely experimental. It will soon become necessary to find a more sophisticated process through the characterisation of an application’s performance on a resource through the use of performance engineering. Sophisticated performance models, both of the application and the resources, need to be incorporated into the resource broker.

· Service Selection: As the diversity of resources increases it will become increasingly important to classify the semantic behaviour of these service interfaces. The current OGSI mechanism of defining a service’s semantic behaviour through a unique naming scheme is neither scalable nor effective. Embedding an ontological description of a service within an OGSI’s SDE provides a scalable solution to this process. The development of these ontologies and the mechanisms to store and select services based on these description are essential.

Aspects of the above work have been submitted into a recent EPSRC call and are currently under review. If successful this speculative research could greatly contribute to the workload management infrastructure being developed specifically for the PPARC community. The researchers at Imperial College London and University College London are ideally placed, both through their hardware infrastructure and through their involvement in applied and theoretical research to develop these infrastructures. We see testbed activities within High Energy Physics, Distributed Image Reconstruction and continuing Grid building activities within the UK (the Level 3 Grid) as a means of demonstrating this work.

Researchers within LeSC are playing an active role in the Global Grid Forum and within the UK e-science programme contributing to:

· A co-chair in the Grid Economic Services Architecture Working Group

· A co-chair in the OGSA Resource Usage Service Working Group

· A co-chair in (proposed) Job Submission Description Language Working Group

· Participation in the UK Grid Engineering Task Force

· Participation in the UK Architectural Task Force

Exploitation Plans

The Open Grid Services Architecture (OGSA) is leading to a world where Grid middleware will be constructed from a set of small tightly focused services. To coordinate the selection of these services on behalf of a user – in order to meet their specific needs – we see the development of brokering (or workflow) services. Over the next three years we see standard interfaces being defined through the Global Grid Forum to enable access to the underlying workload services (logging, job submission, brokering/workflow etc.).

The researchers within LeSC are already active in generating standards for economic services and job submission languages. We expect this activity to increase to incorporate further activity within the workload area. We would expect this and other non-PPARC funded activity to be incorporated into this work where appropriate.

The migration of the UK e-Science Grid from GT2 to GT3 is likely to start in early 2004. LeSC has played a key leading role in establishing the current UK e-Science Grid and will be active in the construction of the GT3 based Grid infrastructure. The provision of workload management software, such as being developed within this work, would be a key contribution to the wider e-science activity within the UK.

Exit Strategy

As the Grid moves from a research activity to a standards driven environment the support for this research software by other organisations will become easier. This support may be available from commercial organisations (e.g. IBM) as workflow and brokering of services will be essential in any grid infrastructure or non-commercial organisations such as the Grid Support Centre or the proposed Core programme Middleware Institute.

Publications and Presentations

(to be added)

Security 

Rationale  

Security is one of the most fundamental aspects of Grid operation, ranging from the need to manage large distributed virtual organisations down to developing a truly Grid oriented way of allowing access to local resources within compute and storage clusters. Members of GridPP in Manchester and CCLRC have clearly demonstrated expertise and leadership by being at the forefront of developing such access control mechanisms, and by achieving leadership roles within the GGF and the EDG/LCG projects. The programme outlined is pioneering in many ways and can therefore be expected to provide early and practical benefit to the wider UK e-Science community in general.

Overview of programme

This proposal addresses those aspects of Grid Security which enable users to prove their right to use local resources, remote file servers and CPU farms, and which allow sites and organisations to enforce the agreed size of the resources allocated to specific users and groups. These problems must be solved by all communities which use Grids, but they are especially difficult for High Energy Physicists because of the very large collaborations involved in our experiments. Furthermore, they have already become pressing issues for the current EU DataGrid Testbed, whose usability is currently severely limited by the absence of quota and accounting mechanisms. 

The programme includes a major contribution to the LHC Computing Grid project via the leadership of its Security group. This group, with members drawn from site security officers, resource managers, experiments and security middleware experts is charged with advising the LCG Grid Deployment Board on all matters related to security.

This proposal provides Grid-wide technology required for Virtual Organisation User Management and Resource Reservation use cases in the EDG WP8 “Common Use Cases for a HEP Common Application Layer” (HEPCAL) document (p28) and identified as required but currently unavailable by the LCG “Middleware Selection” document (p13.) It also addresses  the lack of local Usage Control in the current EDG Testbed systems which have been identified  by site administrators in EDG WP6 (“Overview of Testbed2 Deployment and Features” – in preparation.) It aims to strengthen our existing collaboration with members of the core e-Science programme in the UK in the areas of authorization and end-user products such as GridSite; to continue GridPP members’ leading roles in the work of the GGF Authorization Working Group, and to extend GridPP’s work into the GGF Accounting areas, in collaboration with UK e-Science researchers who are already taking leading roles in those GGF groups.

The Tasks and Deliverables sections of this proposal describe a programme of work occupying 3.5 FTE's working on software development and two on management and external co-ordination posts for the three-year duration of GridPP-2. Of this 4 FTE would be funded by PPARC, as described in the main body of this proposal, and the remaining 1.5 from other sources including Core e-Science funding and JISC. The first 8 tasks would each require approximately equal effort and are prioritised in order of both importance to the HEP community and their importance to lower priority tasks. Task 9 is of a different nature and is therefore not prioritized with respect to the others.

Security traditionally includes Authentication, Authorization and Accounting. This proposal is largely concerned with the extension of GridPP and EDG Authorization work, and with creating Accounting mechanisms for use within GridPP and related projects.

The majority of Grid security systems are using X.509 cryptographic certificates for Authentication, usually in conjunction with Globus’s GSI delegation scheme. These systems require the existence of a Certificate Authority to verify a user’s legal identity and issue digital certificates, and of tools which applications can use to process certificates. The software systems for both of these Authentication functions are already in existence, and are provided by external projects: the UK e-Science Grid Support Centre for the CA; and libraries from OpenSSL, Globus and EDG which provide certificate and delegated proxy certificate handling. For this reason, this proposal does not address Authentication middleware development, and assumes that GridPP-2 involvement in Authentication will be limited to deployment and operational activities.

Authorization has been a significant area of GridPP contribution to EDG, especially in local access control. This area of work involves the mapping of Grid-wide identities and authorized rights into locally-appropriate identities and their associated access rights and privileges. In EDG, this is currently done using GridPP’s Pool Account extension to Globus, in which the Grid-identity of a job, or request, identified by the user’s X.509 certificate, is temporarily mapped to a local Unix account, with an appropriate set of static permissions and rights. This has been very successful in relieving much of the administrative burden that site administrators would otherwise face in having to frequently create new Unix accounts at each site for each user of the Testbed. However, this mechanism’s flexibility is limited by the need to pre-create pool accounts with appropriate sets of rights, in anticipation of the jobs and requests which will be submitted. Typically, a user must use the same Virtual Organisation, or one subgroup within one Virtual Organisation, across all of their jobs running at all Testbed sites. 

The LCG, of which GridPP is a major component, is one of the first Grids to perform large-scale production quality Grid computing across major facilities from many different security domains. The move from Grid testbeds to LCG production requires many improvements and changes to the security infrastructure not only in terms of security middleware and tools, but also in policies and procedures. Virtual organisations and institutes have to define, agree and implement robust security mechanisms and policies to enable the building and maintenance of “trust” between the various bodies involved. Achieving this will require close collaboration between the partners.

Specific Tasks

The nine tasks are described below:

1. Local Access Control

The first task of this proposal involves removing these limitations, by allowing users to belong to multiple Virtual Organisations and to use the associated authorization rights, group memberships, roles etc in jobs. Initially, this will be done by supplying methods to dynamically create, manage and expire the Unix rights and privileges associated with local Pool Accounts, in accordance with the set of Grid-wide rights a particular job has. Initially, this feature will be especially useful for users engaged in operations and deployment, since it will allow them to assume that subset of rights which are necessary to perform a specific test. For example, to test the Storage Element file servers at two sites which are members of two different Application VOs. As GridPP puts the regional Tier-2 model into practice, this feature will be essential to allow users to gain access to pooled resources  by virtue of GridPP or Tier-2 membership, rather than by membership of a VO which not all GridPP or Tier-2 sites belong to. The first task also involves applying this dynamic Grid to local rights mapping to local batch systems used to queue jobs for execution.

The task will then further develop the Grid Access Control List (GACL) language and associated GACL handling libraries for C/C++ and Java environments. Initial versions of these were produced by GridPP and are used in the EDG Storage Element and the GridSite and SlashGrid prototypes discussed below. Part of this subtask will involve co-ordination of GACL development with other access control language work, via the Global Grid Forum Authorization Working Group, co-chaired by Andrew McNab of Manchester HEP.

Finally, the first task envisages using the SlashGrid filesystem prototype to implement Grid-aware access control directly in the operating system layer, rather than being translated into local Unix privileges as with the initial Pool Accounts scheme. Although the existing SlashGrid prototype has most of this functionality already, some additional work will be required to interface it to sources of credentials as they enter the site via job submission, and to update the software as the GACL library is developed. By applying these controls at a low level, it is easier to produce access controls without loopholes, which are implemented in an efficient way, and can be made persistent, so that, for example, file ownership is preserved on disk for months, and can be transferred along with the files onto backup media.

In summary the stages of the task are:

a. Pool accounts and Unix permission management.

b. GACL access control language development.

c. Batch system access control interfaces.

d. SlashGrid filesystem access control.

2. Local Usage Control

The second task has a similar to structure to the first, but concentrates on Usage rather than Access Control, by which we mean the control of the amount of resources available to a user, job or process, rather than the decision whether to allow access to a specific site, host or file. In parallel with the first task, this envisages initially mapping the permitted usage, quotas and limits of a given Grid identity to local Unix usage limit mechanisms. In parallel with this, a language or description of these properties will be developed and used by administrators to specify permitted usage. Finally, the SlashGrid system will be extended to enforce these systems at the operating system level. The work of this task will benefit greatly from co-operation with the GGF Accounting work already being led by the North West e-Science Centre and Manchester Computing as discussed below.

Both the first and second tasks assume that the EDG Virtual Organisation Membership Service (VOMS) attribute certificates system will be the only source of authorization credentials, and will use them as its source of authorization evidence. Subsequent tasks extend this to support other sources of authorization.

a. Interface to Unix resource usage limit controls.

b. Usage control description development.

c. Batch system usage control interfaces.

d. SlashGrid filesystem usage control.

3. GridSite

GridSite is a website management and file serving system, originally developed to manage the GridPP web pages and now used by several other projects including the UK e-Science Level 2 Grid website. GridSite’s initial purpose was to allow users authenticated using Grid certificates in unmodified web browsers to maintain sets of web pages for their working group. GridSite now permits a sophisticated set of file and directory management operations through a web-based interface, along with management of GACL access control lists and Virtual Organisation and VO subgroup membership. Additionally, GridSite can be used as a high-performance HTTP and HTTPS fileserver, for both read (GET) and write (PUT, DELETE, MOVE) operations.

In the third task, GridSite’s user interface will be improved after consultation with existing and candidate users, and features added to simplify frequent and time-consuming operations: for example, easier ways to upload multiple webpages.  GridSite will then be extended to add support for the extended Access Control and Usage Control mechanisms and languages developed in the first two tasks, and to support VOMS credentials as the external source of group membership evidence. Finally, this task will extend GridSite’s ability to act as a user-managed bulk file server – as a Grid “home directory” in Unix terms, and quite different to the automated Storage Element functionality provided by other file servers – and will extend the underlying web server’s existing ability to act as a web cache, by adding support for retrieval and caching of files from remote servers which require authentication. These extensions to GridSite also allow it to act as  a host for the management functions in the 4th and 5th tasks described below.

a. Development of user interface.

b. Incorporation of Access and Usage Control technologies.

c. Extension of bulk file storage and caching functionality.

4. Virtual Organisation Access Management

The fourth task proposes to extend GridSite’s ability to act as an EDG VO server, publishing VO membership information by LDAP. This system is being replaced in EDG by VOMS, and we propose to generate signed VOMS group membership credentials from the existing GridSite group database, and also for the similar Globus CAS system, and potentially other systems which emerge, such as London e-Science’s VOM and LBL Akenti where appropriate. The intention of this task is to provide a single group authorization database service, with a user friendly web interface, which can be used to publish authorization information in whatever format is needed by the site to which a user’s job is submitted. Furthermore, this system will permit users to create small, ad-hoc groups within a VO, to allow for short-lived collaborations and sharing of access to resources with named individuals, without intervention by a VOs administrators. 

a. Development of user interface.

b. Support for VOMS, CAS etc.

c. Support for lightweight and ad-hoc groups.

5. Virtual Organisation Usage Management

The fifth task parallels the above Authorization structure, but for Usage Control and Accounting, and is intended to permit VO managers to divide their global quotas, available resources and limits between subgroups and users, and to publish this information to member sites and users. This requires an intuitive user interface, and this may require a shared interface with the VO server of Task 4, even if the accounting database is separate. Since there are standards for these functions being developed, especially in the Usage Record, Resource Usage Service and Grid Economic Services Architecture working groups of GGF, this system will converge on those standards as they emerge. It should be noted that this task does not itself provide any Grid-wide economic model, economic brokering, or cost negotiation. Those dynamic functions will be provided by tasks within the Resource and Data Management areas of GridPP-2 and related projects. Task 5 allows a VO administrator to allocate resources, once they have been obtained by the VO.

a. Usage and accounting database development.

b. Development of user interface.

c. Interfaces using UR, RUS and GESA standards.

6. Interoperation with alternative authorization frameworks

The sixth task envisages the need for GridPP middleware to interoperate with other Authorization and Accounting systems at the local site level. This can most easily be implemented by adding support for other credentials in parallel with the VOMS mechanisms implemented in the first and second tasks. Since the software is built in a modular way, doing this immediately allows third-party software which uses it to interoperate with these alternative authorization frameworks. Likely systems include credentials from Globus CAS, PERMIS, Akenti and London e-Science VOM, and other access control languages such as Security Assertion Markup Language (SAML) and the Extensible Access Control Markup Language (XACML) which may be adopted as Web and Grid Services standards in the future. By supporting as many widely-used Authorization systems as possible, it will be easier to promote use of other GridPP middleware in external projects, and permit easier sharing of resources between GridPP and other academic and commercial Grid projects. Since compatible security mechanisms are the most  fundamental requirement for any communication, this is a uniquely import requirement for interoperation.

a. Interfaces to VOMS, CAS, PERMIS and Akenti.

b. Interfaces to Web Services proposals SAML and XACML.

7. Auditing and grid-level intrusion detection

The seventh task calls for an extension of existing Internet server auditing systems to deal with the some of the new classes of malicious use possible in Grid environments. This will be built on a combination of the usage reporting and accounting mechanisms used and developed by previous tasks, and by monitoring the site configuration information published by other elements of GridPP and looking for anomalies and deviations from expected or recorded configuration. Although this is a very large topic, some significant gains can be had during the lifetime of the project by re-engineering pre-Grid intrusion detection systems.

This approach is already used by systems such as Tripwire for individual Internet-connected hosts, which monitor changes to the state of key system files. This task involves applying these technologies at the level of the Grid, rather than individual hosts, to detect malicious changes and abuse of the Grid which cannot readily be detected with existing host-based systems. For example, it would not be unusual for a single user to full occupy the resources of a single host, but one user fully occupying the resources of a large part of the Grid is unlikely to be possible by legitimate means, and may be flagged for human investigation. This need for Grid-wide intrusion detection will become acute if the current trend towards malicious, autonomous agents able to spread between Internet servers continues.

a. Auditing interfaces to Unix, SlashGrid and other Fabric usage control systems.

b. VO auditing collection.

c. Interfaces to existing local intrusion detection systems

d. Grid-wide intrusion detection.

8. Porting of tools to proprietary Unix and Windows environments

The eighth task deals with the porting of all the tools and systems developed by the previous tasks to platforms other than Linux. With this issue in mind, all tasks will aim to produce portable code and to avoid operating system-specific features where possible. However, this task is responsible for resolving unavoidably non-portable features in what was produced and providing the specific implementations required by other target platforms. The choice of platforms will be based on consultation with application communities and other middleware development work, but it is expected to be Solaris to provide another Unix platform for service hosting and application execution testing; and Windows for service hosting, application testing and interactive, desktop tools. Porting GridPP’s software to other platforms has technical benefits in revealing hidden assumptions and some classes of coding errors, and promotes dissemination of GridPP software into other projects. It is also important to some HEP applications which in turn use porting as part of their software validation process and will require the availability of associated Grid middleware, including Security. 

a. Libraries and infrastructure to Windows, Solaris and other relevant proprietary Unix.

b. Server systems to Windows, Solaris etc.

c. Interactive tools to Windows desktop environments.

9. LCG Security

This task is a major UK contribution to the CERN LHC Computing Grid project. GridPP (CCLRC) has an established leadership role in the coordination of Grid security across all areas of the DataGrid project. This expertise is now being applied to the LHC Computing Grid project via the creation and leadership of the new LCG Security group. The LCG Security group, with members drawn from site security officers, resource managers, experiments and security middleware experts is charged with advising the LCG Grid Deployment Board on all matters related to security. 

The topics to be considered by the LCG security group include, but are not limited to, the development of policies, procedures and software for user registration, certificate authorities, VO management, authentication, authorization, Acceptable Use Policy, firewalls, incident response and auditing.

Task 9 will include working closely with the GridPP/LCG/EGEE Tier 0/1/2 centres, participation in GGF security working groups, strengthening the existing connections to the UK core e-Science programme and close interaction with the Grid operations teams at CCLRC and elsewhere. The work-plan includes participation in the development of the necessary security tools for secure Grid operations. The details of this work will need to be determined by the requirements of the LCG project following analysis of the available software and plans of other projects. There are many areas where tools are either not available or immature, for example in user registration and the management of the large LHC virtual organisations. The security team at CCLRC will collaborate with the security team at Manchester and others in LCG/EGEE in this and other areas.

Justification / Relevance to GridPP-2

The Authorization and Accounting functionality described in this proposal must be available in any usable Grid infrastructure. The existing GridPP Authorization work has a been a key enabling technology in deploying the EDG Testbed across many sites with many users, on a much larger scale than other current Grid projects, which have not used such as system. However, the absence of Accounting or Usage Control mechanisms is already becoming a limitation of the production usefulness of the EDG system. This proposal seeks to extend this vital Authorization work and to  add corresponding Accounting systems.

GridPP has also achieved a leadership position in Authorization internationally, including providing one of the co-chairs of the GGF Authorization Working Group. The work of this proposal will support GridPP’s position, and aid efforts to influence emerging Authorization and Accounting standards to address the needs of PPARC-funded e-Science.

The work outlined in this proposal will also be co-ordinated with EGEE which has very significant needs in this sector, in which the UK has a strong  track record.

GridSite has already been one of the first GridPP products to be used outside the project, and the tasks outlined in this proposal will advance the usability and functionality of GridSite, and further increase its adoption by external users. Since the output of most of the other tasks can be presented as part of the GridSite system, we intend to promote their wider adoption along with increased use of GridSite.

GridPP has a long-established leadership role in Grid Security for the DataGrid project. This experience has resulted in the new leadership role in security for the LCG project. This important contribution to LCG will help GridPP to influence the future direction of LHC computing.

Outline Deliverables / Milestones

This proposal aims to produce first prototypes in the major tasks within the first nine months of the project, for evaluation by user communities and to assess whether the initial design is sufficient. Subsequent milestones put improved user interface and additional functionality in place. 

Completed by Month 9

Task 1: Dynamic Unix pool account and batch queue parameter configuration.

Task 2: Control of Unix quotas and resource limit according to Grid identity.

Task 3. GridSite user interface improvements requirements and design.

Task 4. VOMS interface to GridSite VO management.

Task 9: Requirements for LCG security operations tools and evaluation of developments in other Grid projects.

Completed by Month 18

Task 1. GACL development and SlashGrid interfacing to authorization sources

Task 2. Prototype usage control description / language. SlashGrid support for usage control.

Task 3. GridSite support for usage control, and optimisations for bulk file hosting and caching.

Task 4. Support for lightweight / ad-hoc groups in VO, and user interface improvements.

Task 9. First release of the security operations tools

Completed by Month 27

Task 5. Development of VO Usage service database and user interface.

Task 6. Interoperation with other Authorization systems.

Task 7. Prototype Auditing and Intrusion Detection system.

Completed by Month 36

Task 5. Interfacing of VO Usage service to GGF standards.

Task 7. Final Auditing and Intrusion Detection system.

Task 8. Porting of tools to proprietary Unix and Windows.

Task 9. Final release of the security operations tools

Management Plan and Competence of the lead centre

We propose to cluster the posts associated with tasks 1 to 8 at Manchester High Energy Physics or in the adjacent North West e-Science Centre / Manchester Computing Centre. Local monitoring of each task’s progress will be formally reported to GridPP via the future Technical Board structure at quarterly intervals. Since all these posts will be employed directly by the University of Manchester, we will aim to resolve any management problems internally by the redeployment of staff. 

The posts for task 9 will be located at CCLRC/RAL. As above, local monitoring and management of the progress will be reported to GridPP, via Manchester who will lead the whole security area. Manchester and CCLRC will collaborate closely to fix any management problems.

We assess the risks associated with this work to be relatively low, since we have minimised essential dependencies on the products of external projects and can proceed with development even if one or more of the systems we aim to interoperate with does not mature quickly. The most significant risk in this scenario is that other projects do not deliver interfaces which we can work with, and our products become interim, de-facto standards in the communities using our work, requiring subsequent revision to benefit from interoperation with the eventual standards. However, this seems unlikely given that they are funded, or are working to GGF milestones, on the same timescale as GridPP-2.

Collaboration

Standardisation and interoperability are important aims of the tasks described above, and this will benefit considerably from our ongoing collaboration with the North West e-Science Centre at Manchester Computing (ESNW/MC) 

The key GGF accounting working groups have active participation from ESNW members, including the Usage Record (US), Resource Usage Service (RUS) and Grid Economic Service Architecture (GESA) working groups. GESA, in particular, is co-chaired by Jon MacLaren of ESNW. Much of this work is in conjunction with the UK e-Science “Markets for Computational Services” project, with John Brooke of MC as the co-investigator. As background to the GGF and Markets work, MC is able to draw on many years of experience in running national supercomputing facilities on a contract basis, with external, remote users. The current system allocates local disk, tape and CPU resources to Principle Investigators who can manage resources available to individual project members through a web interface, and is very similar in functionality to the Grid-level VO management systems proposed in Tasks 4 and 5 of this proposal.

ESNW/MC also has considerable experience with a variety of e-Science Authorization systems. For example, ESNW has recently been funded to evaluate the Globus CAS authorization system for UK e-Science use, and separately to evaluate the Akenti system for use by the British Libraries Zetoc catalogue. A similar comparison of Akenti and PERMIS is being conducted by David Chadwick of Salford University in Greater Manchester, who again is an active member of the GGF Authorization Working Group.

We will also extend our existing collaboration through the EDG Security Co-ordination Group and now in the EGEE Security Taskforce particularly for EDG-derived security products such as VOMS. Where appropriate we will encourage the formalisation of external systems we use, and promote their standardisation through GGF in the Authorization Working Group and others.

Since Security is of wide applicability to external projects, we will aim to secure external funding for dissemination and “commoditisation” of the middleware we produce, both from research and academic support funding bodies, and in collaboration with industry.

Exploitation Plans

Almost all other areas of middleware development will need to interact with these Authorization and Accounting / Usage Control systems at some level, and basic operation of a Grid is not practical without the types of access and usage control mechanisms we propose to develop.

However areas of particular benefit include: site administrators will benefit particularly from the local Access and Usage control, and Grid Intrusion Detection systems.  Virtual Organisations, including Applications, will benefit from more “user friendly”, flexible and more widely compatible VO management tools.

As outlined below, we aim to take advantage of the wide external applicability of Security and GridPP’s Open Source policy to disseminate the software, and to leverage external sources of effort in identifying / fixing problems, and writing extensions.

Exit Strategy

GridPP has already had some success in gaining outside support for the GridSite system, notably from the UK Grid Support Centre which is intending to provide user support. For the systems described in this proposal, we aim to continue this strategy where possible and work with support centres serving other projects which have adopted our software. Since all of these products are of general interest to other Grid projects, we aim to open up development and maintenance of them to the wider community of users, with the intention of kickstarting an Open Source development project. This is essentially the model followed by the Apache web server project, which is composed of code from the Open Source NCSA and, to a lesser extent, CERN web servers from the early 1990s. Even though NCSA and CERN no longer fund web server development, Apache is the most widely deployed web server, both in commercial and non-commercial contexts.

Information & Monitoring

Rationale

A Grid Information & Monitoring Service (GIMS) is critical to the operation of any grid. GIMS must be highly robust so that it is always available, highly secure to protect confidentiality of information, able to guarantee the provenance of information and highly scalable to meet the needs of LCG-1/EGEE. GridPP, in delivering R-GMA to the European DataGrid (EDG) as a basic GIMS infrastructure has already taken a lead in this critical area of grid middleware and has demonstrated its ability to deliver high quality, though complex, code.  

Overview of Programme

In the last few years, with the majority of projects basing their middleware around the Globus Toolkit (version 2 – GT2), GIMS functionality has been provided by MDS. However, with the arrival of the Open Grid Services Architecture (OGSA) the current MDS, with its strict LDAP based hierarchical model, will be phased-out with the arrival of the OGSA compliant GT3. It is anticipated that through the provision of service data ports similar information will be made available to a new information indexer – itself a Grid Service.

Within the EDG project a unified approach has been followed bringing together an infrastructure to provide both for resource discovery as well as grid monitoring (for both grid middleware as well as applications). Based firmly from the outset in the GGF standards of the Grid Monitoring Architecture (GMA) a relational implementation of GMA has been developed – R-GMA. This has the virtues of supporting a rich data model (relational) enabling transparent information joins, push and pull of information and streaming of time-stamped monitoring data direct from application information producer to monitoring tool consumer.  There can be little doubt that in the future GridServices are the way forward and that R-GMA must be compatible with GT3 as the current reference OGSA implementation. 

The UK has been asked by the new EGEE Consortium to undertake the development of Grid Information & Monitoring towards the provision of robust, resilient and reliable services for a pan-European Grid infrastructure being planned to meet the needs of science applications in general (not just HEP applications). The expertise built-up under GridPP-1 and EDG has ensured a central role in this activity. The initial technologies of EGEE will be based on the LCG production service and hence will include R-GMA. This proposal assumes that EGEE will gain EU approval later this year and as such the work outlined here is commensurate with the additional funding this will bring.

The provision of a production quality GIMS will necessitate both “hardening” of existing code as well as the development of more advanced modules to meet demanding requirements. It is foreseen that a variety of information sources beyond the current computing, storage and network elements will need to be integrated to support richer queries and more diverse application communitites. In the case of R-GMA further development of the mediator is needed to realise its full potential. Currently it can identify and merge information from multiple producers but it must be able to perform joins in order to avoid bottlenecks where we have to insist that all the information is collected at one point to do useful queries. Technology for query planning, being developed in the OGSA-DAI project, could play a useful part.

With the move to GridServices there is also a tendency towards XML approaches where appropriate. The Relational model is well known and very easy to use and has already survived the onslaught of the Object Database. However it is quite possible that the XML Database approach may better fulfill requirements.

The basic infrastructure for support of information and monitoring will initially be some combination of MDS and R-GMA. At some stage GT3 will become mainstream (replacing GT2) and by that time R-GMA will have become a component which can just plug into this framework along with the new Grid information component within GT3.

In order for a GIMS to be used effectively a consultancy style service needs to be provided to provider communities to ensure such things as consistency in schema design and identifier names. We should also try to maintain harmony across VOs and between different Grids. This will require being active within the various standards activities, which are currently, GLUE and the longer term GGF CIM work.

Basic customisable facilities (displays, end-user tools, etc.) to see what the Grid is doing must be provided for the benefit of diverse communities such as users, sysadmins and Gridadmins (i.e. those whose responsibility is broader than the systems on one site). There are currently a large number of displays in use, some written within EDG and some systems which typically pre-date the Grid and are now being tweaked to make then work in a Grid environment. Such tools include Nagios, and Ganglia.

Adequate testbed support will be needed to test these new developments in a way that is reasonably realistic but does not impact existing users. It is envisaged that an Information and Monitoring testbed spanning 5 or 6 sites in the UK would be required permanently to do adequate testing of new developments.

In summary, the priority of this activity is to produce a robust Information & Monitoring Service for use within LCG and EGEE communities. GIMS should include:

· A robust, resilient, reliable, secure, scaleable GIMS infrastructure

· A uniform information schema (based on standards – the current pragmatic GLUE schema, although not GGF sponsored has generated significant interest and with the support of the Globus project has enabled transatlantic interoperability to be established).

· Displays tailored to the needs of different communities: Sys-admins, Grid-admins and end-users.

Specific Tasks

This activity is intimately coupled with the EGEE/LCG-1 project and as such the following tasks and the corresponding milestones and deliverables will be developed further as discussions proceed within EGEE & LCG communities. EGEE will have an annual cycle of development for the forthcoming 18 months in which requirements will be (re-)assessed and detailed plans developed. 

The key areas of work are outlined with the essential ingredients.

Task 1. Requirements Analysis and architecture: Although GIMS is used mostly by other middleware, specific monitoring requirements will emerge directly from application level developments in LCG/EGEE. Within LCG requirements were first gathered in the HEPCAL document. More recently, the Grid Applications Group (GAG) has taken up work on revised requirements. Although not strictly middleware, a major customer of GIMS is network monitoring (R-GMA is currently used in EDG to underpin such an activity). It is anticipated that requirements will evolve as applications areas develop and as understanding evolves of how to use the Grid and what’s needed to make up a Grid. Requirements will be drawn periodically from other middleware developers, networking monitoring areas, application areas (LHC, non-LHC experiments, non-HEP) and operational areas (e.g. Grid Operations Centres). Requirements documents will thus need to be updated periodically and used in the development cycle. An overall system architecture for GIMS will be developed, in consultation with the EGEE architecture group, explaining how the desired levels of robustness, security and scalability will be achieved. 

· Task 2. Technology development: Of major importance is to migrate current GIMS technologies of R-GMA to OGSA and integration into the GridServices environment. It will also be important to integrate with the forthcoming GT3 toolkit from Globus. A number of enhancements to R-GMA are foreseen and include distributed query planning, enhanced and fine grain security of information and tracking of provenance information. Frequent performance evaluation will be necessary in order to optimise code and additional modules will be necessary to improve robustness, resilience and reliability. Such developments will be executed within a formalism to be agreed by EGEE/LCG-1 and will thus be in accordance with sound software engineering practices. Integral to all developments in this area is active participation on GIMS standardisation efforts within GGF.
· Task 3. Production-level Service Development : Of primary importance is the development of production quality code. This will require development of extensive unit and distributed/system test suites including performance assessment and tests in scalability, robustness and functionality. Validation procedures will be defined to ensure software meets requirements. These suites, although internally executed where possible, will also be made available to integration and validation teams external to the development. Quality documentation will be necessary to ensure effective transfer of knowledge to both validators and external users. Software will be packaged in accordance with agreed norms for distribution. Strategies for deployment of GIMS will be developed taking into account topological and organisational constraints. Ongoing support and maintenance of software in the production Grid will form a major part of this task as will the support of external users of GIMS. 

· Task 4. Schema & Information Provider co-ordination : An essential activity is the co-ordination of information schema production. This will be done through the production of guidance notes and template scripts as well as through direct support channels.  Standardisation of schemas is very important both as a major component in the Grid Information Model and where interoperability between or federation of different grids is important. It will be necessary to participate in the development of schema standards such as GLUE, in the adaptation of standards such as CIM and in associated developments at GGF (such as under the OGSA umbrella).

· Task 5. Development & integration of displays and end-user tools : It will be desirable to provide a baseline set of tools and displays to exploit the GIMS (and thus avoid developments of a number of similar tools within different projects).  Requirements for the set will be derived, though it is very likely that a wide diversity will result and it will be possible only to meet a basic subset.  This set will be derived from both existing tools and through new developments where gaps exist.  In either case the tools will be integrated with the GIMS and documentation developed.  Existing packages such as Nagios, Ganglia and the EDG Fabric Management tools are current contenders to be included in the baseline. One or more information portals, of varying characteristics, will also be included and it is anticipated that the need to federate information sources will influence choices.  Tools will be chosen/developed to support three basic domains, application users, system administrators and grid administrators. The latter category will include tools necessary for use in a Grid Operations Centre.

Justification / Relevance to GridPP-2

GIMS are central to any Grid and without such a backbone there is no grid. At the present time the full requirements for an OGSA compliant GIMS are significantly ahead of any system in existence and further development to production quality service is necessary.  GridPP has already exhibited leadership in this area in its support of EDG’s WP3 on Information and Monitoring which is mostly UK based.

EDG’s WP1, WP2 and WP7 have all anticipated deployment of R-GMA so that they can benefit from it for Logging & Bookkeeping, for service location and for network monitoring. WP1 plan to use it directly for Resource Brokering information, and WP4 plans to make parts of their monitoring database accessible via R-GMA. CMS have modified their BOSS system (for application monitoring) to make use of R-GMA.

Significant interest has been shown in R-GMA by the UK e-Science community at the recent GIS workshop at NeSC and at a town meeting on future directions for middleware development in the UK under the core eScience programme. In the latter case R-GMA was flagged as a potantial starting technology for future development.

We need to continue to support R-GMA for use in future projects, in particular for LCG and EGEE. Ongoing support of this activity is thus justified both to support a growing community of users and to develop the technology further to meet more demanding requirements.

Deliverables / Milestones

These milestones / deliverables will be developed further in consultation with LCG/EGEE as the projects proceed and hence should be viewed as an initial set.

Completed by Month 6

Task 1: Preliminary requirements document. This will cover the needs of the applications, the other middleware (including networking components) and the needs of the GOCs.

Task 1: Initial GIMS architecture definition explaining how robustness, security and scalability will be achieved. This document or a related document will also explain the distributed testing framework, which will be used.

Tasks 3 & 5: Initial deployment of first production-level service. This will follow the packaging system of EGEE/LCG and will include first versions of displays for end users and GOCs showing information on the fabric, the middleware and the applications.

Task 4: Document describing the delivered schema 

Task 2: GMA GridService definition. This will probably include an R-GMA extension

Completed by Month 12

Task 2: Completed migration to OGSA, tested and deployed within the LCG/EGEE framework-

Task 2: Integration of OGSA-DAI for the query planning and execution part of the mediator

Task 2: Basic security integration – this will only address the most pressing security needs

Task 3: Satisfactory completion of large scale robustness tests

Task 3:Measure performance and eliminate any major problems

Completed by Month 24

Task 1: Updated requirements document. . This will cover the needs of the applications, the other middleware (including networking components) and the needs of the GOCs.

Task 1: Updated GIMS architecture definition explaining how robustness, security and scalability will be achieved

Task 3: Complete performance tuning on large-scale system to ensure that there are no scaling problems.

Task 3: Optimise performance (possibly by special protocols to avoid the SOAP delays)

Tasks 3 & 5: Second deployment of first production-level service. This will follow the packaging system of EGEE/LCG and will include intermediate versions of displays for end users and GOCs showing information on the fabric, the middleware and the applications.

Completed by Month 36

Task 2: Enhanced mediator able to deal with complex SQL queries

Task 2: Final security integration

Tasks 3 & 5: Final deployment of first production-level service. This will follow the packaging system of EGEE/LCG and will include final versions of displays for end users and GOCs showing information on the fabric, the middleware and the applications.
Management Plan and Competence of the Lead Centre

CLRC, through its work under GridPP-1 in the EU DataGrid project have developed a well-established pool of expertise in Grid Information and Monitoring. At CCLRC work to date has included deployment of MDS and R-GMA systems, requirements capture, architectural development, coding, etc. Members of the team have played a full role in architecture, integration and quality activities of EDG.

It is thus proposed that the work should be undertaken at CCLRC, who will have overall responsibility for day-to-day management, co-ordination and delivery of results. It is anticipated that particular specialised areas will be developed in collaboration with a small number of external institutes (e.g. Herriot-Watt, TCD and NeSC), thus drawing on a wider pool of more specialist knowledge where appropriate. Much of this structure has been put to the test under GridPP-1 and found to function well. However, since the majority of the programme will be executed within CCLRC, it will ease considerably the setting of priorities and management of responsibilities/tasks.

The GIMS work will be executed within the EGEE/LCG-1 framework (see Figure 1) and will of necessity conform to strict guidelines and procedures. These are not only to ensure quality, but also clarity of process and specification of project interfaces. This activity will form a cluster, one of only a few around Europe (each specialising in different middleware). Each cluster is expected to provide effort to cover specific roles, as cluster leader (representing the cluster in the Engineering Management Team), architect, software integrator/tester, quality assurance and documentation person and system administrator (supporting development systems and testbeds). These roles are in addition to a core development team, but are very necessary to manage the overheads of formal external interfaces and to ensure high quality software.

The work will be reported to the GridPP2 Deployment Board on a quarterly basis. Feedback from the Board will be used to update the planning in terms of priorities, resources, etc. Suitable planning tools will be employed and the plans will be incorporated into the GridPP-2 Project Map for direct monitoring of deliverable production and resource usage by the project senior management.

The work will also be reported to EGEE/LCG-1, again on a quarterly basis, and will of course be subject to periodic adjudication by EU appointed reviewers.
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Figure 1: EGEE Middleware Engineering Structure

There exists the risk specialist technology provider groups do not receive continuation funding or fail to deliver according to plan. This is only likely to limit the pace of work on future functionality, as this will then have to be executed in-house and with reduced initial expertise.

Collaboration

During GridPP-1 there have been three particularly fruitful collaborations in the development of R-GMA. The first is with Heriot-Watt University on the work of mediator technology. Partial future funding has already been secured to continue this activity and additional money is currently being sought to fully underpin the activity. The second is with Trinity College Dublin (TCD), in which work on information timestamps has been carried out. This work is in part associated to the TCD membership of CrossGrid and also with TCD being a major partner in Grid-Ireland. It is hoped to continue and build on both these successful collaborations. The third with IBM-UK has also been very successful in key areas of R-GMA. Discussions are in hand as to the best mechanism for continuing this relationship to mutual benefit.

Collaboration with the LCG project, being the major customer of the technology will be strengthened. Work, particularly in the areas of code hardening, OGSA and production service delivery will be done in the context of EGEE and will complement well a development focus of  GridPP-2 activities.

Within CLRC it has been recognised that synergies exist between the support and development of Information Services for the UK e-Science Grid and with the GridPP/EDG testbed Information Services. In particular both have substantial experience of GT2/MDS and are looking to move forward into the OGSA era. In particular, with a major goal of EGEE being the federation of national Grid infrastructures and with the UK lead in Information & Monitoring, it makes eminent sense to enhance collaboration between these two activities together. The UK e-Science Grid Engineering Task Force is currently starting to make use of R-GMA and further joint work is planned.
Exploitation Plans

The R-GMA technology has been exposed within GGF within the Information Services & Performance area, its use is being expanded with GridPP/EDG/LCG and is being promoted within the UK e-Science community. It is planned to continue this further by working directly with LHC experiments in its use for application monitoring and by working with the UK e-Science community to port to other platforms and environments (a proposal to the JCSR has been submitted in this context).

Future GIMS will have potential wide applicability, being the backbone of any Grid. The systems developed here would thus be of potential interest to a wide audience, both within academic and commercial sectors.  The work will be firmly rooted in the GGF and hence, being standards based, will be well placed to interoperate with other technologies.

Exit Strategy
It is important to plan beyond the end of the project to ensure an appropriate place for results. The source code will be deposited under Open Source arrangements in one or more repositories (e.g. SourceForge, UK eScience repository, the Globus Open repository).  There are a number of possibilities for the ongoing maintenance and support of the software, including handing on to LCG, EGEE, UK Grid Support Centre as well as commercially-based options.  However,  standardisation of the GMA technology as a GridService with this work as a reference implementation is also an aim and will probably provide the best legacy.
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Technology Transfer 
BT have agreed to collaborate with GridPP2 as described in this section. The objectives of this collaboration are:
(i) Transfer of technology to the industrial sector.
(ii) Application of industrial strength Validation, Verification and Testing processes.
The work of BT will be integrated into each of the middleware activities described above.
Rationale  

BT is one of Europe's leading providers of telecommunications services. Its principal commercial activities include local, national and international telecommunications services, higher-value broadband and internet products and services, and IT solutions. BT’s involvement with GridPP2 is  to preserve its position as the UK's largest communications service provider. BT has a reputation of  pushing the technology barriers to find new and alternative business solutions and innovative products and services. Key to successful implementation of this corporate strategy, is technology  transfer. This is defined as transfer of knowledge and expertise from our research operations into our portfolio development teams, and the subsequent launch of commercial services by our business units. This is achieved primarily through BT Exact Technologies, our internationally renowned centre of communications and information technology, at Adastral Park.  Involvement with this project is justified in support of this corporate strategy and the anticipation that it aids the establishment of a Grid centre of excellence at Adastral Park, with the primary function to support Grid  technology  transfer as defined above.

Industry strength Grid services and error free middleware is a goal for the GridPP2  members and fundamental for the evolution of the grid technology in general. BT has clear  expertise and leadership in developing, deploying and maintaining industrial strength distributed software  systems. The concept underpinning our membership is to engage in technology transfer with the objective of creating industrial strength GridPP services, suitable for deployment  in  UK commercial data and computing centres. Key to successful outcome will be the industrialisation of the Grid development lifecycle and the introduction of international standards based Verification, Validation and Testing strategy for Grid service development and the successful deployment within a stable commercial data hosting environment. 

Overview of programme

The Technology Transfer working group is responsible for industrialisation aspects of GridPP. Industrialisation means applying the current  best-practice software development strategies and metrologies to Grid service and middleware developments.  Within industry, the universally accepted software development strategy  fully defines the software development lifecycle, which places emphasises on the importance of  activities, termed Verification, Validation and Testing (VV&T), which span the whole of the lifecycle and can be used in concert to develop higher quality and more reliable industrial systems. International standards are published by IEEE [
,
,
]. 

The working group will build upon experience gained by BT in many industrial projects, which conform to the IEEE VV&T standards. Industry projects are in fact highly complex systems containing components which are developed independently, both in-house and by external suppliers, and then brought together by a systems integration team. Standard industrial VV&T methodologies must be applied to grid technology to be classed as industrial strength. However, it is expected that standards may need to evolve to support Grid middleware, emerging business models and  emergence of  new commercial strictures such as Virtual Organisations. This standards aspect forms the core of technology transfer activities. 

The goal for industry is error-free Grid services, developed against international VV&T standards, deployed in industrial data centres, while  maintaining commercial principles of  low development, maintenance and support costs. These are the areas that this proposal will address:

· Support for UK industrial mass storage and computing sites for the lifecycle of Grid deployments.

· Support for the industrialisation of the grid through a dedicated technology transfer centre.

· Application of  development lifecycle standards to Grid Service development, emphases on detecting errors in requirements capture and specification, and in design  phases. This is a key area as errors are expensive to fix if detected in the later phases of the lifecycle. 

· Investigate of Software Engineering Economics for development, maintenance and support for industrial grid deployments.

· To evaluate and verify the  use of industry strength VV&T strategies and standards  for Grid service development and deployment 

· To investigate how VV&T VV&T strategies and standards impact Virtual Organisations 

· Investigate middleware hocks for testing harnesses, test automation, system and service simulation and test data generation and Grid optimisation.

· Investigate Virtual Datasets and  integration of experiment meta-data within the VV&T environment (test data, data generation, testing of  meta-data)

· Investigate management of the grid fabric and access through grid middleware components during the industrial testing phase.

· Use of Grid services to provide clear and traceable  VV&T records and access and retention. 

· Investigation of checklists and data structures to store test results implemented through Grid services to automatically record performance, grid environment and resource selection. VV&T checklists are used in industry to record rules and guidelines of best practice and used in audits and reviews.

The full benefits of industrialisation would be realised if  VV&T activities where to be supported within the Grid middleware, particular the resource broker, application scheduler and workflow management. This opens the possibility of automating many aspects of the testing phases, and supports the ability to integrate software robots to perform regression testing and also provide system and environment simulation and data generation services. Realising this benefit is the likely vehicle for technology transfer from the eScience community into the industrial environment.

Justification / Relevance to GridPP-2

Within industry Grid is seen as an evolving technology, not yet  fit for purpose as a suitable technology for mission critical and business critical deployments. A commitment to following industrial ‘best practices’ for service development lifecycles and VV&T strategy introduces industrial disciplines which will build confidence in the technology.  The deployment within industry standard data and computing facilities enables the true deployment, maintenance and support costs to be understood and cost models refined.

The clear objective for GridPP is full duplex technology transfer –

· BT to Grid community – service development lifecycle that generates industrial strength applications, services and systems

· Grid community to BT – VV&T requirements of grid services and solutions Technology transfer and industrial strength VV&T is a clear objective of the proposed Industrial Grid Centre at BT Labs.

Increased Quality

By adopting a VV&T methodology, the quality of the GridPP2 Grid services are likely to be enhanced by several means or routes including : 

1. early detection of errors means that they can be corrected before they become a major problem 

2. testability analysis of the requirements invariably results in improvements being made to them 

3. testability analysis of the design, and actually designing testability into the Grid middleware would further enhances the quality of the design and enable automated testing routines and software robots to be built

4. early test planning and test design and also can influence the design, and sometimes even the requirements 

5. early test planning and test design makes the testing more effective and efficient 

Costs saving. 

The cost of correcting an error increases as the lifecycle progresses, since with each successive stage, the correction involves a much larger range of items which have to be changed, and more extensive activity to re-test the changes. 

Avoidance, detection, and correction of errors as early as possible in the lifecycle is fundamental to a best practice approach. Grid introduces a further layer of complexity-  resource management, security, application scheduling and the unstable nature of the midleware.

Outline Deliverables / Milestones

The deliverables and milestones are:

1. a comprehensive Verification, Validation and Testing Standard (VV&T) for Grid Services, test data, test metadata and

2. disseminate to the wider Grid community within UK eScience program, and

3. present for formal inclusion with the GGF standards body and to other international bodies such as IEEE.

4. Define VV&T strategy for GridPP2 as a pilot for Grid system developments and identify existing industry ‘best practices’ which could be applied to Grid services life cycle development across eScience. 

5. A case study of  ‘best practice’ by analysis of  GridPP2 implementation of industrial VV&T methods, and

6. A report evaluating Virtual Organisation in the context of an industry development lifecycle

7. Investigate middleware hocks for VV&T testing harnesses, test automation, system and service simulation and test data generation 

8. Investigate test data and test metadata and how it can be utilised within grid fabric and access through grid middleware components.

9. Profile for testing the Grid fabric in a ‘VV&T mode’, including compute, data , network and simulation robots (instrumentation data generation , testing robots, system simulators). 

10. Evaluate the benefits of introducing Grid VV&T strategy and the economics of  performing VV&T activities  within a Grid fabric including Grid resource management, application scheduling etc

11. Middleware developments for a VV&T Resource Broker, Workflow Manager, Application Scheduler and VV&T services used to test Grid applications, and end-to-end Grid service performance monitoring

The figure below shows how VV&T activities may be applied to GridPP. It is assumed that a specialised VV&T Resource Broker will be required for integrated or imbedded VV&T activities. This broker would enable test routines to demand access to system and data simulation services, virtual datasets and meta-data. The functionality would include the resource selection for test applications, harnesses and on-line performance monitors. In addition Grid services for updating of test checklists with information relating to resources consumed and  Grid application error rates. A testing sequence and VV&T workflow manager is also envisaged.
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Contribution

The key contribution to GridPP2  project will be the development and implementation of a VV&T strategy , firmly integrated with the Grid services lifecycle resulting in a true industrial strength GridPP2 implementation. A key project deliverable will be a VV&T strategy and handbook,  starting with best industrial practice for verification, validation and testing (VV&T) and modified to include grid service development lifecycle, resource brokerage and application scheduling. These project documents would provide practical guidelines and a methodology for applying VV&T techniques to Grid Service development, at each stage of the GridPP development life cycle, and be reviewed at key project milestones. Emphasis is on the early life cycle where prevention, detection, correction, and early test planning can play an important role in reducing the overall project costs and improving Grid services quality and reliability. 

BT’s role would develop the strategy with implementation through a dedicated VV&T team, drawing expertise and knowledge from its industrial VV&T units and  experience gained from partners such as IBM. In general, the GridPP  VV&T strategy will span all the stages of the lifecycle up to and including  acceptance by the customer/end-users. BT will be involved in all stages of the lifecycle including requirement capture, design, coding, testing integration, system testing, regression testing and  deployment testing.  VV&T during the post-release stages will also be investigated to define the Grid VV&T requirements during Maintenance and Support lifecycle phases.  

BT would work in corporation with the Grid community to develop a VV&T version of the Resource Broker and Workflow Manager & Application Scheduler middleware. 

The system deployment testing phase would be conducted within UK data storage and compurer facilities, such as a commercial data centre at Cardiff and other hosting centers linked to UK eScience Centres and through the proposed Industrial Technology Transfer Grid Centre at BT Labs. 

Management Plan and Competence of the lead centre

This would follow standard industrial project management strategies, conformant with IEEE standards [
,
]

Resources

The following resources are foreseen to be needed to fulfil the work outlined in the sections above. The request for networking effort is given here, though the description of the work planned is in a separate document.  Technology transfer forms an integral part of each activity.
	Middleware
	Effort (in FTE)

	Data & Storage Management
	  4

	Workload Management
	  2.5

	Security
	  4

	Information & Monitoring
	  5

	Networking
	  3.5

	Total
	19
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