GridPP2 Proforma-2: CMS

Current status of GridPP work

The CMS work plan for GridPP is organised into three distinct but overlapping areas: workload management, data management and monitoring / metadata management. The tools and approaches developed are exercised in the context of large-scale data challenges, with a leading UK contribution. Our plans for the final year of GridPP are as follows, and our GridPP2 goals are a natural continuation of these:

Data challenges using Grid-enabled computing system: CMS will shortly be undertaking its most ambitious data challenge to date. ‘DC04’ requires the month-long operation of a 25% scale worldwide computing system. In the UK, we will execute tens of thousands of jobs to produce ~40TB of simulated and reconstructed data at T1 and T2 sites. We will store and replicate this data using regional centre resources, placing extreme demands on data-handling, mass-storage and network systems. An increasing fraction of Grid-enabled software components will be deployed and tested as the data challenge proceeds, managed by UK personnel.

Workload management web portal: We are implementing a prototype web portal for Monte Carlo production and analysis that will enable CMS users to flexibly submit production and analysis jobs via a web interface. This will lead to initial work on a Grid-enabled analysis interface for CMS users.

Local and wide-area data management: After production-scale deployment and stress testing of the POOL object store product as part of LCG, we have begun the task of integrating the POOL catalogue component with CMS Grid data management, monitoring, and workload management systems. A prototype Grid-aware event buffer and WAN data streaming system is being implemented, facilitating prompt reconstruction and calibration tasks at the CMS T0 and T1 centres. An interface is being developed between the existing CMS data management system (SRB) and Grid middleware.

Robust toolkit for metadata from CMS applications: We will continue the integration of the CMS COBRA (COBRA is the realization of the CMS OO Software Architecture for High Level Trigger, Simulation, Reconstruction, and Analysis) framework with the Grid, via RGMA. We will increase the robustness of the system under real production conditions, and investigate the use of RGMA to handle other forms of metadata.

GridPP2 Work plan

We foresee our GridPP2 activities as a natural growth and extension of our GridPP work, at a greater level of scale and complexity as we approach LHC start up. We propose to maintain our current organisation into three work areas, allowing us to address all aspects of the CMS computing challenge.

Workload management: Work will continue towards a full Grid-enabled simulation, reconstruction and analysis system. Deployment of Grid-enabled CMS applications will take place worldwide, with seamless interoperation between different implementations of the basic Grid services. Consistent, and high-quality, user interfaces will be developed to allow the transparent use of the CMS computing system for both scheduled and ‘stochastic’ reconstruction and analysis. This will build on upon the tools and experience developed within the GridPP project, and upon new middleware services that will be developed on the timescale of GridPP2.

Data management: Our GridPP work has shown that traditional approaches to large-scale data management fail even at today’s HEP computing scales, as do naïve Grid-based approaches. We will continue to develop, deploy and test efficient approaches to Grid data storage, caching and replication, in conjunction with middleware developers. Our effort will be concentrated in two main areas: the further integration of the LCG object storage technology, POOL, with both Grid and CMS software layers; and the development of integrated approaches to real-time streaming data management and bulk replication services, linking the CMS T0 and T1 centres. This latter project aims to provide a single Grid-aware real-time object management system deployed across the whole CMS computing fabric, including its online components. An important theme will be the provision of robust fault tolerance and fault recovery for the data distribution system, possibly through the provision of ‘intelligent’ automated data management systems. The CMS data management system will directly support the Grid reconstruction and analysis system.

Monitoring / metadata management: We will undertake the support, maintenance and development of the RGMA/CMS code base, providing enhancements and extending the range of applications in the CMS computing environment. We will maintain our close links with the UK developers of monitoring middleware and work with them to verify, validate and improve the performance of their product. We will extend our approach to provide metadata management for other areas, such as calibration and conditions data and handling of multiple data sets, an area of great importance for a wide range of current and future particle physics computing systems. We will also move towards offering greater functionality in the BOSS system, such as offering users the possibility of interactive debugging over the GRID and enabling COBRA to read and write directly to GRID nodes.

Large-scale data challenges: The scope and scale of CMS data challenges will increase rapidly during the GridPP2 period, culminating in a full-scale computing system test shortly before data taking at LHC turn on. We will contribute to the CMS data challenge programme both through the provision of robust and scaleable software systems, and also through the development and optimisation of the T1 and T2 centres available to CMSUK. These facilities, and the associated network resources, will need to be operated at a very high level of efficiency to meet CMS goals during GridPP2.

GRIDPP2 Project links

During GridPP2, we plan to extend and develop the strong collaborative links we have formed during GridPP. These fall into four areas:

Links between HEP experiments: We will continue to explore the possibilities for common computing solutions for CMS and other experiments. Particularly valuable in this context has been our growing collaboration with the BaBar experiment, in the areas of data and workload management (focussed on POOL and BOSS respectively). Our access to the experience of BaBar, mainly through our joint CMS/BaBar GridPP post, has already been of direct benefit in formulating CMS computing plans. We wish to maintain this direct link in GridPP2. In discussion with our UK MICE collaborators we see an excellent and timely opportunity to adapt and reuse our development of BOSS/RGMA for their job submission and monitoring framework.

Links to the wider CMS community: Our GridPP work is entirely integrated with the overall CMS computing project, and directly addresses collaboration computing milestones. Moreover, our GridPP2 goals are well matched to the expertise and interests of the CMSUK community, as we take on new e-science related responsibilities within the collaboration (e.g. definition and simulation of the CMS computing model, links between online and offline workload and data management, analysis work towards our Physics TDR).

Links to external Grid projects and the LCG project: During GridPP, we have maintained a close working relationship with the developers of middleware tools, particularly within the EDG project (WP1, WP2, WP3 and WP6), with CONDOR and with SRB developers. This profitable approach has in part been facilitated by the presence of middleware and test bed effort at our institutes, in some cases through joint posts. Our POOL work forms a major part of the LCG project, and this will naturally be a growing area of collaboration in GridPP2, during which we will develop an involvement with the LHC ARDA project from its initiation during 2004. We are linked to the EU EGEE project via the RGMA collaboration with CCLRC RAL. Brunel and Imperial College are members of the EU FP6 GRIDCC project (recognised as a high funding priority by the EU), which will have significant CMS involvement.

Links to regional centres and industry: Successful operation of the prototype CMS computing system to meet our data challenges has required us to form close working relationships with those responsible for the management and operation of the UK T1 and T2 centres. This has proved to be a fruitful collaboration on both sides, and is one that will need to grow during GridPP2. We do not believe that the overall LHC computing problem can be solved as “just another application” on top of a generic computing fabric, by 2007: close cooperation between applications and resource providers will always be necessary. Through our regional centre links, we have also had successful collaboration with industry (IBM, Dell, HP).

GRIDPP2 Deliverables

	Deliverable
	Description
	Type
	Project Month

	1
	DC04 result analysis and BOSS/RGMA performance analysis on a production LCG Grid.
	Document
	PM3

	2
	Analysis of DC04 local and wide-area data management approaches.
	Document
	PM3

	3
	UK participation in CMS DC05 at 25% level.
	Data challenge
	PM6

	4
	New optimised release of BOSS/RGMA taking into account issues identified in PM3.  
	Software
	PM9

	5
	Deployment and testing of CMS GRID Monte Carlo framework
	Document
	PM9

	6
	Full integration of POOL file catalogue component with LCG data management services and CMS COBRA framework
	Software
	PM9

	7
	Deployment of high-speed bulk data replication service at CMS T0 / T1 
	Software
	PM12

	8
	Evaluation of new functionality in LCG impacting upon the job submission and analysis frameworks
	Document
	PM15

	9
	Deployment and testing of streaming data management service at CMS T0 / T1
	Software
	PM15

	10
	UK participation in CMS DC06 at 25% level
	Data challenge
	PM18

	11
	New optimised release of BOSS/RGMA taking into account issues identified in PM3.  
	Software
	PM18

	12
	Deployment of a full user interface to the CMS Grid-based analysis system (workload management)
	Software
	PM18

	13
	Integration of analysis and Monte Carlo production frameworks, and CMS data management system and catalogues
	Software
	PM21

	14
	Detailed review of project deliverables, production of complete documentation set, training of CMS users.
	Documentation, Web-based tutorials, VRVS meetings
	PM30

	15
	Modification of software products to reduce impact at LHC start-up of any identified problems
	Software
	PM33

	16
	Final-scale deployment and testing of the CMS Grid computing system worldwide, in preparation for LHC start up
	Data challenge
	PM36


Estimate of effort requirement

Our total effort request for GridPP2 is 3.0 FTE (1.0 Bristol, 0.5 Brunel, 1.5 Imperial College). This effort will be supplemented through HEFCE, PPARC and EU-funded posts, which are in many cases already integrated into the project.

We note that the 0.5 FTE at Brunel would be best deployed as a full time continuation of the existing post for 1.5 years, since this maps effort most effectively onto both this project and the likely link with the MICE collaboration needs.

Project Management

The CMS experiment within the UK has a strong management structure already in place (a Project Management Committee and a Project Steering Committee, reporting to the PPARC Project Oversight Committee). Our existing e-science and computing activities are overseen as a whole by a Computing Project Manager, who is also formally responsible to the CMS collaboration management. We therefore propose a “light touch” management approach between the three UK institutions involved, continuing our successful strategy within GridPP. We will use regular meetings to track progress toward project deliverables. These will be reviewed at Project Steering Committee meetings, and technical progress will be fully reported at our biannual CMSUK collaboration meetings.

